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Abstract

The feasibility overheadf non-preemptive scheduling is typically higher than foegmptive scheduling, in
the sense that preemptive scheduling algorithms are ab#uidoessfully schedule some systems that cannot be
scheduled by any non-preemptive scheduling algorithm ewttie converse is not true. However, then-time
overheadassociated with implementing preemptive algorithms ismftigher than for non-preemptive algorithms. In
choosing between preemptive and non-preemptive schedalgorithms on uniprocessors, the tradeoff is therefore
between enhanced feasibility on the one hand, and increasatieads on the other. A hybrid limited-preemption
real-time scheduling algorithm is derived here, that aimikave low run-time overhead while scheduling all systems
that can be scheduled by fully preemptive algorithms. Tlyisrid algorithm permits preemption where necessary

for maintaining feasibility, but attempts to avoid unnesay preemptions during run-time.

Index Terms

Sporadic taskseDF scheduling; uniprocessors; critical sections; preemptio

. INTRODUCTION

In the sporadic task model [8], [2], a task; = (ej, dj, pi) iS characterized by worst-case execution requirement
ej, a (relative) deadlined;, and aminimum inter-arrival separatiomp; (which is also sometimes referred to as
the period of the task). Such a sporadic task generates a potentidihitén sequence of jobs, with successive
job-arrivals separated by at leggttime units. Each job has a worst-case execution requireegual toe; and
a deadline that occurg; time units after its arrival time. Asporadic task systens comprised of several such
sporadic tasks. In previous work [5], [8], [2], botlon-preemptiveand preemptivescheduling of such sporadic task
systems was considered. In preemptive scheduling, it isnaasg that an executing job may be preempted — have
its execution interrupted — at an arbitrary instant to beumesd at a later point in time at no additional cost or

penalty; in non-preemptive scheduling, by contrast, it andated that a job, once it begins execution, is guaranteed
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exclusive access to the processor until it has completecuéira. A sporadic task system is said to fieasibleif
and only if it is possible to always schedule all jobs that rbaygenerated by this task system in such a manner
that all deadlines are met.

From a pragmatic perspective, both preemptive and nonyptee scheduling have benefits and drawbacks when

compared to each other, and neither model is unequivocafigrior to the other:

« Since the assumption that performing a preemption incursoso or penalty does not hold for many real-time
application systems, the actual cost of performing pramggseemptions during run-time for such applications
must be incorporated into thein-time overheadipon platforms that support preemptive scheduling.

« For a formal model, itschedulability overheadefers to the likelihood that any given system will be deemed
infeasible due to restrictions that are placed on its sdiregglby the formal model. Since any non-preemptive
schedule is, by very definition, also a preemptive schedulehich it so happens that no preemptions have
occurred, the schedulability overhead of preemptive salivaglis clearly no greater than it is for non-preemptive
scheduling. On the other hand, it is not difficult to constiask systems which are preemptive feasible, but
which have no non-preemptive schedule meeting all dealline

« Providing system support fanutual exclusioris trivial for non-preemptive uniprocessor systems, siic@ost
one job could have started but not completed execution at getant in time on such systems. However,
providing system support for mutual exclusion in preemptsystems, while simultaneously being able to
make timing guarantees, requires the use of non-triviatlsganization protocols (such as the Priority Ceiling

Protocol [10]) that have significant associated run-timd schedulability overheads.

As the discussion above reveals, both preemptive and resmptive scheduling have positive and negative aspects,
and it would be nice to combine features of both into an irettgg scheduling algorithm that is able to offer
beneficial features currently separately offered by theitwlovidually. That is the objective of the research dessdib

in this document: we attempt to integrate features of préempnd non-preemptive scheduling into one scheduling
framework, which we callimited-preemptiorscheduling. While preemptions are permitted in limitedgmption
scheduling, they tend to not get performed as frequentiheg tlo under pure preemptive scheduling algorithms.

More precisely, the general objective in designing a lidhipgeemption algorithm is to have the same schedulability



overhead as a fully preemptive algorithm, while reducing ttumber of preemptions that will be performed.

The remainder of this document is organized as follows. latiBe Il, we formally describe the sporadic task
model that is used in the remainder of the paper, and provideige some background information concerning
preemptive and non-preemptive uniprocessor schedulmgselction Ill, we provide a partial description of our
limited-preemption scheduling algorithm, and formallyide some properties that must be satisfied by any sporadic
task system that this limited-preemption algoritfimils to schedule successfully. By restricting system pararaeter
to ensure that these properties are never satisfied, we Bdcabomplete the design of the limited-preemption
scheduling algorithm, in Section IV, in such a manner thasilility is guaranteed. We illustrate the techniques
introduced here by means of a simple 10-task example in @edti In Section VI, we address some pragmatic
issues that arise in implementing this algorithm. In Sectl, we discuss some simulation experiments that we
have conducted to evaluate the effectiveness of our afgoritpon different kinds of workloads. We summarize

our results in Section VIII.

[I. NOTATION AND BACKGROUND

In the sporadic task model, each sporadic tgsis characterized by a (worst-case) execution requirersera
relative deadlinad;, and a minimum inter-arrival separation/ period parampieSuch a sporadic task generates
an infinite sequence of jobs, with the first job arriving at dinye and successive job-arrivals separated by at least
pi time units. Each job has a worst-case execution requireptprdl toe;, and a deadline that occudg time-units
after its arrival time.

In the remainder of this document, we consider a sporadic sgstemt comprised ofn independent tasks
T1, T2, -- ., Tn, With T; = (€5, dj, pi) for all i, 1 < i < n. We use the following notation and terminology regarding

this sporadic task system

dmax denotes the largest relative deadline parameter of anyitaskd,,.x & maxj._,{d;}

The least common multiple (Icm) of the periods of all taskg irs referred to as théyperperiodof T, and

is denoted byP: P £ Ilcm(p1, po, . . . Pn)

The utilization U; of taskT; is defined as followst; £ &

def

The system utilizatiorJ of 1 is the sum of the utilizations of all the tasksinU = L, U;



We consider the scheduling of sporadic task systems upamgéegbrocessor, using thearliest Deadline First
scheduling algorithmgpF) [7]. In EDF scheduling, jobs are selected for execution according éor {fabsolute)
deadline parameter, with earlier deadlines favored ouer lanes (ties may be broken arbitrarily but consistently).

A sequence of jobs generated by sporadic tgsis said to belegal if consecutive jobs arrive at leapt time
units apart. (Observe that a sporadic task can generat@ehfimany different legal sequences of jobs, by having
different separations between the arrivals of successis.] Alegal collectionof jobs generated by a sporadic
task system is defined to be the union of legal sequences sfgeberated by each of the tasks in the system. A
sporadic task system is said to feasibleif and only if it is possible to schedule all legal collectaf jobs that
may be generated by this task system in such a manner thataadlides are met.

With respect to non-preemptive scheduling, a more resttictotion of feasibility may be definedeasibility
without inserted idle times (IIT)A sporadic task system is said to be (nonpreemptive) feagilthout IIT if there
is a schedule for each possible legal collection of jobs inictvithe processor is never idled while there are jobs
awaiting execution.

In the context of the scheduling of systems of sporadic taskscheduling algorithm is said to loptimal if it
successfully schedules all legal collections of jobs gateer by all feasible sporadic task systems. The following

results are known [5], [6]:

« EDF is optimal under the preemptive model of scheduling.

o EDF is not optimal under the non-preemptive model of schedulimgler the general notion of non-preemptive
feasibility.

« EDF is optimal under the non-preemptive model of schedulingyidied we restrict our notion of feasibility
to that of feasibility without IIT.

For any sporadic task; and any real numbet > 0, the demand bound function DBF(T;, t) is the largest
cumulative execution requirement of all jobs that can beegatied byt; to have both their arrival times and their
deadlines within a contiguous interval of lengtht has been shown [2] that the cumulative execution requerg
of jobs of Tj over an interval[ty, t, + t) is maximized if one job arrives at the start of the interval.e-,iat

time-instantt, — and subsequent jobs arrive as rapidly as permitted — t.exstntst, + pj, to, + 2pi, to + 3pi, . . .



Equation (1) below follows directly [2]:

Lo 1 1 [

DBF(Ti, t) €max 0, _pd' +1 xe 1)
i

Let T denote a system of sporadic tasks= {11, T2, ... Tn}. Under the preemptive paradigm of scheduling, it
has been shown [2] that a necessary and sufficient condibioegoradic task system to be EDF-feasible under

the preemptive scheduling paradigm is:

111 | I I
L1
Yt>0 DBF(Tj, 1) <t (2)
TET

I1l. LIMITED-PREEMPTION EDF SCHEDULING

In limited-preemptioneEbF scheduling, preemptions are permitted; however, the dnidisnate use of processor
preemption is discouraged. Rather, limited-preempiipR is provided with anon-preemption functio® : R=% —
R=% and uses this function to determine whether or not to preengpirrently executing job when a higher-priority
(i.e., earlier deadline) job arrives. This non-preemptionction Q(t) depends upon the parameters of the task
systemt being scheduled, and satisfies the property thatmasotonically non-increasing t: for all t; < to, it
is the case tha(t;) > Q(t).

An example non-preemption function is given in Table I. &2 will be illustrated via an example in Section IlI-A

below.

A. Algorithm description

When scheduling sporadic tasks systeplimited-preemptioreDF is provided with a non-preemption function
Q: RZY — R2% in Section 1V, we will describe how this function is deterrad for a givert.

Limited-preemptioreDF prioritizes jobs during run-time just as “regular” preeimpteDF does: jobs with earlier
(absolute) deadlines are accorded higher priority, wéh kiroken arbitrarily but in a consistent manner. An exeguti
job is in one of two modestegular or non-preemptiveWhen a job is first selected for execution, it executes in
regular mode. Suppose that a jdbin regular mode with (absolute) deadlil® is executing at time-instartt,
and hase, units of execution remaining. At this time-instant, a new joith a deadline< D, arrives.Job J is

not required to surrender the processor immediately; iadtet undergoes a mode-shift to non-preemptive mode



It may execute in non-preemptive mode for upniin(e,, Q(D, — t,)) additional time-units, but must surrender
the processor after then.

As an example, let us suppose that limited-preemptior is implemented using the non-preemption function
Q depicted in Table | (Section V). Suppose that a job with deadht time-instant 100 is executing in regular
mode at time-instant 50, and that it has five additional uoitexecution remaining. At this time-instant another
job, with deadline at time-instant 80, arrives. Since thadliee of the currently-executing job {¢00 — 50) =50
time-units in the future, and0 < [10, 60), we conclude from the third row of Table | that the currentieeuting

task transits to non-preemptive mode, and may execute fdo fipur additional time-units while in this mode.

B. Our result, and its significance

In Section IV below, we present an algorithm that acceptsnasitia sporadic task system and efficiently
computes a non-preemption functi@h that may be used by limited-preemptiamr. The computed functio®
satisfies the following propertylf sporadic task system is preemptive uniprocess@pF feasible, then the&Q
computed by our algorithm, if used with limited-preemptiemr, will result in limited-preemptiorenpr always
meeting all deadlines.

We now discuss the significance of this result.

First, observe that as per the claim above, limited-preem@DF scheduling incurs nechedulability overhead
over and above the schedulability overhead of fully-pretarapgeDF scheduling. In particular, any sporadic task
system that is preemptivieDF feasible is guaranteed to also be feasible under limitegspptionEDF. Hence, the
benefits described below are achieved by limited-preemginr without surrendering the optimality property [7],
[4] of fully preemptiveEDF.

It has previously been shown that thatal number of preemptions in any schedule generated by preemptive
EDF is bounded from above by at most the number of jobs that aredsidéd. However, this result does not in itself
bound the number of times that amdividual job may be preempted — it is quite possible that a large number

of jobs are not preempted at all, while an unfortunate fewheget preempted a very large number of times. By

10ther factors, discussed in Section 111-B below, help ledipreemptioreDF determine precisely how much additional execution jbb

will be allowed, subject to this maximum efin(e,, Q(Do — to)).



using limited-preemptioreDF, the maximum number of times that any particular task’s @iprieempted can be
bounded as a function of its execution requirement, itstivelaleadline parameter, and tige function: a “quick
and dirty” upper bound on the number of preemptions for a jbl; as given by |ei/Q(d;)|.

Suppose that a job with absolute deadliDg is in the midst of executing itsritical section when a higher
priority (i.e., earlier deadline) job arrives at time-iastt,. If the run-time system determines that this job has less
thanQ(D, — t,) execution units remaining in its critical section, thenandet the job execute through till the end
of its critical section before preempting it. Some studiEH [indicate that most critical sections in real-time sysde
are relatively short — for such systems, considerable gavinay be realized, in terms of both run-time overhead
and schedulability overhead, by not needing to repeatesiy non-trivial real-time synchronization protocols to
ensure mutual exclusion.

It will be seen (Section 1V) that the non-preemption funotis computed as a by-product of performing
preemptiveEDF feasibility analysis; hence, there is no additionamputational effort needed to determine this

function.

C. Properties of infeasible systems

In this section, we assume that the specifications of spotadk systent, and the non-preemption functidp,
are given, and derive some properties that must be satisfigdamdQ if limited-preemptionEDF is to misssome
deadline while scheduling. We will use these properties in Section IV to design an digor for computingQ
from 1, such that these properties cannot possibly be satisfielcagsequence, we can conclude that the system,
with the computed non-preemption function, always medtseddlines.

Suppose that limited-preempti@pF misses deadlines on some legal collections of jobs gemkte, when
using non-preemption functio®. Let a(t) denote a smallest such legal collection of jobs, in the sefigging
comprised of the fewest number of jobs, upon which limiteeemptionEDF will miss some deadlines. Lédi
denote the instant at which a deadline is missed in the ldvireemptionEDbF schedule ofo(t). Let t; < tf
denote the earliest arrival time of any job arft).

Claim 1: The processor is never idled o, tg) in the EDF schedule oo ().

Proof: Suppose that the processor were to be idled at time-instant< t' < t¢. It must be the case that no jobs



are active — i.e., have arrived but not yet completed exenuti att’. Observe that the legal collection of jobs
comprised of all jobs ino(1) that arrived aftet’ will also miss a deadline at time-instatyt if executed byEDF.
But this contradicts the assertion thefr) is the smallest collection of jobs af on which limited-preemptioEDF

misses a deadlind@

Claim 2: All jobs in a(1), except perhaps the one missing a deadlinggatreceive_someexecution in the
limited-preemptionEDF schedule ofo(1).
Proof: If all jobs not receiving any execution are removed froit), the remaining collection of jobs would also
miss a deadline ate. But this contradicts the assertion thi(r) is the smallest collection of jobs af on which

limited-preemptionEDF misses a deadlind

Claim 3: Suppose that there are no jobsa(r) with deadline> t¢. Then

1
DBF(Ti, tf —ta) >ty — t5 . 3)
i=1

Proof: By definition of DBF, the sum of the execution requirements of jobgjofver any interval of lengtlte — t

is no larger thamBF(Tj, tf — ty), for all ;. Since a deadline is missed at time-instgntthe sum of the execution

requirements of all jobs iw(t) is greater thartg — t5. The claim follows.m

Claim 4: Suppose that there are jobsdift) with deadline> t¢. All such jobs must execute for some amount

in non-preemptive modduring [ta, tf), in the limited-preemptioreDF schedule foro(T).

Proof: This, too, follows from the claimed minimality af(t). Observe that when executing in preemptive mode,
a later-deadline job does not delay or otherwise interfeith the execution of an earlier-deadline job under.
Suppose that some job with deadlirets never executes in non-preemptive mode; it therefore doemterfere
with the execution of any job with deadline tg. Consequently, the deadline misstatwill occur even if this job

is removed fromo(t). &

Claim 5: Suppose that there are jobs aift) with deadline> tf. By Claim 4, these jobs all execute in non-
preemptive mode durint,, te), in the limited-preemptioreDF schedule fora(t). Let [t1, ts] denote the latest

time-interval < t¢ during which some such job is executing in non-preemptiveleno

U |
Q(tf —t1) +  DBF(Tj, tr — 1) >t — 1 . (4)
i=1



Proof: Since a job with deadline tf was executing in regular (preemptive) mode at time-instaninderEDF,
it must be the case that there were no active jobs at thamingtith deadline< tf¢ in the EDF schedule ofo(1).
All the jobs that execute ovdt,, t¢) arrive aftert;, and have deadline t¢. By definition of theDBF function, the
cumulative execution requirement of all these jobs is attmIGEIDBF(Ti,tf — t1); since a deadline is missed,

this must exceed the interval length, whichtjs— t,. We therefore have

1
DBF(Ti, tf — 1)) > tf — 15 . (5)
i=1

Let Dj, Dj > tf, denote the absolute deadline of the job that executes remwptively overt;, t;]. By the

semantics of limited-preemptiorDF, it must be the case that
to -t <Q(Dj —ty)
from which it follows (sincets < Dj, andQ(t) is monotonically non-increasing witt), that
-t <Q(tf — 1) . (6)
By adding Inequalities 5 and 6 above, we have
1
Q(t —t))+ DBF(Tj, tr — 1)) >te —to+ 1 — 1y,
i=1

which is as claimed in Inequality 4 aboul.

We can now use the properties derived above to obtain negesmaditions for limited-preemptioeDF to fail
to schedule sporadic task systansuccessfully:
Theorem 1:If a deadline is missed when sporadic task syster+ {11,...,Tn} is scheduled by limited-

preemptionEDF using non-preemption functio®, then at least one of the following conditions is satisfied:

1
Jty, :ty >0 :  DBF(Ti, ty) >ty (7)
i=1
or
1

=1

Proof: Recall that we had constructed the collection of joifs) considered in Claims 1-5 under the assumption
thatT is not schedulable under limited-preempt®nr. In essence, Claims 3 and 5 assert thatig not schedulable

under limited-preemptioEDF, then at least one of the following two hold:
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1) There aref andty, tf — ty > 0, such that Equation 3 holds. Inequality 7 is obtained from,thy setting
ty to be equal tatf — ts.
2) There is taskj, and time-instant$s andt; with (tf — t;) < dj, such that Equation 4 holds. Inequality 8 is

obtained from this, by setting, to be equal tatf — t;.

IV. COMPUTING THE NON-PREEMPTION FUNCTION

Notice that Condition 7 of Theorem 1 is the negation of Cdadit2, which is necessary and sufficient for
feasibility under purely preemptiveDF. Hence, Condition 7 is exactly the condition fimfeasibility under pre-
emptive EDF. That is, Theorem 1 is essentially asserting thay sporadic task system known to be feasible
under preemptiveeDF, is feasible when scheduled using limited-preemptoF with non-preemption function
Q: R0 —, R>0, provided that Condition 8 is never satisfidd this section, we describe how we can compute
function Q for a given sporadic task systemsuch that Condition 8 is never satisfied. In computing suamatfon
Q, our objective is to hav€ be as large as possible (thereby permitting limited-pra&mEDF to execute jobs
in non-preemptive mode for longer amounts of time).

It follows from Equation 1 thabBF(Tj, t) does not change for values bbetween[-p; +d;) and(([F 1) -p;j +d;)
for each integerr_ > 0. The non-preemption functio® that we will construct also satisfies this property. As a
consequence, Conditions 7 and 8 of Theorem 1 need to be &dlaly at those values okatisfyingt = (L +d;)
for somei, 1 < i < n, and some integdr 0. LetD,, Dy, D3, ... denote all suclt, indexed according to increasing

value (i.e., withDy < Dy, for all k). Then, checking Condition 7 is equivalent to checking thkotving:

—
d Dy :: DBF(Ti, D) > Dy (9)
i=1
and checking Condition 8 is equivalent to checking the foilm:
1
d Dk :: Q(Dy) + DBF(Tj, D) > Dy (10)
i=1

To ensure that Condition 10 is never satisfied, we would neethsure thaQ(Dy) < (Dy — i:; 1 DBF(T;, D)) for
all k; this, in conjunction with our requirement that the nongmmgption functionQ be monotonic non-increasing,

suggests the following recursive definition fQx
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Input: Sporadic task system = {11, Tz,...,Tn}; Ti = (&, di,pi) forall i, 1 <i <n.
Let D1, Do,..., denote the time-instants, in increasing order (i, < Dg+; for all k), at which some
task intT has a deadline if each tagk generates its first job at time-instehiand subsequent jobs exactly
pi time-units apart.
1) Q(D1) <~ D1 — %BF(TL D1)
2) fork — 2,3,...do
a) if Dx > T (1) as given by Equation 1then return “feasible”
b) Q(DK) — min Q(Dk-1), Dk — 1 rapBF(T, D)

c) if Q(Dk) < 0 then return “infeasible”

Fig. 1.  Algorithm for computing the non-preemption functigthe function@ : R — R) for a collection of sporadic tasks, while

simultaneously checking for preemptive feasibility.

1
QD) = Dy - DBF(Tj, D1)
(g 1
1
Q(Dx) = min Q(Dk-1),Dk — DBF(Tj, Dk)
TET

from which it follows thatQ(D;), Q(D-), ..., can be computed iteratively one after the other; a striighkiard
implementation would také(n) time per iteration (see, e.g., [9] for more efficient implenadions).

Observe that checking Condition 9 is equivalent to findingpme®y such thatQ(Dy) < 0. Thus, performing
preemptiveEDF feasibility analysis is reduced to a problem of ensuring tha functionQ(t) is non-negative for
all t> 0.

For how many deadlineBy, must we computé(t), in order to be able to guarantee that Condition 9 is not
satisfied for anyt (and we have thus determined the feasibilityty?

First, observe that limited-preempti@pF will use computed values d(t) only for t < d,,.« during run-time,
since no job generated by task systerwill have a deadline greater thah,.« time units into the future. Hence
if we a priori know thatt is feasible when scheduled using fully preemptimr, then we can cease computing
the Q function onceQ(dwnax) has been determined.

If we do nota priori know thatt is feasible under preemptiveDF, then we must ensure th&i(t) is always
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T | T2 T3 T4 T5 Te Tt Ts To T10 t Q)
e |2 4 2 4 3 4 8 5 3 4 [0,8) t
d; |8 10 15 30 50 50 60 60 60 10D (8,10) 6
pi|8 20 25 35 50 90 110 105 100 110 (10,60) | 4
[60,65) | 3
[65,00) | O
TABLE |

EXAMPLE TASK SYSTEM, AND THE NON-PREEMPTION FUNCTIONQ) COMPUTED FROM IT.

non-negative — as argued above, this is equivalent to erguhatt is feasible under presmptiviedr. Upper
boundshave been determined such that, if Condition 7 is not vidlaesomet no larger than these upper bounds,
then it can be concluded that the condition will not be viethfor anyt. This upper bound is [1], [2], [5]
1 L1 (|
1 1

T €min P,max dpax, —— - Ui - (pi — di) (11)
1-U i1

The bound (11) may in general be exponential in the parasi@ier, sinceP may be as large asIEIpi.
However, this bound (11) is pseudo-polynomial if the systditization U is a priori bounded from above by a
constant less than one. (Any system with system utilizatiogreater than one is clearly not feasible on a unit-
capacity processor; hence, requiring tblabe at most, for some constart < 1, is in effect “wasting” or “writing
off” at most a fraction(1 — c) of the processor's computing capacity.) It thus follows {24t limited-preemption
EDF-feasibility analysis can be performed in pseudo-polyrabrime, for sporadic task systems that have system

utilization bounded from above by a constant strictly ldgmntone.

The algorithm described above for computing the non-premgunction Q for a given sporadic task system

T is presented in pseudo-code form in Figure 1.

V. AN EXAMPLE

In this section, we illustrate the ideas introduced in thagpgr by means of a simple example. We consider the
sporadic systent of 10 tasks, depicted in Table I. The system utilizationi;élei/pi) is equal t00.93544, and

the feasibility interval can be bounded at tim25 (using the bound *(t) of Equation 11 above).
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Since the smallest deadline parameteg,ist follows thatD; = 8. In line (1) of the pseudo-code presented in
Figure 1,Q(D;) is computed to be equal {8 — 2), i.e., 6.

The for loop of lines (2a)-(2c) now executes for= 2,3,..., until either Dy > 725 or a negative value is
computed forQ(Dy). We trace the execution of this loop for selected valuek.of

The value ofD, is 10, andQ(D-) evaluates tq10 — (2 +4)) = 4. Fork =3, ..., 11, the corresponding values
of Dy are (15, 16, 24, 30, 32, 40, 48, 50, and 56). For each of thdees/afDy, the value ofQ(Dy) computed

in line (2b) remains equal to 4. Fé&r= 12, however,D;, = 60 andQ(60) =

[60 — (7-2+3-442-2+4+3+4+8+5+3)] = (60— 57) = 3.

D3 equals 64, an®@(64), too, evaluates to 3. However Bt;4 (which equals 65)Q(65) as evaluated in line (2b)
equals 0.

In order to complete the feasibility test, we need to verfatiQ(D) > 0 for all D < 725. This turns out to be
true (and hence systemis indeed feasible under preemptive scheduling as well).

Observe that according to the computed values of the nagngdon functionQ, taskst; throughtg, and task
Ty, may be scheduled entirely non-preemptively, and each fabsst; andtg needs to be preempted only once
each. We thus see that the power of preemption, while penteapsred in order to ensure feasibility, is necessary
for only some of the tasks in the system, and is not requirédhat often, in this particular example. These
results seem pretty typical of other examples we have cergild- in general, many tasks may be executed entirely
non-preemptively (indeed, the task with minimum relatieadline caralwaysbe executed non-preemptively), and
the non-preemption parameter is quite large compared texbeution requirement parameter for very many other
tasks.

Let us now revisit the example considered in Section lll-Apfose that a job of task arrives at time-instant
40, and gets access to the processor for the first time atitist@nt 47. Ovef47,50), this job executes in regular
mode. Then at time-instant 50, a job of tagkarrives, with a deadline at time-instas + 30 = 80. The currently
executing job oft; has a deadline 50 time units in the future; consequentlyay transit to non-preemptive mode
and execute foQ(50) = 4 additional time units, before having to surrender the @ssor tot,’s job at time-instant

54.
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VI. IMPLEMENTATION CONSIDERATIONS

In implementing limited-preemptioeDF scheduling, one important pragmatic concern that must kentinto
consideration is the storage and retrieval of the non-ppgéiemfunction. For most “practical” sporadic task systems
the non-preemption functio® computed using the algorithm of Section IV (Figure 1), corgaeasonably few
distinct entries — the example of Section V, in which the po@emption function can be represented as a table
with fewer entries than there are tasks in the system, i/ fipical in practice.

In the worst case, however, these tables can be quite lag@eNhat the algorithm of Figure 1 may potentially
assign a new value t@(Dy) at line (2b), for each time-instai?y < d.,.x Which is a deadline for some job when
all tasks int generate a job at time-instabtand subsequent jobs as soon as legally permitted to do sb.task
Ti may therefore contribute as many @s,.x — di)/pi entries to the table; consequently, the tabular repreenta
of the non-preemption function may contain pseudo-polyiatijnmany entries. If stored as a sorted table (as in
Table 1), using binary search for table lookup may therefiaee time logarithmic in thevaluesof the relative
deadline parameters. Since such table lookups occur dayistgm run-time this could be considered unacceptably
high. If this be the case, rows of the table may be discardedigdso would result in limited-preemptioBDF
making suboptimal decisions regarding how much longer atlat is transiting to non-preemptive mode may
execute prior to having to surrender the processor, buetleeno danger of deadlines being missed as a result.
One possibility is to retain only those entries of the tablat torrespond to the relative deadline parameters of the
tasks int — i.e., to only storeQ(d;), Q(ds), ..., Q(dn); a job J in regular mode with absolute deadlii, will
then execute in non-preemptive mode for upQ¢d;) additional time units when a higher priority job arrives at

time t,, beingd; the lowest relative deadling (D, — t,).

VIl. SIMULATIONS

To evaluate the effectiveness of the proposed algorithm perormed a series of experiments with various
different kinds of randomly generated task sets. We siradlahe scheduling of these task sets for a sufficiently
large time-interval usingDF and limited-preemptioreDF, counting the total number of preemptions for each of

the considered algorithms. We expect an overall reductfazontext-changes with limited-preempti@or.
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A. Experiment setup

We performed a large number of simulations by varying the memof tasksn, the total utilizationU and the
task parameters: deadlink, periodp; and execution time;. We considered task sets wifh5,7 and 10 tasks.

For each one of these cases, we let the total utilization fram 0.1 to 0.9, in steps of sizeéd.1. Finally, for
each considered configuratign, U), we generated000 task sets. For the random generation of the individual
task utilizations, we exploited the generation method dieed by Bini and Buttazzo in [3]. This method allows
to derive a uniform distribution of task utilizationsU; in [0, 1], with total utilization equal tdJ.

The periodp; of each task is an integer number randomly generated fromfaromdistribution in[10, 1000].

The execution timee; is accordingly computed using the generapgchnd U;: e; = [p;jUi|. The deadling; is a
randomly generated integer number from a uniform distidouin [max(e;j, pi/2), 1000]. We considered the job
arrival sequence in which all tasks release an instancenattti= 0, and each subsequent instance as soon as legally
permitted. Note that different job activations can lead togher (or lower) number of preemptions; however, we are
more interested in evaluating tla@erage behaviqrin terms of number of preemptions, of the proposed schegluli
algorithm, rather than in finding the exact worst-case nunatbg@reemptions of a given sporadic task set.

We counted the number of preemptiapts that occur witheDr and limited-preemptioDF to thek-th generated
task settX from the initial timet = 0, until time t = 1000000. The chosen time intervdD, 1000000] appears
sufficiently large to characterize the general behaviohefdenerated task systems in terms of preemption density.
We observed that reducing or increasing the length of thesidered interval by one order of magnitude, the
computed number of preemptions changes by the same ordeagiitude.

The following values have been computed for each considewatiguration(n, U):

« The average number of preemptioiN,, defined as the sum, among 4000 generated tasks, of the total
number of preemptions experienced by each task set durtegvat [0, 1000000], divided by the number of
generated task sets:

E ol m
Ny = —=1
1000

o Themaximum number of preemptioNk,.., defined as the maximum among &ll00 generated tasks, of the
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Fig. 2. Average number of preemptions for the experimenth wi= 3 (top-left), n = 5 (top-right), n = 7 (bottom-left) andn = 10

(bottom-right).

total number of preemptions experienced by the task sehglumniterval[0, 1000000]:

B. Evaluation of experiments

In the following histograms, we show the observed averaggu(E 2) and maximum (Figure 3) number of
preemptions as a function of the task set utilizatibrfor all considered values of € {3,5,7,10}. The continuous
curves represent plaiebrF scheduling, while the shaded curves represent our modifigdigam.

From the above figures, it clearly appears that limited+pyetéon EDF is able to schedule the same task sets that
are schedulable withDF, with a significantly lower number of preemptions, at allteys utilizations. This property

becomes more evident considering task sets composed afje hamber of tasks. For = 10, our algorithm has
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Fig. 3. Maximum number of preemptions for the experimentshwi = 3 (top-left), n = 5 (top-right), n = 7 (bottom-left) andn = 10

(bottom-right).

an average number of preemptions that is less #@8f that of normalebF.

A well known property ofEDF scheduling is that the number of preemptions in a given vateis bounded
by the number of jobs in the same interval. Therefore, irgirgathe number of tasks while keeping constant the
total utilization, the number of jobs increases, as doestihmber of preemptions. In our simulations, the average
number of preemptions with normabF seems to be more or less proportional to the number of tasksstead,
with limited-preemptioneDF, it appears that the average number of preemptions remaims or less constant
while varyingn.

Both algorithms show a number of context changes roughlpgntnal to the system utilization. Since the
workload is higher at larger utilizations, there are morarates that other tasks arrive while a job is executing.

Nevertheless, our modified algorithm shows a very limitednber of preemptions even at system utilizations
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close tol: with the considered task parameters, the average numkaneemptions is never higher thanx 10*
preemptions ever§0® time units, for all considered values of

Regarding the maximum number of preemptions observed, ifferathce between the algorithms seems less
marked. This means that even if our algorithm exhibits muettelo behavior on average, it is possible to find task
sets for which limited-preemptioBDF cannot significantly decrease the number of preemptiongeftfeeless, our
algorithm has a maximum number of preemptions that is at B8 lower than in theEDF case, at almost every
system utilization.

In other experiments, we found that increasing the numbeasK sets generated for each configuragionU),
the relation between the average and maximum number of ptémm of both algorithms remains more or less
unchanged.

The above considerations suggest the use of limited-pré@mpoF whenever it is possible to slightly modify an
existing EDF scheduler. A possible potential complication could be thetime and memory overhead associated
with the management and storage of the array representin@¢t) function. To mitigate this potential problem,
an option is to compute the preemption function only at thosiats that correspond to a relative deadline among
tasks inT — as mentioned in the previous section — approximating tleemption functiomQ(t) with the value
it assumes at the lowest relative deadling. The experiments we ran with this alternative strategy doshow a
significant increase in terms of preemptions: compareddamtiginal algorithm, the average number of preemptions
increases by less tha®%, while the maximum number of preemptions remains more 8 ke same, for every
tested configuration. In Figure 4, we show the cases with 3 andn = 10. The memory requirement of this
approach is proportional to the number of tasks, as is theptsdity of computing the array associated to the
preemption function.

Nevertheless, if it is possible to spend some time for themdation of theQ(t) function, the performance of
the original algorithm can be obtained with a very limitedmoey overhead, by storing in memory only the values
at which the original preemption-function changes. In dorudations, we found that the points of discontinuity of
the Q(t) function are very few. In Figure 5, we plot the maximum numbfdiscontinuities of the(t) functions
as functions of the task set utilization and of the numbersks. It appears that these numbers are higher for larger

U and largern values. Anyway, we never experienced a number of discotiBsugreater thar8. Moreover, if
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Fig. 5. Maximum number of discontinuities 6f(t) observed in the experiments, as a function of the totalzatibn (left), and the number

of tasks (right).

we consider the average number of discontinuities amongénerated task sets of each configurationl), we

find that it is never greater the) for all considered configurations. These characteristilcsv a very simple and

efficient implementation of the limited-preempti@pr algorithm, requiring just a few bytes to store the required

data for the preemption function.

VIII.

C ONCLUSIONS

From a pragmatic perspective, both preemptive and nomyptiee scheduling have benefits and drawbacks

when compared to each other, and neither paradigm is uriyagerior to the other. It is desirable to combine
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features of both paradigms into an integrated schedulamémwork that is able to offer benefits that are currently
offered separately by the two paradigms.

Towards achieving such an integrated scheduling framewweek have studied the use timited preemption
scheduling algorithms. These algorithms do not forbid the @f preemptions entirely; they do, however, discourage
the indiscriminate use of preemptions, particularly whethnmeeded to maintain system feasibility. We have designed
and analyzed aeDF-based limited-preemption algorithm for scheduling sdardask systems upon uniprocessor
platforms. As expected, this limited-preemption algarittombines beneficial features from both preemptive and
non-preemptiveEDF. As with preemptiveeDF, limited-preemptionEDF has low schedulability overhead and is
amenable to efficient feasibility analysis; as with nonepngtive EDF, it offers low run-time overhead and is

typically able to offer efficient support for mutual exclosi
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