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1 Introduction 
 
The IEEE 802.11 specification [1] has rapidly become the de facto standard for wireless 
network access. As more sites set up 802.11 networks, more and more hosts share the few 
channels available in a given area, causing increases in latency. While careful design can 
ameliorate some of these effects, the basic fact is that broadcast-only physical layers such 
as radio transmission cannot currently provide the same capacity as wired networks. If 
one host is transmitting, all others within range must remain silent. 
 
Besides the contention issues, wireless network interfaces suffer from power 
consumption problems as well. Battery life is finite, and usually short, while wired 
desktops and servers have effectively infinite power available. Where a wired network 
interface card can use a low-voltage signal carried along its cable to prepare itself for 
incoming data, an 802.11 host operating in ad hoc mode must remain fully powered in 
order to receive packets. 
 
Though researchers are currently investigating a solution to the latter issue through a 
“Wake on Wireless”  approach [2], this paper surveys several approaches for increasing 
available bandwidth. Most of these do so by attacking the contention problem; if fewer 
hosts are on a given channel, the average delay caused by contention must be 
consequently lower. We also investigate some associated security issues. As power 
consumption is also a factor, we measured the power use of a common consumer-level 
wireless card. Those results are also in this paper. 
 

2 Protocols 
 
We are currently pursuing several different protocol designs. In order to refer to the 
different approaches, we have named the design approaches “beacon interval” , 
“enhanced MMAC”, and “minimal switching” .  
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Our protocol design is similar to 802.11, so we provide a brief overview before 
explaining our enhancements. In 802.11 the physical and MAC layers are defined for 
how one host communicates with the other networked hosts. The physical layer involves 
the hardware, which uses RF signals to transmit and receive data. Only one host can 
transmit RF signals while multiple hosts receive the signals. The MAC layer built on top 
of the physical layer defines how the hosts coordinate using the shared airwaves to 
exchange data. 
 
A transaction at the MAC layer from one host sending data begins with an ad-hoc traffic 
indication message (ATIM) packet, which identifies the other hosts receiving data from 
the sender. The receiver replies with an ACK. Then the sender and receiver exchange 
request to send (RTS) and clear to send (CTS) messages in order to reserve the airwaves. 
Collisions are handled like Ethernet with exponential back off.  The sender sends the data 
in fragments and receives an acknowledgement (ACK) for every fragment from the 
receiver. In the 802.11 power saving mode these transactions are periodic and the length 
of the interval is called the beacon interval. At the beginning of the period all hosts are 
expected to listen for the ATIM packets. Those expecting to receive data will remain on 
for the rest of the period while the others will be able to power down and conserve power. 
Figure 1 illustrates the communication. 
 
 
 
 
 
 
 
 
 
 
Figure 1: Simple 802.11 data transfer from S to D.  
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2.1 Beacon interval approach: changing beacon length to 
reduce power consumption and improve security 

 
One possible protocol enhancement, called the beacon interval approach, is to vary the 
beacon interval, which is currently a fixed value on the order of 100ms. Increasing the 
interval saves power for hosts not receiving data because the frequency of listening for 
ATIM packets is reduced. The trade-off is longer transmission latency because the host 
must wait the duration of the interval before starting to send data.  
 
Choice of the length of the beacon interval depends on the applications’  latency demands. 
Increased latency is tolerable for noninteractive applications, such as sending e-mail. 
Interactive applications, such as terminal sessions or collaborating with another user, 
require lower latency.  The wireless protocol can vary the beacon interval based on 
applications running on the mobile host. The hosts must exchange messages to agree 
upon the beacon interval settings.  
 
Varying the beacon interval unpredictably is also useful in securing the network from 
unauthorized mobile hosts.  With a fixed beacon interval it is easier for an outside host to 
join the network. The outside host can measure the beacon interval by listening for 
several ATIM packets and then transmit its own ATIM packets to participate in the 
network. However, if the beacon interval is unpredictable, the outside host cannot detect 
the intervals and therefore is blocked from efficiently participating in the network. While 
it is still possible to listen for beacon frames and subsequently transmit ATIM packets, 
this is extremely inefficient in terms as power use. If a malicious user is as constrained by 
power issues as legitimate users are, then this will rapidly drain his battery.  Valid 
members of the network will have obtained the pattern of beacon intervals securely 
before joining the network. Unauthorized hosts must keep the receiver active 
continuously in order to properly time their ATIM packets, which has an obviously 
detrimental effect upon battery life. 

2.2 Enhanced MMAC approach, using multiple channels  
 
Another enhancement to the 802.11 protocol, independent of changing the beacon 
interval, is to use multiple channels, called enhanced MMAC approach (EMMAC).  A 
channel is a share of the radio medium that all hosts of the same network use to 
communicate.  Although there are three independent channels, 802.11 uses only one 
channel for a wireless network. Relying on one channel, however, is a source of 
vulnerability because the network can be disrupted if the channel is corrupted.  To 
enhance the robustness of the wireless network we are enhancing the 802.11 protocol to 
use all three channels when possible.  
 
The original idea comes from work by So and Vaidya [3]. They proposed the multi-
channel MAC (MMAC) protocol to increase bandwidth of the network. Using more than 
one channel enables simultaneous communication between hosts and therefore increases 
network bandwidth. The MMAC protocol designates one channel as the negotiation 
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channel on which hosts wishing to communicate contact each other. The hosts negotiate a 
channel to exchange data, switch to the desired channel, exchange data, and within one 
beacon interval return to the negotiation channel for the next transaction. The negotiated 
channel, when possible, is the channel with the least amount of other communicating 
hosts. This protocol is effective—given the assumption that the channel-switching 
overhead is minimal, which they quote as 1� s in futuristic hardware.  
 
Our enhancement to the MMAC protocol, called enhanced MMAC approach, accounts 
for a nontrivial channel switching time of approximately 30ms on current wireless cards 
(see experiment section for details of measurement). The overhead from switching 
channels twice in a standard 100ms beacon interval is approximately 60% and therefore 
cripplingly inefficient. In our protocol we amortize the switching overhead by increasing 
the rendezvous time on the negotiated channel between two hosts to be several beacon 
intervals.  
 
The second enhancement to the MMAC protocol is to have unbiased influence on the 
selection of the rendezvous channel between two hosts. To achieve this we use a bit 
commitment technique described in Applied Cryptography by Schneier [4].  The sender 
and receiver exchange a value from which the channel is computed only after both 
exchanges are complete. The channel negotiation also incorporates a simple priority 
scheme. The channels with the least amount of traffic or interference should be preferred. 
Hosts would record channel conditions as they switch to different channels. The channel 
quality is assessed by the number of retries required to successfully transmit a packet and 
the number of hosts communicating on that channel. Higher values lower the preference 
for that particular channel. Upon returning from a rendezvous, hosts inform others of the 
observed values. 
 
Negotiation between sender (S) and receiver (R): 
1. Sender generates a random key Ks, random string Rs, and channel choice Cs. 
2. S transmits ATIM frame to R containing Rs. 
3. Receiver generates a random key Kr, random string Rr, and channel choice Cr. 
4. R replies with ATIM-ACK frame containing Rr. 
5. S sends ATIM-ENC frame containing E(Ks, Rr + Cs). 
6. R replies with ATIM-ENC frame containing E(Kr, Rs + Cr). 
7. S reveals Ks by transmitting ATIM-KEY frame. 
8. R reveals Kr with its own ATIM-KEY frame. 
9. Selected channel C is Cs if the least significant bits of Ks and Kr are equal. If they 

are unequal, C is Cr. 
10. S and R broadcast ATIM-RES packets informing the other hosts of C. This 

lightens the computational load on other hosts so they do not need to decrypt data 
unnecessarily. 

 

2.3 Minimal switching approach  
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We are also considering an alternative to the MMAC channel negotiation, which we have 
called the minimal switching approach. The MMAC protocol is vulnerable to DoS 
attacks because without the negotiation channel hosts are unable to arrange a channel to 
communicate on. Furthermore the amount of channel switching should be minimized to 
minimize overhead costs. In the alternative approach, channels are only changed when 
necessary. 
 
To begin with all hosts are on the same channel. However, when the channel bandwidth 
is overloaded or a DoS attack happens on the channel, the hosts switch to a different 
channel. Hosts are separated to different channels according to the device MAC address. 
Hosts on different channels can still communicate because the channel used by the host 
can be calculated from the MAC address. 
 
This protocol however, still has some unanswered questions. Although the hosts are using 
different channels, those channels might also be corrupted by DoS attacks. The hosts on 
the corrupted channel will have to change channels again.  The problem is to inform all 
posts of the wireless network of the channel change. Without the information, hosts will 
not be able to find other posts based on the MAC address, as the old mapping channel to 
MAC address is invalid. Furthermore, as the network bandwidth utilization is reduced, 
the hosts should return to one channel in order to reduce switching overhead. How to 
inform all hosts to return to one channel is still an open question.  
 

2.4 Time multiplexing 
 
The time multiplexing protocol achieves power efficiency because hosts only receive 
data intended for it.  The protocol has two stages and each stage takes one beacon interval 
as shown in Figure 2.  In the first beacon interval, hosts are designated a timeslot in 
which they listen for other hosts that will transmit data. Hosts save power by idling 
except for the necessary communication involving the host. Also energy wasted in 
contention is minimized because only a fraction of the hosts communicate during a 
timeslot. In the second beacon interval, the hosts contend for the medium and transmit 
data as in 802.11. Hosts not communicating continue to save power while being in idle 
mode. 
 

 
Figure 2: Time multiplexing protocol in two stages. 
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Hosts determine each other©s allocated timeslots in a distributed fashion. A hash function 
based on the host MAC address equally distributes the hosts among the available 
timeslots.  They use the Address Resolution Protocol (ARP) to lookup the MAC address 
of other hosts.  
 
 

3 Protocol evaluation methodology 
 
We evaluate the protocol enhancements by calculating transmission time between a 
sender and receiver, which correlates to bandwidth utilization. Ideally bandwidth 
utilization is close to 1 where the majority of the time is to transmit data. However, 
bandwidth utilization is reduced by the overhead of control messages required to manage 
access to the medium (see equation below). The end-to-end delay to transmit between a 
sender and receiver is the total time to transmit data and overhead control messages. 
Therefore, minimizing the total delay for the same amount of data improves the 
bandwidth utilization of the protocol.  
 

)()(
)(
overheadtimedatatime

datatime
nutilizatio

+
=  

 
Transmission time also reflects the power efficiency of the protocol. The NIC’s energy 
consumption is proportional to the time the NIC remains active and scaled by the power 
to receive, transmit, or idle. Reducing the transmission time therefore reduces the energy 
consumption. 
 
The end-to-end transmission time is calculated algebraically according to the protocol 
specifications to send/receive bytes, idle, delays caused by contending for medium 
access, and changing channels. Bytes transmitted include data and overhead, such as 
ATIM, ACK, RTS, CTS etc. messages. Idle times are the Short, Discrete, and Priority 
Inter-Frame Spaces (SIFS, DIFS, and PIFS) encountered in between sending packets. 
The delay caused by contention is called backoff delay and is incurred when multiple 
hosts simultaneously contend for exclusive medium access and then wait in exponentially 
increasing time before attempting again. As the backoff delay is complicated to model it 
is explained further in the next subsection. Changing channels causes delay because the 
NIC has to change state, such as buffering queues. The detailed transmission time 
calculation for each protocol is in the appendix. In summary the basic transmission delay 
is as follows: 
 

Transmission delay =  
(data+overhead)/bandwidth + idle times + backoff delay + 
channel changes if in protocol. 
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3.1 Backoff delay 
 
Instead of modeling the backoff delay according to the 802.11 protocol it is approximated 
with the Cali et al. model [5]. Modeling the original protocol would be too complicated to 
maintain the host’s timing dependencies and state of exponential delay. The authors of 
that paper model the backoff delay using geometric distributions. 
 
Their backoff model computes the delay to transmit m bytes of data from between a 
receiver and sender in a single hop network with M hosts. Before the exchange happens 
the M hosts are equally likely to contend for the medium. The backoff time is the product 
of the expected number of collisions, Nc, and collision length, Coll. Nc and Coll depend 
on the packet size and backoff algorithm.  
 
 
Backoff delay = E[Nc] E[Coll] 
 

E� Nc� : �
1 � � 1 � p� M

Mp�� 1 � p� M� 1  
 

E� Col l � : �
t sl ot

1 � � � 1 � p� M � Mp � 1 � p� M� 1�
�

�

�
�
h� 1

i nf
� h � � 1 � p q^h� ^ M� � 1 � p q ^ � h � 1� � ^ M� � �

Mp � 1 � p� ^ � M� 1�

1 � q
�

	  
 
 
 
The packet size is modeled with a geometric distribution parameter, q; the packet size is 
measured as number of time slots and slots = 1/(1-q) . The intuition for the geometric 
distribution is that smaller packets are more likely than larger packets. As q increases 
backoff time increases.  
 
The backoff algorithm is simplified and modeled with a geometric distribution parameter 
p. The intuition is that geometric distribution approximates the exponential backoff; as 
the backoff time increases the probability of a collision falls off exponentially. Parameter 
p represents the average time of the backoff algorithm and as p increases the backoff time 
increases. 
 
 

p �
1

� E� B� � 1�  
 
E[B] = average contention window size {CW1, CW2’ … CWn} 
Typically E[B] = 120 
 
 



 

802.11 protocol comparison 
Comp 290-86 *  Spring 2003 

8

 
 
 

3.2 Measurements 
Hoping to reproduce the results of Feeney and Nilsson [6], we measured the average 
power consumption of an 11 Mb/s wireless card in ad hoc mode. The card in question is a 
Dell TrueMobile 1150 PC card connected to an Inspiron 8200 laptop, also from Dell. 
Other than selecting ad hoc mode, all other software settings were the appropriate 
defaults from Red Hat Linux 8.0. This includes use of the wvlan_cs driver rather than the 
more modern orinoco_cs. Since full measurements require a second host—reception is 
difficult when no one transmits—the other node on the network was an IBM ThinkPad 
with a Lucent Orinoco Gold card. Again, it ran Red Hat Linux 8.0 with all defaults; in 
this case, the OS chose the orinoco_cs driver. 
 
A distance of no more than six feet separated the computers in order to reduce problems 
of propagation delay and reflections. So that we might minimize contention and 
retransmissions, we performed the experiments inside an electromagnetically shielded 
room. The laptops ran on AC power to minimize potential power fluctuations, and they 
ran without the usual assortment of traffic-generating services such as the Red Hat 
Network update checker. As it turned out, power conservation modes such as that 
suggested by 802.11 are off by default; this is advantageous when calculating idle power 
consumption. 
 
As actual measurements would be useful in this configuration, we connected the Dell 
components through an intermediary: a Sycard Technologies PCCextend 100. This 
device exposes the pins of the PCMCIA bus for use by logic probes, debuggers… and 
signal analyzers. By connecting the laptop’s PC card socket to a digital signal analyzer 
(DSA), we can capture the voltage and current consumed by the card as a waveform. 
 
Using Perl’s built-in networking functionality, we generated UDP traffic and sent it 
across the network. At random points in this flood of frames, we saved the waveforms 
displayed on the DSA. These waveforms allowed us to compute the average current 
consumption of the interface; see Table 1 for detailed results. 
 
Table 1: Power consumption measurements  
 

Feeney mA Idle mA 
11 Mbps (Feeney Idle  

Mode Current (std) mA   156 mA) 
Sleep Mode -- 10 mA   
Unicast send 264 284 mA 152 (3.3) 
Multicast send 264 (2.2) " 154 (3.1) 
Broadcast send 264 (4.2) " 153 (2.3) 
Unicast recv 191 * 190 mA 153 (1.7) 
Multicast recv  168 (2.9)* " 154 (4.3) 
Broadcast recv 198 * " 153 (1.1) 
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Our results were comparable to Feeney’s; idling in ad hoc mode was still extremely 
expensive, so protocols which minimize time spent idling (as opposed to sleeping) are 
still beneficial. It also transpired that our card drew less power than the one Feeney used. 
Presumably circuitry optimizations helped in that respect. It seems likely that other cards 
are comparable. 
 
We also measured the average channel change time using this apparatus. By repeatedly 
invoking the Linux wireless configuration utility and telling it to change the active 
channel, we observed that the power to the card was cut for approximately 30ms. Since 
the voltage and current consumed during this phase were effectively nil, we conclude that 
the card was incapable of communicating data during this interval. It may be possible to 
reduce this delay with more efficient firmware or later-model cards. 
 

4 Comparison  
 
We use the evaluation results to determine the best performing and secure protocol 
enhancement; that is which protocol can provide functionality beyond 802.11 and 
minimally increasing the control overhead. 802.11 is the standard to which all the other 
protocol enhancements are compared. The four metrics to compare the protocols are 
power, delay, security, and DoS protection. 
 

4.1 Delay and Power 
 
As mentioned, the end-to-end delay for a sender to transmit data to the receiver is a 
measure of the protocol efficiency. Besides comparing overall performance we consider 
the impact of channel changing and backoff delay are evaluated. 
 
When comparing bandwidth utilization among protocols, all performed similar to 802.11. 
With the protocol utilization©s are within 10% of 802.11. However, all enhanced 
protocols have utilization less than 802.11 because our created by attending to the 
standard.  
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Figure 3: Protocol utilization, ratio of time to transmit only data to data and overhead. 
 
From the graph EMMAC has a higher utilization than MMAC. Although EMMAC has 
more overhead bytes than MMAC to provide the security, the cost of changing channels 
is amortized across several beacons.  
 
The bandwidth utilization of the minimal switching protocol is better than EMMAC 
because channel changes are minimized. All hosts are distributed equally among the 
channels. Assuming hosts are equally likely to communicate with each other, one-third of 
the communication will be on the same channel in which case performance is identical to 
802.11.  In the case of the other two-thirds, channel switching is required and the 
performance is similar to EMMAC. Therefore the overall performance is in between the 
performances of 802.11 and EMMAC. 
 
The utilization of the Time multiplexing protocol is lowest. The delay is largely the cost 
of the waiting for the allocated time slot.  
 
We are able to calculate the optimal channel changing time for the wireless protocols. 
Changing channels has a temporal trade-off. It is a time cost for the wireless cards are 
physically switch channels. When switching channels, however, fewer hosts are 
contending for the channel and therefore the backoff time is reduced.  The protocol 
performance is benefited when the reduced backoff time and channel switching time is 
less than the backoff time encountered on the original channel. Figure 4 graphs the saved 
time from switching channels. The plot is the difference in backoff time when all hosts 
are on the same channel and only one-third of the hosts are on the same channel. The 
value increases with the number of hosts because collisions are more likely in cost delay. 
With 100 hosts the reduced delay for switching channels is about 1.75 microseconds. 
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Given that Bali et al. calculated the channel changing time to be one microsecond, a 
channel changing protocol would benefit by 0.75 microseconds. 
 
 
 
 
 
 
 
 
 
 
 
 
 
Figure 4: Delay of 1/3 Hosts, H, hosts on one channel subtracted from H hosts on one 
channel. This is equivalent to the time saved for switching channels.  
 
 

4.2 Security and DoS 
 
Again we consider 802.11 as a standard for comparison. Many attacks, such as falsifying 
routing information, apply to all of these protocols. These can be dealt with in several 
ways. Watchdog hosts can investigate dropped packets, as described in [7]. Another 
approach is to encrypt all control frames with a secret key known only to the group. 
While this approach transforms the problem into one of key management, it does have 
the possibly undesirable side effect of disallowing arbitrary outside communications. 
Actual implementation of this kind of scheme is beyond the scope of this paper. When 
using single-hop networks, of course, the opportunities for routing misbehavior are 
negligible. For purposes of this paper, we examine two security attributes. 
 
One dangerous class of attack is frequently known as flooding. In this attack a malicious 
user sends out a disproportionately large number of frames to a target host in the hopes of 
destroying link quality or system response. While such attacks range from irritating to 
devastating over the Internet or other wired networks, wireless LANs are far more 
susceptible to these attacks. In most cases, wired hosts can communicate normally even 
if, say, the company’s HTTP server is undergoing attack. A wireless LAN, however, 
would treat a similar attack as a catastrophic event; by flooding the airwaves with packets 
for a target, all hosts are rendered mute by the evildoer. Admittedly, such situations can 
also be completely unintentional, but the effects are the same—nothing else can 
communicate. 
 
The time multiplexing approach, sadly, is fully vulnerable to this form of interference, as 
is standard 802.11. Their reliance on a single, well-known channel means that corruption 
of the channel implies network shutdown. Multi-channel MAC is somewhat flood-
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resistant due to its use of PCLs. Should any data channel become so afflicted, it will 
quickly drop in priority to the point where practically all traffic shifts to other channels. 
Unfortunately, the same cannot be said of channel 1, the negotiation channel. Here we 
have a single point of failure; while hosts can choose data channels at will, they are 
locked into their choice of negotiation channel. Worse yet, clear communication on the 
negotiation channel is a requirement for any communication on other channels. As a 
result, if channel 1 gets hit by a flood attack, MMAC breaks down just as the previous 
protocols do. 
 
There is hope, however. Minimal switching changes channels only once a group’s 
channel becomes inhospitable. Denial of service attacks consequently last only as long as 
it takes for the hosts to get out a panic packet. Assuming that the DoS attacker uses 
consumer-grade hardware and not dedicated electronic countermeasures equipment, it is 
extremely likely for the panic packets to make it through the interference. Upon channel 
change, the problem goes away until the attacker changes channels. 
 
Our enhancements to MMAC work around the flooding problem by introducing random 
chance as a factor. By moving the negotiation channel at random intervals, we limit the 
duration of flood-induced network outages. A single malicious user cannot cover every 
channel at once. By encrypting control packets, it becomes more difficult for negotiation 
packets to be discerned from rendezvous communications. Consequently, a lone 
miscreant will probably pick a single channel to flood. If there are c channels to choose 
from, the probability of picking the right channel at random is 1 in c. Combine this 
resistance with MMAC’s solid avoidance of heavily-stressed rendezvous channels, and 
flooding becomes impractical. EMMAC does require an infrastructure for generating 
channel schedules, however. Not all networks will be able to meet this requirement, 
though in many cases (e.g., underwater sensor nets or wilderness rescues) environmental 
conditions will make the need for security unnecessary. 
 
We also compare the relative levels of trust implicit in each protocol relative to 802.11. 
Time multiplexing, again, is comparable to 802.11. As no additional dependency on 
outside data is introduced in time multiplexing, we can claim that in this respect 802.11 is 
no more or less secure than time multiplexing. Minimal switching relies on other hosts to 
inform of foreign channel changes, so the potential exists for masquerade attacks. 
Conceivably, a malicious host could inform the users on a particular channel that every 
host on channel X has supposedly changed channels. This would effectively disconnect 
those two channels. Again, encrypted or signed packets would avoid this issue. 
 
MMAC, on the other hand, is more resilient against bad information. A duplicitous host 
can only discredit channels, since channel status is incrementally updated. If this herds 
every host onto a specific channel, it merely degrades to 802.11 levels. If this is 
unacceptable, then the channel ranking will equalize with those of the others. At this 
point, channel selection becomes nondeterministic. MMAC’s main problem is the 
“ receiver chooses”  approach to channel selection. A particularly popular receiver can 
drop everyone onto the same channel since prior choices of the receiver have precedence. 
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By sending a large number of ping packets, one can temporarily get everyone onto the 
same channel. 
 
EMMAC is more paranoid, though less efficient. By using the bit commitment scheme, 
neither host has total authority over channel choice. The unbiased coin toss ensures that a 
malicious host cannot select the channel more than half the time. This comes at the cost 
of efficiency, however; if a host is unable to meet a rendezvous due to a conflict with a 
previously-decided rendezvous, it must delay that communication until another 
negotiation is possible. 
 
As usual, the choice comes down to a tradeoff between security and inconvenience. 
EMMAC is less biased, but has higher requirements. It can also be difficult to integrate 
with other networks. Minimal switching is faster, but requires a higher level of trust. The 
others fall largely in between these two extremes. 
 

4.3 Overall comparison 
 
Table 2 presents a quick overview of the five protocols’  relative characteristics. A zero in 
a column indicates a baseline value. Plus signs indicate an improvement; minuses denote 
comparative penalties. Power describes the relative power consumption inherent in the 
protocol. Due to the additional control frames which require transmission, the three 
multi-channel protocols actually consume slightly more power. Time multiplexing, on the 
other hand, conserves power efficiently due to the enforced idle time. Delay refers to end-
to-end latency caused by extra control packets. Backoff denotes time saved by reducing 
the number of hosts on a channel. If a protocol is Secure, it is at least as hard as 802.11 to 
confuse with malicious packets. Flood resistance represents the ability of the protocol to 
cope with a saturated channel. MMAC, though admirable in handling corrupt data 
channels, is flagged as somewhat flood resistant because of its negotiation channel 
vulnerability. 
 
Table 2: Protocol comparison 
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6 Appendix 
 
Here is a summary of the protocol diagrams and detailed transmission delay calculations.  
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DATA
Fr agL

� �
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6.2 MMAC 
 
 

 

�
�

RTSL � CTSL � DATA � ATI ML � ACKL
�
�
1 � Cei l i ng


DATA
Fr agL

� �
	

�
	
�bandwi dt h� 1 �

2 Backof f channel � SI FS �
�
6 � 2 Cei l i ng 


DATA
Fr agL

� �
	

�

RTSL � CTSL

bandwi dt h
� 2 ChChg �

PCLL nchan � CL�� 1 � ATI MRES L�
bandwi dt h

� 3�SI FS

Sender (s)        Destination (d)

ATIM

Frag

ATIM-ACK

RTS
CTS

ACK

Beacon
interval

Change channel 

Ch N              Ch R

ATIM-RES

Sender (s)        Destination (d)

ATIM

Frag

ATIM-ACK

RTS
CTS

ACK

Beacon
interval

Change channel 

Ch N              Ch R

ATIM-RES
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6.3 Enhanced MMAC 

 
 

 
 
 
 

Ch N              Ch R

ATIM

Frag

ACK
RTS

CTS

ACK

Beacon
interval

Change channel

ATIM ACK

Negotiate

Frag

RTS
CTS

ACK

Beacon
interval

ATIM

Frag

ACK
RTS

CTS

ACK

Beacon
interval

Change channel

ATIM ACK

Negotiate

Frag

RTS
CTS

ACK

Beacon
interval

Sender (s)        Destination (d)

ATIM-ENC (E(KS, RD +,Chs)) ATIM-ENC(E(KD, RS +,Chd))

ATIM-KEY(Ks) ATIM-KEY(KD)

ATIM-RES(Ch)ATIM-RES (Ch)

Verify

ATIM-ACK(RD)ATIM (RS)

1

k

�

�
�1� k� ��RTSL � CTSL� � EATIML � EATIMACKL � 2�ATIMENCL � 2ATIMKEYL �

2�ATIMRESL � kDATA �
� DATA

FragL

�
ACKL � �k � 1� ��ATIML � ATIMACKL�

�

�
�bandwidth� 1 �

�

�

12� 2�	

i � 1

k
� DATA

FragL

�
� 2��k � 1�

�

�

SIFS � �2
 k��ChChg � BackoffNegotiation � kBackoffRendezvous
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6.4 Minimal Switching 

 
 
 

6.5 Time-multiplexing 
 

Ch 1

Ch 2

Ch 3

A B C

D E F

G H I

� 1 � 3� d80211 � � 2 � 3� dMMAC

Negotiation Data exchange

Beacon interval

Timeslots, 
Hash(MAC)

Negotiation Data exchange

Beacon interval

Timeslots, 
Hash(MAC)

1
bandwi dt h

��
�

RTSL � CTSL � � DATA� � ATI ML � � ACKL�
�
�
1 � Cei l i ng


DATA
Fr agL

� �
	
�
	

�

2 Backof f channel � SI FS�
�
2 � 2�Cei l i ng


DATA
Fr agL

� �
	

� BI


