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Foreword
For years the performance and functionality of graphics processors (GPUs) has been increasing at a pace
faster than Moore’s Law. Recently, the major graphics chip manufacturers have added support for
floating-point computation and have released compilers for high-level languages.
The primary application of GPUs has been fast rendering of anti-aliased, textured and shaded geometric
primitives (e.g. polygons). Their main market has been mostly computer games and entertainment
business. The performance and functionality of today’s GPUs make them attractive as co-processors for
general-purpose computations. Over the last few years, many new algorithms and applications that
exploit the inherent parallelism and vector processing capabilities of GPUs have been proposed. These
include:
•

Scientific computation including FFTs, linear algebra solvers, differential equation solvers,
multi-grid solvers and applications to fluid dynamics, visual simulation, ice crystal growth, etc.

•

Geometric computations including Voronoi diagrams, distance computation, motion planning,
collision detection, object reconstruction, visibility, etc.

•

Advanced rendering including ray-tracing, radiosity, photon mapping, sub-surface scattering,
shadows, etc.

•

Database operations including aggregates, predicates, Boolean combinations, selection queries,
etc. on large databases.

Given the increasing power and usage of commodity GPUs, the 2004 ACM Workshop on GeneralPurpose Computing on Graphics Processors (GP2), to be held in Los Angeles, California on the 7th and
the 8th of August, will explore general-purpose computing using graphics hardware. Some of the issues
include:
•
•
•

Do GPUs have the potential of being a useful co-processor for a wide variety of applications?
What are their algorithmic and architectural niches and can these be broadened?
What are the major issues in terms of programmability, language and compiler support and
software environments for GPUs?
What are some of the future technology trends that can lead to more widespread use of GPUs?

With these goals in mind, this workshop will bring together leading researchers and practitioners from
academia, research labs and industry working in computer graphics, scientific computation, high
performance computing, computer architecture, software systems, and related areas. We hope that this
workshop will lead to more inter-disciplinary collaboration among different research communities, as
well as exploring the possibilities of using GPUs for general-purpose computing.
We would like to thank Mark Harris for setting up the workshop website, Missy Wood for helping with
workshop arrangements, and the Steering Committee on providing valuable suggestions in shaping the
workshop program. We would also like to acknowledge the generous support of the Army Research
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Office, ATI Technologies, NVIDIA, PEO STRI, RDECOM, 3Dlabs, and OpenGL ARB. Finally, we
would like to thank all the invited speakers, panelists, contributors and attendees for their participation.

Anselmo Lastra, Ming C. Lin and Dinesh Manocha
2004 GP2 Workshop Co-Chairs
University of North Carolina at Chapel Hill
July 2004
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Part A:
Invited Presentations

A-1

A-2

On the Power of Streaming Table-Lookup
Frederick P. Brooks, Jr.
The University of North Carolina at Chapel Hill
http://www.cs.unc.edu/~brooks/
Abstract:

Streaming table-lookup was first introduced as three Convert operations in IBM 709 in
1957. This is a powerful and flexible way to process data, especially when only one or
two transformations are to be performed on each datum, but the set of possible
transformations is large. I submit that much of the flexibility and power of GPUs comes
from exactly this capability.
An interesting computer to exploit this concept was the IBM Harvest, the Model 7950,
delivered to the NSA in 1962 and retired only after fourteen years of active use. I will
sketch the organization and give examples of how the streaming table-lookup can be
used.
Streaming table-lookup becomes substantially more powerful when the results of
particular lookup not only go into the output stream but can also change the base table
location for the next lookup, i.e., process state.

A-3

Stream Programming Environments
Pat Hanrahan
Stanford University
http://graphics.stanford.edu/~hanrahan
Abstract:
GPUs are examples of massively parallel chip-multiprocessors. How should we program
these cheap, ubiquitous, high-performance processors? One approach is using a graphics
API such as OpenGL and DX++; at the other extreme are threads or communicating
sequential processors. As an alternative, we advocate classic data parallel programming,
enhanced to support modern stream processors. In this talk I will discuss different
approaches to programming GPUs, describe our work on the Brook programming
environment, and describe several applications ported to GPUs using Brook.

A-4

Compiler Support for GPUs: Challenges, Obstacles, and Opportunities
Keith D. Cooper
Rice University
www.cs.rice.edu/~keith/
Abstract:
Graphic processors are high-speed, domain-specific processors. Consumer demand for
graphic interfaces has produced an intensely focused design effort for these devices,
resulting in increasing processing power and decreasing prices. Simple economics
compel us to examine the opportunities to use GPUs in general-purpose computation.
To make GPUs useful for general-purpose computation, we need
1. mechanisms to identify those portions of a computation that are well suited to
execution on the GPU;
2. tools that produce high-quality code for those program segments and link the code
into an executable form; and
3. tools to debug (both performance and correctness) the resulting programs.
This talk will survey the technical challenges that arise in attacking these problems and
the available solutions to them. It will discuss the infrastructure issues that make
addressing these problems difficult. It will suggest ways that the community can improve
the likelihood of a successful attack on these problems.

A-5

GPUs: Economic Attraction and Performance Challenges
Processors vs. GPUs
Dan Reed
The University Of North Carolina at Chapel Hill
www-pablo.cs.uiuc.edu/People/Reed/DanReed.htm
Abstract:
Each generation of computing technology -- mainframes, minicomputers, workstations,
PCs and mobile devices -- has broadened the base of users. Graphics processors are the
latest in this long history, albeit designed for specialized tasks. We will examine the
tension between economics and mass marketing on the one hand and balanced system
design for scientific computing on the other. The talk will conclude with some insights
from application porting and performance measurement on the Sony PlayStation2.

A-6

GPU Requirements for Large Scale Scientific Applications
Mark Seager
Lawrence Livermore National Lab
Abstract:
The development and use of large scale scientific applications places heavy demands on
the hardware and software environments. In order to have a wide range of scientific
applications ported to GPUs, the code development and runtime environments are
critical. For instance, a standards based programming approach to dividing work between
the CPU and GPUs should be adopted. Also, automatic and manual methods for data
sharing between GPU, CPU and high performance networking is essential. Basic
hardware requirements like 64b floating point arithmetic and delivered memory
bandwidth can also be barriers to adopting GPUs. In this talk we discuss the critical
applications development hardware and software issues surrounding utilizing GPUs for
large scale scientific applications.

A-7

Using GPUs as CPUs for Engineering Applications:
Challenges and Issues
Michael Heroux
Sandia National Laboratories
www.cs.sandia.gov/~mheroux/
Abstract:
Although production-quality engineering applications are very complex, a few key
computational kernels can provide insight into the performance potential of a computer
system on a broad set of these codes. In this presentation we provide an overview of
some key kernels used in engineering applications, discussing the computational and
memory access behavior of these operations. We also discuss how these kernels are
combined to provide solvers for applications, often the most time-consuming phase of an
application run. Finally, we briefly present some issues related to using 32-bit floating
point hardware for these applications.

A-8

Utilizing Commercial Graphics Processors in the real-time
Geo-Registration of Streaming High Resolution Imagery
Laurence Flath
Michael Kartz
Randy Frank
Lawrence Livermore National Laboratory
Abstract:
There are numerous image and data processing applications that are computationally
constrained to the point that real-time results are not possible. Comparison of data
recorded from diverse platforms necessitates mapping into a common format. This
generally requires significant computational resources and thus often relegated to a postprocessing role. To provide the performance required for automated real-time
information extraction from surveillance imagery, the huge data volumes generated by
such platforms must be reduced to accommodate realistic analysis, local storage capacity,
and transmission bandwidths. Here we present the results of our investigation into
mapping the required algorithms, appropriate for the real-time geo-registration of large
streaming imagery, into a GPU. We have demonstrated that these algorithms map well
into the processing units available in today's GPUs. We also demonstrate, that many of
the operators required for these types of computations are available in commercial
graphics processors. We show that novel means of using the high memory bandwidth and
massive parallelism in commodity GPUs can be developed to overcome many processing
limitations.

A-9

Graphics Memory for General Applications
Turner Whitted
Microsoft Research
http://research.microsoft.com/~jtw/
Abstract:
The factors of memory size, bandwidth, and latency that limit the performance of general
purpose processors are just as much of a limiting factor for GPUs. However there are
numerous differences in the ways that GPUs and CPUs address and access memory and
those, just as much as physical factors, dictate the form of general-purpose applications
on GPUs. This talk will discuss both the physical characteristics of memory and the
behavior of a few sample applications programmed for GPUs and operating on data in
graphics memory.

A-10

The case for Asymmetric Multiprocessor Architecture
Kai Li
Princeton University
http://www.cs.princeton.edu/~li/
Abstract:
Graphics processors have presented CPU-intensive applications with new opportunities at
a relatively low cost. However, they have several limitations including relatively low
clock frequency, relatively low communication bandwidth with the main processor, and
relatively small memory. This talk describes a new research project at Princeton that
investigates architectural and system issues in designing Asymmetric Chip
MultiProcessor (ACMP) which is built with many heterogeneous processing elements
that supports a combination of threading programming model and data parallelism.

A-11

The All-Purpose Unit (APU) based on a tiled-processor architecture:
A Logical Successor to the CPU, GPU, and NPU
Anant Agarwal
CSAIL, Massachusetts Institute of Technology
www.cag.lcs.mit.edu/~agarwal/
Abstract:
Users expect computers to double in performance every 3 years. Keeping to this growth
schedule has become challenging as microprocessors face serious technological
constraints related to wire delays and power. The potential for performance growth,
however, certainly exists, because technology continues to offer exponentially more
transistors per chip. If it is achieved, the performance growth will in turn enable even
more applications such as graphics and signal processing to be run effectively with
general purpose processors.
This talk will introduce an approach called tiled processor architecture (TPA) to meet
these challenges, even as it takes advantage of the increasing number of transistors to run
a wide class of applications including sequential ILP and streams. The talk will discuss
whether tiled-processor architectures can enable a new kind of polymorphic processor, or
an APU, which attempts to combine the best of the CPU and GPU worlds. The talk will
also describe a single-chip TPA prototype we have built at MIT called the Raw
microprocessor (www.cag.csail.mit.edu/raw). The talk will also introduce new
compilation techniques to take full advantage of such TPAs. Results from the
VersaBench application suite including several desktop and embedded programs will be
presented.

A-12

Stream Processors vs. GPUs
William J. Dally
Stanford University
http://cva.stanford.edu/billd_webpage_new.html
Abstract:
GPUs have been evolving from fixed-function pipelines toward programmable stream
processors. This evolution, however, still has a considerable way to go. While modern
GPUs have considerable programmable arithmetic performance, they lack much of the
storage and communication facility of stream processors making it difficult to exploit
some forms of locality. This talk will describe stream processors, contrast them to GPUs,
and suggest how the evolution can be completed by augmenting the storage and
communication of a GPU.

A-13

A-14

Part B:
Invited Panel Discussion

B-1

B-2

Panel Description:
Today's high-end 3D chips are fully programmable microprocessors with extraordinary
computational power. On suitable tasks-- such as those associated with 3D rendering-- these
graphics processing units (GPUs) are orders of magnitude faster than conventional CPUs. We
have invited representatives from the four most important providers of 3D chips, and a leading
academic expert on this subject, to discuss how GPUs and CPUs will both cooperate and
compete as computational resources within personal computers and workstations.
Moderator:
Peter N. Glaskowsky is a professional living in Silicon Valley, California. He has been a
computer hobbyist for twenty years. He is currently working as a senior analyst for MicroDesign
Resources, a computer industry publishing company.
Panelists:
Neil Trevett is Senior Vice President for Market Development at 3Dlabs, Inc. Trevett also
serves as President of the Web3D Consortium and secretary of the Khronos Group developing
the OpenML and OpenGL ES standards for dynamic media processing and graphics APIs for
embedded appliances and applications.
Michael Doggett is an architect at ATI. He is working on upcoming graphics hardware for
microsoft and desktop PC graphics chips. Before joining ATI, Doggett was a postdoc at the
University of Tuebingen in Germany and completed his Ph.D. at the University of New South
Wales in Sydney, Australia.
Adam Lake is a Sr. Software Engineer at Intel specializing in 3D graphics. Previous areas of
work include stream processing, compilers for high level shading languages, and nonphotorealistic rendering. He holds an M.S. degree from the University of North Carolina at
Chapel Hill.
David Kirk has been NVIDIA's Chief Scientist since January 1997. Prior to joining NVIDIA,
Kirk held positions at Crystal Dynamics and the Apollo Systems Division of Hewlett-Packard
Company. Kirk holds M.S. and Ph.D. degrees in Computer Science from the California Institute
of Technology.
Bill Mark is an assistant professor in the Department of Computer Sciences at the University of
Texas at Austin. Mark was the lead architect of NVIDIA's Cg language and development system.
He holds a Ph.D. from the University of North Carolina at Chapel Hill.

B-3

B-4

Part C:
Contributed Poster Presentations

C-1

C-2

Accelerated 2-D and 3-D Digital Image Processing on a GPU
Bryson R. Payne
Georgia College & State University
bryson.payne@gcsu.edu

G. Scott Owen, Saeid O. Belkasim, and Patrick Flynn
Georgia State University
sowen, sbelkasim@cs.gsu.edu; patrick@biltmorecomm.net
transferring images to and from the GPU, so it applies to video on
disk or DVD as well as video produced or captured on the
graphics card.
Perhaps the most exciting result for display-based image
processing was the fact that the GPU was able to maintain
interactive frame rates (38 frames per second) at 1024x1024
resolution using a 3x3 averaging filter. The result was much better
anti-aliasing (in the case of 3D rendering) than traditional 4-pass
rendering for a negligible cost in terms of frame processing time.
The CPU could only process 1.8 frames per second at that
resolution. Even at 2048x2048 (roughly double HDTV-quality),
frame rates higher than 15 fps were achieved on the GPU,
showing that acceptable real-time results can be achieved on
today's hardware for applications at the highest useable current
resolutions.

1 Introduction
Programmable graphics processing units (GPUs) are hardware
commonly included in new computer workstations, including
those workstations used for digital signal and image processing.
The current generation of GPU is roughly equivalent in
processing power to current CPUs (Central Processing Units), but
that power is rarely used to its full capabilities in an average
signal processing workstation. Numerous advances have been
made recently in applying the GPU to both graphical and nongraphical parallel matrix processing tasks, such as the Fast Fourier
Transform (FFT) [Moreland and Angel 2001; Wloka 2003],
wavelet analysis [Wang et al. 2004] and many others.
Our goal was to research the implementation of common image
and signal processing algorithms on the GPU versus the same
algorithms on a CPU, with special attention to high-resolution
image formats such as HDTV video.

5 Conclusions
Perhaps one of the most promising conclusions of this research is
the discovery that HDTV-quality images and video can be
processed by convolution filters at real-time, interactive video
frame rates, using hardware already readily available in newer
computer workstations. Current and future video-ready cards,
which allow direct video input through the graphics card, could
take advantage of this capability and apply various filters in realtime to HDTV-quality video or images from virtually any source.
This opens the door to real-time HDTV-quality video processing
and editing on consumer-level workstations for a fraction of the
cost of current HDTV editing solutions.
In addition, building on the ability to perform convolutions,
including Sobel edge detection and other valuable image
processing tasks, further processing for applications such as
computer vision and robotic navigation at extremely high
resolutions (i.e. HDTV resolution) could be performed either on
the GPU, the CPU, or a combination of the two. This high-speed,
high-resolution
processing
could
provide
significant
improvements in the interactive and navigational capacities of
current and future robotics applications.
One final advantage of this research was the fact that the
programs used were directly portable to both Windows and UNIX
platforms with no changes needed. The standard OpenGL, GLUT,
and Cg or OGSL interfaces allow the exact same code to be run
on platforms from Windows XP to RedHat Fedora to Mac OS X,
allowing for greater portability and collaboration among systems.

2 Background
Research has been previously reported on the advantages of GPU
computation over CPU computation with respect to convolution
filters [Viola et al. 2003], but little research has addressed the
application of these approaches to image processing at interactive
frame rates at very high resolutions such as the HDTV standard
format (1920x1080 pixels). The purpose of this research was to
examine the GPU's capabilities in this area versus a comparable
modern CPU. The GPU used in this research was a GeForce
FX5900, 400 MHZ GPU with 256 MB of RAM. The CPU used
for comparison was a 2.8 GHz Pentium 4 with 1 GB of RAM.

3 Implementation
We developed GPU and CPU versions of various image and
signal processing filters for 2D images and video from disk and
3D-rendered video output from the GPU at image sizes from
64x64 to 4096x4096. Included were 3x3 averaging, Sobel edge
detection, Gaussian smoothing and median filters, 3x3 binary
morphological operators for erosion and dilation, an
implementation of binary skeletonization, and 5x5 Gaussian
smoothing.
In all cases, care was taken to implement the most efficient and
equivalent algorithm for each processor (GPU and CPU), and
special attention was paid to the portability of the code between
Linux and Windows platforms. Fortunately, all source code was
able to be developed for use on both platforms with no changes
necessary.
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4 Results
The GPU proved to be much faster than the CPU at applying
convolutions like Gaussian smoothing, edge detection, and
averaging filters at high resolutions (1024x1024 and higher). In
the case of a 3x3 convolution filter, the GPU was up to 30 times
faster than the CPU, even after communication between main
memory and the GPU was accounted for. For 5x5 convolution
filters, the GPU gained an even greater advantage, performing at
50-60 times faster than the CPU for images measuring 1024x1024
to 4096x4096, a range which includes HDTV-quality 1920x1080pixel images. Again, this advantage includes the cost of
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Abstract

3

Morphable 3D model fitting is an algorithm for computer vision,
which is applicable to face recognition, non-rigid object tracking
and so on. We propose to implement the most time-consuming part
of the algorithm on GPU and show performance improvement.

Figure 3 shows the execution time comparison between the case error measuring is on CPU and the case that is on GPU. In all cases,
GPU accelerates the procedure. Particularly in the case image size
is 512×512 pixels and search area is 17×17 pixels, which is the
most typical case in our real-time fitting program, the execution
time is reduced by 30%. Even in the case error measuring on GPU
is slower than that on CPU, total time is improved thanks to avoiding the image transfer. In general, the larger the image size is and
the larger the search area is, the more GPU error measuring accelerates the procedure. Throughout the experiment, the CPU usage
while GPU error measuring is less than 10% and thus CPU is able
to execute other tasks (i.e. image capturing and error detection).

1

Real-Time Morphable 3D Model Fitting

Morphable 3D model fitting [Blantz and Vetter 2003] is a modelbased tracking algorithm for non-rigid objects. The algorithm is in
an analysis-by-synthesis fashion, analyzing model parameters by
minimizing the error between the input image and the image synthesized by a 3D model. Figure 1 illustrates a real-time version of
the algorithm for a human face, proposed in [Hiwada et al. 2003].
Given the morphable 3D model of the face and the initial estimate
of the parameters (i.e. rotation R, translation t, coefficient c for
shape blending), the error between the captured image and the rendered image of the 3D model is measured and then the parameters
are optimized to minimize the error.

Results and Discussion
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We propose measuring the error on GPU to avoid the timeconsuming image transfer from GPU to CPU, which slows the realtime fitting procedure due to the narrow band-width.

The error between the input image and the model image is
2
∑N
i=1 ||pi − qi || , where N is a number of features, pi is a 2D coordinate of features on projected 3D model and qi is a 2D coordinate on the input image, which is the correspondence of the feature
pi . The correspondence point qi is searched by template matching
using the similarity measure, SSD (Sum of Squared Difference).
Figure 2 illustrates the GPU implementation, which consists of two
steps: SSD step, calculating sum of squared difference within each
templates, and MIN-SELECT step, selecting the correspondence qi
which minimize the SSD(pi , qi ). Each innermost loop of the steps
is implemented as a graphics primitive (i.e. GL QUAD).
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for each features (i)
for each (x,y) in search area
translate sum into Z
on fragment program

texture buffer

9x9 search area [pixels]
image size [pixels]

Conclusion
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min select (Z-test)
on frame buffer
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Figure 2: Error measuring on GPU
∗ e-mail:

17x17
256x256

We improve the performance of real-time morphable 3D model fitting by implementing the most time-consuming part of the algorithm on GPU. Proposed GPU error measuring allows us to reduce
the time-consuming data transfer from GPU to CPU and allows us
to use CPU for other tasks. Further more, the performance of error
measuring on GPU is competitive to that on CPU. Since the performance of GPU recently grows faster than that of CPU, graphics
hardware will be more important for morphable 3D model fitting.

MIN-SELECT step

sum
on frame buffer

33x33

In GPU error measuring, 80% of execution time is spent in SSD
step, which consists of 4 ARB fragment program instructions per
pixel. The IPC (Instructions Per Clock) of SSD step can be estimated as 6.5 which is 81% of the number of Radeon 9800 Pro’s
pixel pipes. This implies that our implementation exploits the GPU
power well and that the latest GPUs, which are more powerful in
fragment program execution, will accelerate the procedure more.

Error Measuring on Graphics Hardware

SSD step

9x9

Figure 3: Error measuring on CPU v.s. on GPU, where CPU is
PowerPC G5 (2.0GHz) and GPU is Radeon 9800 Pro (380MHz).
128 features are searched. Block size is 8×8 pixels.

Figure 1: Real-time morphable 3D model fitting procedure
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Introduction

Reductions are special kernel functions which provide
a data-parallel method for calculating a single value
from a set of records. Examples of reduction operations
include arithmetic sum, computing a maximum, and
matrix product.

As many researchers are looking to graphics hardware to
solve problems previously performed on CPUs, they are
faced with a variety of challenges at many different levels.
The most immediate is gaining a detailed understanding of
latest graphics APIs and vendor specific extensions to get
access to the floating point performance of the GPU. Graphics vendors do provide high level languages like CG, HLSL,
and GLSlang to alleviate the need for assembly level programming of pixel and vertex shaders. However, this only
solves half the problem as a significant portion of the application consists of using graphics API code to set up a
correct rendering environment, issuing the correct geometry
to perform a calculation, and laying out the data to execute efficiently on the GPU. The larger challenge faced by
developers is understanding how to map their algorithm to
the GPU. Traditional graphics APIs abstract the GPU as
a rendering device, involving textures, triangles, and pixels. Mapping an algorithm to use these primitives is not a
straightforward operation.
In this poster, we describe Brook, a programming environment that provides developers with a view of the GPU
as a streaming co-processor. Through the use of streams,
kernels and reduction operators, Brook abstracts the GPU
as a streaming processor. Brook is an extension of standard
ANSI C and is designed to incorporate the ideas of data
parallel computing and arithmetic intensity into a familiar
and efficient language. The Brook compilation and runtime
system abstracts the underlying graphics API operation so
the that any programmer familiar with C can write a GPUbased application. More importantly, Brook formalizes the
“stream processor” abstraction for GPUs, establishing a simple and effective programming model for constructing an efficient GPU-based application.

2

• Brook Compiler and Runtime System
This section describes the Brook compiler, brcc, and
the Brook Runtime Library, BRT. brcc is a source
to source meta-compiler which translates Brook source
files (.br) into .cpp files. The compiler converts Brook
primitives into legal C++ syntax with the help of the
BRT, Brook Runtime library.
The BRT is an architecture independent software layer
which implements the backend support of the Brook
primitives for particular hardware. The BRT is a class
library which presents a generic interface for the compiler to use. The implementation of the class methods
are customized for each hardware supported by the system. The backend implementation is chosen at runtime
based on the hardware available on the system or at
request of the user. The backend include: DirectX9,
OpenGL ARB, and reference C++ implementation.
• Performance Analysis
This section examines some of the performance characteristics using Brook. Here, we compare the performance of a Brook implementation with a hand-coded
GPU and optimized CPU based implementations for
a variety of applications. This analysis illustrates the
overhead of the Brook system and the significant performance advantage to using the GPU over to optimized
CPU code. The results presented in this section will be
based on our SIGGRAPH 2004 publication, “Brook for
GPUs: Stream Computing on Graphics Hardware.”

Poster Presentation

The poster will consist of three main sections:
• Brook Language
This section describes the Brook programming model
and provides an introduction to the language. Memory is managed via streams: named, typed, and
“shaped” data objects consisting of collections of
records. Streams are similar to C arrays, however,
access to stream data is restricted to kernels and the
streamRead and streamWrite operators that transfer
data between memory and streams.
Brook kernels are special functions, specified by the
kernel keyword, which operate on streams, and are
executed on the GPU. Calling a kernel on a stream performs an implicit loop over the elements of the stream,
invoking the body of the kernel for each element.
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GPU Acceleration of Iterative Clustering
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Extended Abstract
Though motivated primarily to support real-time shading and local illumination computations, the programmable
components of the graphics processing unit (GPU) allow
its high-performance streaming architecture to accelerate
a broader array of general purpose graphics and scientific
applications. This presents the challenges of finding fundamental highly-used algorithms in need of acceleration
and an efficient mapping of them onto the GPU architecture. This paper unleashes the computational power of the
GPU on the popular k-means data clustering problem, resulting in a speed-up of between 1.5× and 3× the CPU
alone.
The solutions to many problems in computer science
rely on clustering the input into some number of subsets
which have similar properties and can be handled independently. One common approach to clustering is Lloyd’s
algorithm, which optimizes the assignment of input elements to clusters according to a provided metric. Each
cluster has a model, which is used in evaluating the metric, and in some applications is the primary output of the
algorithm.
A wide variety of methods in computer graphics are
based on this algorithm, ranging from the compression of
radiance samples for image based rendering to the parameterization of meshes for geometry processing. The efficient mapping of this algorithm onto the GPU thus yields
a tool that accelerates the large number of graphics methods that depend on iterative clustering. A few of these are
demonstrated in Fig. 1.
We implemented a hierarchical clustering algorithm
on both an AMD Athlon 2800+ CPU and an NVIDIA
GeForceFX 5900 Ultra. Moving to a slower CPU (but
with the same memory bandwidth) had little effect on the
CPU performance numbers, suggesting that on the CPU
these algorithms are bandwidth limited.
Our GPU implementation is consistently 2-3 times as
fast as the CPU, depending on the complexity of the metric. In addition, the GPU has a larger advantage with more
complex metrics; in particular, the GPU is able to perform 8-dimensional CPCA faster than the CPU can perform CPCA with only four PCA dimensions. This allows
users of CPCA to compute a more accurate solution in
less time than with the CPU.
As with number of points, the GPU scales better with

(a)

(b)

(c)

Figure 1: Three examples of iterative clustering computed
on the GPU by our algorithm. Triangles can be clustered
by Euclidian distance (a), by orientation (b), or accoriding
to the quality of fit of PCA basis vectors for precomputed
radiance transfer (c).
inreasing point dimension relative to the CPU. Because
of the 4-way SIMD nature of the GPU, dimension increases are limited to multiples of four. However, even
when some computation is wasted as a result, the GPU
still offers a significant speed improvement over the CPU.
The scaling with dimension is important, since it determines how long the fragment shaders used to evaluate the
metric are. These scaling results show that GPU acceleration of Lloyd-based clustering offers the most benefit
with large points, and with more complex metrics (such
as the CPCA metric). These are the same cases that lead
to slower absolute clustering, so these are situations most
in need of acceleration.
The number of state changes (consisting of loading
data into the fragment shader constant registers) as well
as the amount of data transferred to the GPU on each iteration is proportional to the number of clusters. It is a
somewhat surprising, therefore, that the performance of
the GPU implementation scales very well with increasing
numbers of clusters. We believe that the sheer amount
of floating point computation happening is masking these
costs, or that updating the constant registers is less expensive than we believed.
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(a)

(b)

(c)

(d)

Figure 1: Flow field simulated on the GPU with a jellyfish swimming from right to left. Colored particles, injected at one end through a slit
and advected by the flow, depict the flow field.

We present a fast GPU-based voxelization algorithm using depth
peeling, and extend it to a dynamic boundary generation method
that converts any geometric surface to the boundary nodes of a flow
simulation on-the-fly.
An intuitive voxelization approach is the slicing method, which
sets the near and far clip planes, so that for each rendering pass, only
the geometries falling into the slab between the two clip planes are
rendered. This creates one slice of the resulting volume. Then, the
clip planes are shifted to generate subsequent slices. This method
is not very efficient because the number of rendering passes is the
same as the number of slices in the volume. In many cases, the
boundary surfaces are sparse in a volume. There is no need to voxelize the “empty” space that corresponds to non-boundary voxels.
Our GPU-based voxelization avoids the slicing. Instead, we
adapt the idea of depth peeling used for order-independent transparency, in which the depth layers in the scene are stripped away
with successive passes (see Fig 2). In the first rendering pass, the
scene is rendered normally, and the layer of the nearest fragments,
or equivalently, voxels are obtained. From the second rendering
pass, each fragment is compared with a depth texture copied from
the depth buffer of the previous pass. A fragment reaches the frame
buffer only if its depth value is greater than that of the corresponding pixel in the depth texture, while the ordinary depth test is still
enabled. Therefore, the second pass generates the second nearest
layer, and so on. The process continues until no fragment is further away than the corresponding pixel in the depth texture, which
is best determined with the occlusion query extension that returns
the pixel count written to the frame buffer. The number of rendering passes of the depth peeling algorithm is the number of layers
plus one, which typically is significantly smaller than the number
of slices.
Between different rendering passes, we translate the viewport, so
that the layer images do not overlap, but be tiled as tight as possible. The pixels of those images are the attributes of the corresponding voxels. The first attribute has to be the 3D positions, while we
may generate other attributes depending on the application. We perform the peeling process three times from three orthogonal views
to avoid missing voxels. The images containing the voxel attributes
are then copied to a vertex array whose memory is allocated inside the video memory using extensions, such as Nvidia’s pixel data

Peeling
Direction

Layer 1

Layer 2

Layer 3

Layer 4

Figure 2: The idea of depth peeling that we adapt. Red color
presents the layer to be stripped away.

range and vertex array range.
This fast GPU-based voxelization algorithm is ideal for generating boundary nodes on-the-fly in a flow-solid interaction simulation. To demonstrate this application, we choose the Lattice Boltzmann Model (LBM), which can incorporate complex and moving
boundaries accurately and easily, and has been implemented on the
GPU as well. In each simulation time step, the obstacle object
moves and its surface is re-voxelized. The corresponding boundary information associating with the voxels (e.g., the distance between the center of the boundary node and the boundary surface)
is generated. Then, the LBM uses this information to update its
boundary condition. Figure 1 shows a swimming jellyfish running
on GeforceFX 5900 Ultra. The model and the rendering of the jellyfish have been adapted from Nvidia’s sample code. The movie of
this demo, which can be downloaded from our web site, is recorded
in real-time.
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Introduction

Operation
Addition
Subtraction
Multiplication
Division

Up until the late eighties, each computer vendor was left to develop
their own conventions for floating point computation as they saw
fit. As a result, programmers needed to familiarize themselves with
the peculiarities of each system in order to write effective software
and evaluate numerical error. In 1987, a standard was established
for floating point computation to alleviate this problem, and CPU
vendors now design to this standard [IEEE 1987].
Today there is an interest in the use of graphics processing units,
or GPUs, for non-graphics applications such as scientific computing. GPUs have floating point representations similar to, and sometimes matching, the IEEE standard. However, we have found that
GPUs do not adhere to IEEE standards for floating point operations,
nor do they give the information necessary to establish bounds on
error for these operations. Another complication is that this behavior seems to be in a constant state of flux due to the dependence on
the hardware, drivers, and compilers of a rapidly changing industry.
Our goal is to determine the error bounds on floating point operation results for quickly evolving graphics systems. We have created
a tool to measure the error for four basic floating point operations:
addition, subtraction, multiplication and division.

2

Note
that the R300 has a 16 bit significand, whereas the NV30 has 23 bits. Therefore one
ULP on an R300 is equivalent to 27 ULPs on an NV30. Division is implemented by a
combination of reciprical and multiply on these systems. Cg version 1.2.1. ATI driver
6.14.10.6444. NVIDIA driver 56.72.

Schryer [Schryer 1981]. By testing all combinations of these numbers, we include all the test cases in Paranoia, as well as cases that
push the limits of round-off error and cases where the most work
must be performed, such as extensive carry propagation. Table 1
gives results for some example systems.

5

IEEE Standard Floating Point
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Conclusion

Our goal is to give the developer a tool to characterize GPU floating point error in order to aid them in developing compute-intensive
applications. We use an empirical approach to establish error
bounds for addition, subtraction, multiplication and division. Watch
http://www.gpgpu.org for more information and tool availability.

Paranoia
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Measuring Floating Point Error

To ensure we have complete bounds requires exhaustive tests of
all combinations of all floating point numbers. Since this is fairly
impractical, we chose a subset of floating point numbers that we believe does a reasonable job of characterizing the entire set. This is
an approach used by others for testing correct operation of floating
point hardware. We used a superset of significands suggested by
∗ Email:

System Considerations

Results are for specific configurations of graphics card, driver, operating system, CPU, chipset, compiler version, and other factors.
The tool we developed is intended to be run each time any of these
items change.
Semantics for programming GPUs currently allow for considerable leeway in how a program is implemented. Instructions can
be re-ordered. Subexpressions involving constants or “uniform” parameters may be evaluated on the CPU. Associative and distributive
properties, which do not hold for floating point operations, may be
applied in optimization. Our tool does not take into consideration
the kinds of optimizations possible in larger program contexts.

Paranoia [Karpinski 1985], originally written by William Kahan in
the 1980’s, explores a number of aspects of floating point operation. We have adopted the guard bit and rounding mode tests for
subtraction, multiplication, and division. All of these operations
were found to have guard bits.
Paranoia looks for two kinds of rounding: exact rounding, and
chopping. The GPUs we tested did not follow either of these models. In order to obtain a bound on error, we turned to a more empirical approach, which we describe next.
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NV30/Cg/fp30
[-1.0, 0.0]
[-0.75, 0.75]
[-0.78, 0.63]
[-1.1, 1.4]

Table 1: Floating Point Error in ULPs (Units in Last Place).

Ideally, GPUs would follow the IEEE standard for floating point operations. The IEEE standard gives us a guarantee on error bounds
for certain operations, including addition, subtraction, multiplication and division. It does so by requiring that these operations follow the exact rounding convention. Under this convention, the result of an operation must be the same as a result computed exactly,
and then rounded to the nearest representable number. This means
a bound of [-0.5 , 0.5] in units of the last bit of the significand.
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R300/Cg/arbfp
[-1.0, 0.0]
[-1.0, 1.0]
[-0.98, 0.12]
[-2.87, 0.09]

[khillesl,lastra]@cs.unc.edu
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Fast Computation of Database Operations using Graphics Processors
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Figure 1: Execution time of a relational query (LEFT), a range query (MIDDLE), and a multi-attribute query (RIGHT) with 60% selectivity by a CPU-based and a GPU-based
algorithm. Timings for the GPU-based algorithm include time to copy data values into the depth buffer. Considering only computation time, the GPU is nearly 20 times faster for
relational and multi-attribute queries, and 40 times faster for range queries as compared to a compiler-optimized SIMD implementation.

We present new algorithms for performing fast computation of
several common database operations on commodity graphics processors. Specifically, we consider operations such as conjunctive
selections, aggregations, and semi-linear queries, which are essential computational components of typical database, data warehousing, and data mining applications. Moreover, these operations are
widely used as fundamental primitives to build complex database
queries and to support on-line analytic processing (OLAP) and data
mining procedures. The efficiency of these operations has a significant impact on the performance of a database system.
While graphics processing units (GPUs) have been designed for
fast display of geometric primitives, we utilize the inherent pipelining and parallelism, single instruction and multiple data (SIMD)
capabilities, and vector processing functionality of GPUs, for evaluating boolean predicate combinations and semi-linear queries on
attributes and executing database operations efficiently.
Our algorithms take into account some of the limitations of the
programming model of current GPUs and perform no data rearrangements. We present novel algorithms for performing multiattribute comparisons, semi-linear queries, range queries, computing the kth largest number, and other aggregates. The attributes in
the database are represented using floating point textures on current
GPUs. The database queries are performed on these attributes by
copying the data values from the textures into the depth buffer using fragment programs. The queries are then evaluated by using the
depth test functionality of GPUs, and the results are stored in the
stencil buffer.
These algorithms have been applied to large databases composed of up to a million records. The performance of these algorithms depends on the instruction sets available for fragment
programs, the number of fragment processors, and the underlying
clock rate of the GPU. We also perform a preliminary comparison
between GPU-based algorithms running on a NVIDIA GeForceFX
5900 Ultra graphics processor and optimized CPU-based algorithms running on dual 2.8 GHz Intel Xeon processors.
Our results can be summarized as follows:

ACCUMULATOR algorithm is slower than the CPU-based implementation. The slow performance is due to the lack of integer arithmetic instructions on current GPUs and slower clock
as compared to CPUs.
Several new features are desirable for improving the functionality and performance of our algorithms.
• Precision: Current GPUs have depth buffers with a maximum
of 24 bits. This limited precision can be an issue. With the
increasing use of GPUs in performing scientific computing,
graphics hardware developers may add support for higherprecision depth buffers.
• Integer Arithmetic Instructions: Current GPUs do not offer
integer arithmetic instructions in the pixel processing engines.
In addition to database operations, several image and video
compression algorithms also require the use of integer arithmetic operations. Given that the fragment programs were just
introduced in the last few years, the instruction sets for these
programs are presently being enhanced.
• Depth Compare Masking: Current GPUs support a boolean
depth mask that enables or disables writes to a depth buffer.
It is very useful to have a comparison mask specified for the
depth function, similar to that specified in the stencil function.
Such a mask would make it easier to test if a number has i-th
bit set.
• No Random Writes: The GPUs do not support random access writes, which makes it harder to develop algorithms on
GPUs because they cannot use data rearrangement on GPUs.
Overall, our results indicate that the GPU can be used as an
effective co-processor for many database operations.

• High Performance Gain: Our results (shown in Fig. 1 and
2) indicate that the semi-linear and selection queries map very
well to GPUs and we are able to obtain significant performance improvement over CPU-based implementations.
• Medium Performance Gain: The algorithms for aggregates
obtain a modest gain of 2 − 4 times speedup over CPU-based
implementations.
Figure 2:

• Low Performance Gain: In some cases, we did not observe
any gain over a CPU-based implementation. Our GPU based

Execution time of a semi-linear query using four attributes of the TCP/IP
database. The GPU-based implementation is almost one order of magnitude faster
than the CPU-based implementation.
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Parallel Computing with Multiple GPUs on a Single Machine to Achieve Performance Gains
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1 Introduction
Thread synchronization and timing plus GPU affinity

Using a technique similar to cluster based computing,
this research demonstrates the use of multiple Graphics
Processing Units (GPUs) to achieve enhanced
performance on a single processor workstation. Past
examples of performance gains achieved by cluster
based computing in order to speed up the rendering
process have been demonstrated. However, these
approaches have neglected parallel processing
capabilities through multiple graphics cards with
hardware acceleration on a single CPU based computer.
In this research a technique was developed to utilize
multiple threads to drive hardware accelerated graphics
cards.

WinMain

Thread

Thread

Thread

Thread

LOOP:
Signal
Events
(GO)

WAIT on
Event

WAIT on
Event

WAIT on
Event

WAIT on
Event

Render x n

Render x n

Render x n

Render x n

Signal
Finish

Signal
Finish

Signal Finish

Signal
Finish

GPU 1

GPU 2

Gather
Completion
Signals
(FINISH)

n threads

Go To
LOOP

GPU 3

GPU 4

= Capture the Clock Tick

CPU

= Thread of execution

Figure 1. Synchronization of multiple rendering
threads.

Overhead

Performance gains achieved by this technique
demonstrated that GPUs on a single CPU system follow
both Gustafson’s Law of constant time as work load
scales with the number of GPUs and Amdahl’s Law of
speed up achieved through work division across
processing elements.
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2 Exposition
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Instruction Count (IC)

The technique focused on in this research was to have
individual threads load and execute the rendering pass
within their own rendering and device contexts. This
allows the individual threads to block while the
graphics hardware executes OpenGL rendering calls.
When a thread blocks on the graphics drivers, other
threads then load and execute rendering instructions.
The performance increase is due to running the GPUs
simultaneously.

Figure 2. Effect of Overhead reduced as a function of
the instruction count, for 4GPUs.
Four nVidia FX5200 PCI based graphics cards were
utilized in this research. Several algorithms and
problem sizes were explored utilizing this test
framework. Larger and more complex algorithms
exhibited greater amounts of speed up or constant time
results. It was found that four GPUs could achieve four
times the work with only a 1.82% time penalty, while
taking a single set of data and dividing the work by 4
GPUs resulted in a speed up of 355%.

Figure 1 demonstrates the test system in which a main
controlling thread initiates rendering threads and then
starts the rendering pass via event signaling. Following
this each of the threads loads and executes a Cg test a
barrier by first signaling the main thread via a
semaphore then blocking on the next event signaling
algorithm. As each thread finishes, they synchronize
on. Figure 2 demonstrates the mitigation of overhead
effects on scaled workload for 4 GPUs as instruction
count increases.

3 Conclusions
This research demonstrates that 4 GPUs driven in
parallel can achieve lower bound improvements of
either 4 times the work with an 11% time penalty, or a
speed up of 352% by dividing the work across 4 PCI
based GPUs.
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Abstract

Frame i
PVSi-1

We present a novel approach for interactive viewdependent rendering of massive models on commodity
GPUs. Our algorithm combines view-dependent simplification, occlusion culling, and out-of-core rendering. In general, dynamically changing geometry for
view-dependent rendering is not well suited for current
graphics hardware. It requires high bandwidth between
the CPU and GPU and works well only if all the geometry resides in GPU memory. However, many massive models (i.e., several gigabytes) are larger than the
available GPU memory. Furthermore, current representations and refinement algorithms for view-dependent
rendering do not scale well to large models composed
of tens or hundreds of millions of triangles.
To overcome these challenges, we present a novel
scene representation, a clustered hierarchy of progressive meshes (CHPM). We use the cluster hierarchy
for coarse-grained selective refinement and progressive
meshes for fine-grained local refinement. The CHPM
allows a high refinement rate and also reduces the visual popping between successive frames. The clusters are used for occlusion culling and out-of-core rendering. We perform out-of-core management of GPU
memory resources at the cluster level and send only the
vertices and indices of refined clusters between successive frames. Using the vertex buffer object (VBO) extension, we can achieve a throughput of over 20 million
triangles per second rendering massive models.
Our rendering algorithm uses temporal coherence
and hardware accelerated occlusion queries at the cluster level. The set of previously visible clusters is used
as a potentially visible set (PVS) for rendering an occlusion representation in the current frame. Then, we
check if each active cluster is visible with respect to
the occlusion representation using occlusion queries.

Frame i+1

1i Refine ACL
2i Render PVSi-1 to ORi

PVSi

NVSi-1

NVSi
Buffer 0

2i+1 Render PVSi to ORi+1

PVSi+1

3i+1 Compute NVSi+1 & PVSi+1

3i Compute NVSi & PVSi
4i-1 Render NVSi-1

1i+1 Refine ACL

4i

Render NVSi

NVSi+1

Buffer 1

Figure 1: Our Rendering Pipeline. In frame i occlusion
culling is performed for frame i but the final image for frame
i−1 is displayed. This allows extra time for loading the PMs
of newly visible clusters. Two off-screen buffers facilitate this
interleaving of successive frames. The partial rendering of
frame i is stored in one buffer while occlusion culling for
frame i + 1 occurs in the other buffer.

Newly visible clusters are then rendered to complete
the final image. For out-of-core rendering we prefetch
clusters for LOD changes. Occlusion events are difficult to predict so we add a frame of latency in the overall pipeline for fetching newly visible clusters. To efficiently implement this latency approach, we use a pair
of off-screen buffers (pbuffers) and render each pair of
consecutive frames into different buffers (see Fig. 1).
We have implemented and tested Quick-VDR on a
commodity PC with an NVIDIA GeForce FX 5950
Ultra GPU with 128MB RAM. To illustrate the generality of our approach we have tested the algorithm’s
performance on several classes of models: a complex
power plant CAD environment (12M triangles), the
scanned St. Matthew sculpture (372M triangles), and
an isosurface from a fluid simulation (100M triangles).
We can render these models at 10 − 35 frames per
second using a limited GPU memory footprint of
50 − 100MB. Videos of these environments are
available at http://gamma.cs.unc.edu/QVDR.
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RapidCT: Acceleration of 3D Computed Tomography on GPUs
Fang Xu and Klaus Mueller
Center for Visual Computing, Computer Science, Stony Brook University
Abstract: This report outlines the use of GPUs to greatly accelerate 3D computed tomography (CT). Our approach has significant relevance, both in research and in practice, in the fields of
medicine, biology, security, and in industrial applications. The
main focus here is to achieve the ultimate in reconstruction speed
by utilizing many of the hardwired facilities of these boards,
decomposing the reconstruction pipeline in such a way that faster
integer arithmetic could be used whenever possible, while taking
full advantage of the 4-way parallelism of the RGBA channels.
1. Introduction
Reconstructing a 3D object from its projections via tomographic
methods is a time-consuming process, due to the vast complexity
of the data. Theoretical constraints call for at least N projection
images, usually x-ray, of size N2 each, to reconstruct an N3 object.
This gives rise to an O(N4) problem. Due to this complexity, manufacturers of equipment for computed tomography (CT) rely mostly
on special ASICs to obtain the fast reconstruction times required in
the target scenarios. Here, we will show how GPUs can be
exploited to perform 3D reconstruction at near-equivalent rates and
high quality, with much more programming flexibility and lower
cost. Visualization of the reconstructed object is also easily
achieved since the object already resides in the graphics hardware.
2. Theory
Briefly, tomographic reconstruction performs basically the
inverse of a volumetric x-ray rendering. Instead of gathering contributions from the grid along projection rays to form the pixel values of a synthetic x-ray image, the pixel values of x-ray images,
acquired from an x-ray scanner, are scattered into the grid along
back-projection rays. These backprojected contributions are then
accumulated in the voxels of the reconstruction volume V to form
the reconstructed discretized object. A popular algorithm is [1].
Finally, our framework works also for iterative methods, such as
EM [3], which consist of a series of forward / back projections.
3. Approach
The computationally most intensive portions is the projection
and backprojection. Further challenges are that the on-board GPU
memory might be too small to hold both the reconstruction volume
and all the projection data. Further, cache constraints require a processing of the textures in blocks for optimal processing.
The backprojection process could be performed using the projective textures approach [2], but this requires two texture stacks,
one for the x-major and one for the y-major backprojection procedure, increasing the burden on the already sparse texture memory.
Instead, we reconstruct the volume along axial slices, using the
spreading approach outlined in Fig. 1. Here, a parallel-beam backprojection simply rasterizes a 1D texture formed by a row of a prorow of backprojected image
backprojection

(a)

volume slice

backprojection

(b)

jection image onto the respective slice (Fig. 1a), while for a conebeam (perspective) backprojection a section of rows is rasterized,
mapping the corners of the slice appropriately into the projected
texture (Fig. 1b). This way, a slice can be reconstructed completely, using only acquired projection sections from all available
directions. This enables partitioning both of the volume and the
scanner data, for efficient GPU memory management.
We use all four channels of the GPU, performing these operations for four projection angles, spaced 90° apart, simultaneously.
The results are then rotated appropriately before adding them to the
volume slice buffer. Since the projection data are not in floating
point precision, the rasterization does not have to be done at floating point precision either. The accumulation of the backprojections
into the slice buffer, however, has to be done at an extended (floating point) precision. Since floating point rasterization is much
more expensive than integer rasterization, we have devised the following two-stage scheme. We first create an integer output texture
of N tiles, each of size N2, where each tile is the target of a backprojection at a certain angle. Once all backprojections for the current slice have been completed and all tiles have been filled, we
accumulate the tiles into a single floating point texture of size N2.
This decomposition has resulted in dramatic speed improvements.
While the integer precision is satisfactory for many applications,
small contrasts in the reconstructed object can only be resolved at
higher precision in the rasterization phase. For this, we devised a 2pass approach, where in the first pass we backproject the lower 8
bits of the projection data and in the second pass the upper 8 bits.
While this is not quite a 16-bit rasterization since the second pass
interpolation may lose 8 bits of accuracy at the low end, we have
achieved a substantial increase in reconstruction quality, with less
than double the cost of the single-precision approach.
4. Results and Conclusions
Fig. 2 shows some results for the Feldkamp method, using our
approach on the GeForce FX 5900 with 256MB of memory. Compared to a highly optimized software implementations requiring
10min (40s) for the same data complexity, our GPU implementation is an order of magnitude faster. In medicine, this enables nearinteractive applications in image-guided surgery or surgery setup.
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Figure 1: Backprojection with texture spreading: (a) backprojection result (spreaded row); (b) backprojection at an offangle position; (d) backprojection for cone-beam geometry.
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Figure 2: Various reconstructions of the 3D Shepp-Logan brain phantom at 2563 (1283) from 320 (160) projections of size 2562 (1282).
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Towards Load Balanced Computations using GPU and CPU
Thomas Gierlinger and Poojan Prabhu∗
Fraunhofer Institute for Computer Graphics, Germany

Abstract
We present methods to cooperatively use the CPU and GPU for
general-purpose computation using multi-threading approaches.
We use ray tracing coupled with photon mapping as a case study.
The photon map generation and view independent radiance estimate calculation is implemented as a pre-process on the CPU. The
results of this pre-process are stored as light maps that are simply
added to the radiance values calculated on the GPU, which does
the ray tracing. Furthermore, we evaluate pay-offs gained by mixing and matching the computational tasks in varying degrees on the
GPU and CPU.

1

Introduction and Previous Work

Today’s GPUs are able to execute far more floating-point operations per second than the current CPUs. Hence, recent trends
have been to use the GPU for applications that are beyond their
conventional domain of triangle based rendering. For a list of
relevant publications and information, see the GPGPU’s homepage: http://www.gpgpu.org/. Furthermore, global illumination algorithms like ray tracing [Purcell 2004] and radiosity [Carr et al.
2003] have already been mapped to the streaming model of the
GPU. Although there are some limitations with current hardware
that prevent one from exploiting the complete potential of the GPU
(e.g. lack of early termination of fragment programs), the performance of a ray tracer implemented on the GPU is comparable with
today’s workstation CPUs. As such, it is worthwhile considering
GPUs for the high computational requirements of global illumination.

2

Dividing Computational Tasks

As is the usual case for most general-purpose computation methods
using GPUs, we use textures as RAM. Objects, materials and lights
in the scene are compiled into a texture. Additionally, we assign an
extra texture (the light map) to every object in the scene. A copy of
the scene description is also stored in system memory for use during
the pre-process. The pre-process itself starts with the generation of
a k-d tree photon map on the CPU. Then we take successively each
texel from the light maps, transform it’s center into world space and
calculate the view independent (diffuse) indirect lighting at these
points using the photon map. The result is stored in the corresponding texel in the light map and uploaded to the GPU. The use of the
light map during ray tracing on the GPU consists of a single texture
lookup for every intersection point that is shaded. This approach
has two advantages. First of all, it is fast since the GPU can reuse
precalculated values. The motivation here is that pointer chasing
and tree traversal algorithms are easier implemented on the CPU.
The other advantage is that we can keep up interactive rendering of
the scene during the pre-process. The CPU and GPU work in parallel so we can ray trace the scene on the GPU (without showing the
photon mapping contribution to the lighting) at the same time the
CPU is working on the photon mapping. The user can still navigate
∗ e-mail:

{thomas.gierlinger, poojan.prabhu}@igd.fhg.de

through the scene while the light maps are generated. The downside is that we can account only for view independent lighting terms
during the photon mapping. As mentioned, our method allows us
to explore how to divide tasks between the CPU and the GPU. For
our specific case, this is true only during light map generation since
the CPU is mostly idle after that, but during light map generation
we have a scenario that has a demanding task for the CPU and the
GPU. To distribute these tasks between the processors two threads
are spawned, one for the light map generation on the CPU and one
for the ray tracing on the GPU. Both threads get a separate OpenGL
rendering context. To share data between these threads (in our case
the light maps) we use the same texture objects in both contexts
(e.g. wglShareLists for Win32 API). Since the light map is uploaded to the GPU, we are able to use the ’fast path’ of the AGP
bus to communicate the data between threads. By doing so we are
not as bandwidth limited as other applications that need a read back
from graphics memory to system memory. Using two threads fits in
nicely with the hyper-threading architecture of contemporary CPUs
like Intel’s Pentium4 [Intel 2004]. It is able to process two threads
in parallel without performance loss. But it also needs two threads
to exploit its full capabilities. In a single threaded application, only
half of this maximum performance is utilized.

3

Results

What this boils down to is that we can calculate the light maps with
one thread on a P4 in parallel to the GPU ray tracing running as
a second thread, without degrading the GPU ray tracing performance. The next logical step was to distribute the ray tracing itself
between the CPU and the GPU. We do this by dividing the screen
into tiles and render some of them with the CPU ray tracer (that is
also used for light map generation) and the rest with the GPU ray
tracer. The result of the CPU calculation is again uploaded to the
GPU and simply added to the GPU ray tracing results. We tested
with various tiling configurations. Starting with only one tile ray
traced by the CPU we increased the load of the CPU thread by assigning it more tiles. The overall performance increased as long as
the load of the second virtual processor of the P4 hyper-threading
architecture has not reached 100%. Assigning even more tiles to
the CPU starts to reduce performance since the GPU thread has to
wait for the CPU thread to finish before the synchronized result can
be displayed. On our test system (P4 3.0 Ghz, GeForceFX 5700)
we were able to increase the performance from 5 FPS when using
only GPU ray tracing to 7 FPS using the combined CPU/GPU approach ( 13 of the screen was rendered by the CPU). For details see
http://www.igd.fhg.de/∼pprabhu/GPU2004/GPU2004.html.
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The last few years has seen an explosion of effort in designing
algorithms that harness the power of the GPU for general purpose
computations. The list of problems for which efficient GPU algorithms now exist spans a bewildering array of disciplines, making
the GPU a credible platform for efficient general purpose computing. A generally held belief is that the intrinsic advantage the GPU
possesses over the CPU is its streaming architecture. Strict pipelining of GPU programs enables efficient access to data, obviating
the need for the extensive cache architectures needed on traditional
CPUs, and allowing for a much higher density of computational
units.
However, a formal understanding of the power of streaming still
eludes us. The notion of a stream algorithm exists in the context
of managing large data; however this notion is both too powerful
(algorithms are allowed access to large amounts of local storage),
and too weak (only one pass over the data is typically permitted)
to model the computations on the GPU. Parallel architectures
are another viable model; however the crucial streaming aspect
of GPU computations is not captured in this setting. A formal
approach to analysing GPU algorithms has many of the advantages
of traditional asymptotic analysis. To quote from the paper by
[Fournier and Fussell 1988], “the understanding of frame buffer
capabilities is not merely a nice theoretical goal in itself. It also
leads to the design of useful new algorithms that might have
remained undiscovered in the absence of such a study”.
The Cost Of An Algorithm: In what follows, the cost of a GPU algorithm will be the number of rendering passes required to compute
the final solution. Rendering costs (and readbacks) are currently
among the major bottlenecks in performing GPU-bound computations. A secondary cost is the delay involved in transferring data
from local caches to arithmetic units on the graphics card; we ignore this cost in this first approximation to a model. We will analyze the performance of three fairly fundamental algorithms implemented on the GPU: depth ordering for CSG rendering, selecting
the k th largest element from a sequence (called k-Selection), and
matrix multiplication.
Depth Ordering: In constructive solid geometry (CSG) rendering, we are given a set of primitive shapes and a set expression
describing a volume formed from these shapes. The goal is to
render the resulting volume efficiently. In recent work [Guha
et al. 2003], we established the connection to depth
P ordering
and show how this could be performed using
n renderi i
ing passes, where ni is the depth complexity of the ith object. The algorithm is general, in that it requires no restrictions
(like convexity) on the input shapes. Moreover, it is optimal
in a restricted model of computation that includes all prior algorithms;
P any algorithm for CSG rendering must perform at
least i ni passes over the input.
k-Selection: Given multiple sequences of numbers Xi =
{xi1 , . . . , xin }, i = 1, . . . , m, k-selection is the problem of
picking the k th largest element in each of the m sequences.
We present a randomized algorithm [Guha et al. 2002] that
uses min(k, (log n) passes to compute the k th largest ele-

Figure 1: Output of our GPU-based CSG algorithm
ment. Recently, [Govindaraju et al. 2004] presented an algorithm for a single sequence that takes W passes, where W
is the maximum number of bits required to store xi . We also
show that under certain restrictions, these algorithms are the
best possible for computing the median (the n/2th highest
element).
Matrix Multiplication: There has been a flurry of work on matrix multiplication on the GPU, and recent work that studies
the tradeoffs between the GPU and CPU for matrix operations. All prior approaches require O(n) rendering passes
to multiply two dense n × n matrices. We exploit a parallel hybrid variant of Strassen’s matrix multiplication algorithm to obtain the first algorithm that uses sublinear number of passes. Strassen’s algorithm uses a recursive divideand-conquer approach to obtain a sequential running time of
nlog2 7 = n2.81 to multiply two n×n matrices. Our algorithm
exploits GPU parallelism by running Strassen’s algorithm in
parallel. The number of passes required by our approach is
O(n

log2 7
3

= n0.93 ).

Our understanding of the expressive power of GPUs is still in
a formative stage. The above examples demonstrate that formal
methods (and an abstract model) can be used to design efficient
algorithms on the GPU. In order to achieve a better synthesis of
theory and practice, we must refine our notion of cost in the GPU,
and design more effective models. This promises to be an exciting
line of work.
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Figure 1: Hybrid CPU-GPU LOS Pipeline. A GPU culling
step reduces the CPU workload by culling queries with definite LOS. In order to utilize the CPU(s) and GPU simultaneously we can cull one batch of queries while queries from
the previous batch that passed the culling step are processed
by the CPU(s).

Line of sight (LOS) computation is essential for military simulations. These simulations can contain tens of
thousands of moving entities for which LOS computations must be performed. One such system is the OneSAF war simulator. In its current implementation, LOS
computation may account for 40% of the CPU time. In
order to improve the performance of OneSAF it is essential to accelerate LOS computation. We use a hybrid
CPU-GPU algorithm which uses the GPU to perform a
conservative culling step.
We use the GPU to quickly cull away LOS queries
with a definite line of sight. This reduces the number of
rays that must be traversed and intersected with terrain
triangles on the CPU. Moreover, queries with line of
sight are the most expensive for the CPU to evaluate as
the full line segment between the query points must be
traversed.
The algorithm works by first rendering the terrain from above orthographically. This initial rendering must be performed only once for a static terrain. Then, for each query we render a line segment between the two query points with a reversed
depth test. With the depth test reversed only pixels
for which the line is below the terrain will pass the
depth test. Therefore, a query has LOS if no pixels

pass the depth test as determined by an occlusion query
(GL ARB occlusion query).
It is essential that our culling step is conservative and
does not falsely cull queries because of sampling or
precision errors. As in [Govindaraju et al. 2004], we
use a Minkowski sum when rendering the terrain to ensure that depth values generated conservatively bound
the maximum height of the terrain. Similarly, we use a
Minkowski sum when rendering queries to ensure that
the rendering of each query covers all pixels that the ray
passes through.
Our hybrid GPU-CPU ray-casting algorithm has several optimizations. To perform exact tests, rays are traversed through a 2D grid imposed on the terrain. We
store the maximum height of the terrain within each
grid cell and only perform ray-triangle intersections
for cells in which the ray falls below this maximum
height. A mailboxing system is used to avoid testing
a ray against the same triangle multiple times when it
appears in multiple grid cells. When presented with
a large query workload we attempt to utilize the GPU
and CPU simultaneously. While one batch of queries is
culled the non-culled queries from the previous batch
are processed by the CPUs.
We have tested our initial implementation on an
approximately 1M triangle terrain. The terrain represents a region approximately 100km on a side. The
point pairs in our benchmark queries have a maximum
separation of 4km and are offset 3m from the surface.
Our hybrid CPU-GPU algorithm averages 5.5µs per
query.
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Figure 1: Stereo (two-camera) results from a live system. The first row shows the
input images; The second row shows the disparity map.

GPU Accelerated

Software Only

Figure 2: Performance Comparison
of our GPU-accelerated stereo algorithm with a commercial package
from Point Grey Research.

Extended Abstract
Depth from stereo has traditionally been, and continues to be one of the most actively researched topics in computer vision.
While some recent algorithms have obtained excellent results by casting the stereo problem as a global optimization problem,
real-time applications today have to rely on local methods, most likely correlation-based ones, to obtain dense depth maps in
real time and online.
It is only recently that real-time implementations of stereo vision became possible on commodity PCs, with the help of
rapid progress in CPU clock speed, and assembly level optimizations utilizing special extensions of the CPU instruction set,
such as the MMX extension from Intel. While it is a tremendous achievement that some of them could perform in the order
of 100 million disparity estimations per second (Mde/s) in software, there are few CPU cycles left to perform other tasks
including high-level interpretation of the stereo results. In many real-time applications, such as robot navigation, to calculate
a raw depth map is only the first step in the entire processing pipeline.
Recently, driven by consumer demands for better realism in computer-generated images, the graphic processing unit
(GPU) on the graphics board has become increasingly programmable, to the point that it is now capable of efficiently executing a significant number of computational kernels from many non-graphical applications.
In this paper, we present a correlation-based stereo algorithm that is implemented completely on the GPU. We discuss in
detail how to fit many advanced features in stereo such as adaptive window and cross-checking to the computational model
and feature set available in today’s GPU.
By taking advantage of inherent parallelism and fast speed in recent graphics hardware, our optimized implementation,
when running on an ATI Radeon 9800 graphics card, achieves up to 289 Mde/s including all the overhead to download
images and read back the disparity map. This is several times faster than commercially available CPU-based implementations. In addition, we have measured the accuracy of our approach using the widely used ground truth data from Scharstein
and Szeliski(http://www.middlebbury.edu/stereo). When real-world images are used, our approach compares favorably with
several non real-time methods.
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1

Introduction

Given a set of object, a distance field in 3D is defined at each point
by the smallest distance from the point to the objects. Applications of distance fields include shape representation, model simplification, remeshing, morphing, CSG operations, sculpting, path
planning and navigation and collision and proximity computations.
These applications use a signed or unsigned distance field along a
discrete grid. Computation of a distance field along a uniform grid
can be accelerated by using graphics rasterization hardware [Hoff
et al. 1999; Sigg et al. 2003]. These algorithms compute 2D slices
of the 3D distance field by rendering the three dimensional distance
function of each primitive. However, rendering the distance meshes
of all the primitives for each slice is expensive in terms of transformation and rasterization cost. As a result, current algorithms for
3D distance field computation may be slow and not work well for
complex deformable models or dynamic environments.
We have developed a fast algorithm (DiFi) [Sud et al. 2004] to
efficiently compute a distance field of complex objects along a 3D
grid, by using a combination of novel culling and clamping algorithms. DiFi is applicable to all geometric models and does not
make any assumptions about connectivity or a manifold representation. We have demonstrated its application to compute the simplified medial axis of deformable polyhedral models and perform
proximity computations in a dynamic environment.

• Clamping: Conservative bounds of the Voronoi regions are
used to limit the portion of a slice on which each distance
function is computed. The bounds can be tightened further using connectivity information of manifold surfaces [Sigg et al.
2003].
More details are presented in [Sud et al. 2004].

3

Applications and Results

Recent advances in graphics hardware, like programmability and
32-bit floating point precision, have enabled many applications to
be performed efficiently on the GPU by exploiting the SIMD nature
of graphics hardware. We have applied DiFi to compute a simplified medial axis transform of polygonal models on the GPU (see
Fig.2). This avoids the costly readback of the entire distance field
to the CPU. DiFi is also used for proximity computations within a
constraint-based path planner. The distance field is recomputed as
objects in the environment move. This path planner has been used
for virtual prototyping applications. Demos of both applications are
shown in the video online.

Figure 2:

Medial Axis Transform: Left: Triceratops model (5.6k polygons, Grid
Size=128 × 56 × 42, Computation Time=0.79s). The medial surface is color coded
by the distance from the boundary. Right: Brake rotor model (4.7k polygons, Grid
Size=4 × 128 × 128, Computation Time=0.61s). The medial seam curves are shown in
red.

Figure 1: 3D Distance Field: Distance to the surface is color coded, increasing
from red to green to blue. Left: Hugo Model (17k polys, grid size=73 × 45 × 128,
computation time=4.2 sec.). Right: Cassini Model (93k polys, grid size=93 × 128 ×
95, computation time=17.1 sec.)

2

GPU based algorithm

Rasterization graphics hardware is particularly well suited for parallel computation of distance functions on a uniform grid. Our algorithm further exploits features of modern GPUs to perform computations efficiently. The key steps of the algorithm are:
• Culling: We compute conservative bounds on the Voronoi regions to cull away primitives that do not contribute to the distance field of a given slice. This culling is performed using
occlusion queries on GPUs. Furthermore, we present a conservative sampling strategy to account for sampling errors in
the occlusion queries.

We have used DiFi to compute the 3D distance field of several
manifold and non-manifold benchmark models. DiFi obtains more
than two orders of magnitude improvement over a CPU algorithm
and 4-20 times speedup over a previous GPU based algorithm [Hoff
et al. 1999]. For medial axis computations, the GPU implementation achieves an order of magnitude speedup over the CPU implementation.
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Introduction

In molding and casting manufacturing processes, molten raw material is shaped in molds from which the resulting part must be removed after solidification. We consider two part, rigid molds in
which the mold halves are separated in opposite directions (the positive and negative casting directions). For a part to be castable in
a given direction, it should be free from undercut features which
make it impossible to separate the mold halves from the part when
translated along the casting directions without colliding with the
part. We propose the use of programmable graphics hardware to test
the castability and facilitate computer aided design of such parts.

2

Determining castability in a direction

A part is castable in a given direction if and only if, when projected
orthographically on a plane normal to that direction, there is no
overlap between faces whose normals subtend an angle less than
90◦ with the positive casting direction. (For all the tests described
below, we use orthographic projection.) In our two pass castability
algorithm, we place the eye point above the part along the positive
casting direction. In the first pass, we render the front faces. In
the second pass, we zero the frame buffer but keep the old z-buffer,
setting the depth test function so that only the front faces invisible
in the first pass are rendered. The part is castable if and only if no
pixels are rendered in the second pass, which we check using an
occlusion query.
We then use depth textures to highlight the (portions of) faces that
are not castable in the given direction so that the designer can make
the necessary changes to the part geometry. Our approach is analogous to using shadow mapping to display (portions of) faces in
shadow when the object is illuminated by two lights located at infinity in the positive and negative casting directions. We generate
two depth textures by rendering the part looking at it from the positive and negative casting directions. We then use a vertex program to transform each polygon by the viewing transform for the
two casting directions in turn, followed by a fragment program to
check if the transformed depths for each fragment are greater than
the depth values stored in the respective depth textures. If both are
greater, we highlight that fragment to indicate to the designer that
there is an undercut on that section of the surface.

3

Determining multiple castable directions

During the detail design stage for a molded or casted part, the casting direction needs to be known a priori (in order to taper vertical
facets for mold releasability, add bosses and ribs for rigidity, etc.).
Thus the above algorithm is appropriate for interactive inspection
of castability during detail design. During conceptual design, however, we would like to be able to generate multiple feasible casting
directions for a given part geometry. To do so efficiently, we make
use of a theoretical result by [Ahn et al. 2002] which proves that
all combinatorially distinct casting directions correspond to cells in
an arrangement of great circles on a Gaussian sphere. Every face
normal and normal of the triangle formed by every edge-vertex pair
of the part generates a great circle in the arrangement. These great
circles correspond to the directions where a part face changes from
front-facing to back-facing (directions contained in the plane of the
face), and directions where a projection of one part face potentially
changes from occluding to not occluding (or vice versa) another
part face (directions contained in the planes through an edge-vertex
pair from each). We reduce the number of great circles by merging
adjacent coplanar faces and omitting redundant and non-interacting
edge-vertex pairs. We project the remaining great circles on a plane
tangent to the sphere to obtain an arrangement of lines. We subdivide the line arrangement in a quad-tree to obtain a small number
of lines per quad-tree leaf node. We then construct the arrangement in each leaf node by rendering a half-space for each line with
a different color, blending the colors in the frame buffer. We select
a random sequence of 1,024 pixel locations in each leaf node and
select the points having different colors (corresponding to distinct
cells in the arrangement). The directions corresponding to these
points, along with face normal and axis directions (which are good
heuristic candidates), are tested for castability using the algorithm
presented in Section 2.

4

Results

Both algorithms were tested on sample parts, including those pictured in the figure, using a QuadroFX 3000 GPU. The two pass algorithm obtained speeds in the range of 18,200 to 1,040 directions
per second for the parts pictured, with 40 to 20,676 faces respectively. This is a speed up of 200 times as compared to running the
same algorithm on a GeForce2 GPU where the CPU (Athlon 1.8
GHz) did the rendering, but this is not a fair comparison since a
different implementation would probably be more efficient on the
CPU. The algorithm for finding multiple feasible directions took
0.42 seconds for a part with 28 faces in which 1,497 different candidate directions were tested. For a part with 328 faces, it took 2
minutes 18 seconds in which 491,010 directions were tested. Please
refer to http://kingkong.me.berkeley.edu/~rahul/gpgpu/
index.html for more details about the results.
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Introduction and Motivation

for small computations, and severely limit the performance of applications that must frequently retrieve the
results of a GPU-based computation. GPUBench measures texture upload and readback rates to determine
how costly these operations are on a given system. This
information is used to determine the amount of computation required for an operation to be performed more
quickly on a GPU despite the overhead of bus data
transfers.

The computational demands and bandwidth requirements
of scientific and numerical applications differ from those of
applications that perform real-time shading. As a result,
graphics benchmarks that measure how quickly GPUs can
render complex 3D scenes do not necessarily indicate how
well they will perform non-rendering related computations.
The lack of a simple method to determine a card’s peak
capabilities, coupled with the fact that vendors rarely disclose the details of their latest GPU architectures, makes it
difficult to determine how efficiently algorithms are utilizing hardware resources. In addition, it is frustratingly difficult to predict and analyze performance when developing
GPU accelerated applications. We identify factors critical
to the performance of scientific and numerical computation
on GPUs, and present GPUBench, a suite of benchmarks
designed to conduct a detailed evaluation of a graphics processor in these areas. Using results from our benchmarks, we
are able to successfully estimate the performance of numerical application kernels, improve our intuition regarding the
effectiveness of proposed GPU algorithms without executing
code, and more easily tune GPU applications suffering from
performance problems.

2

GPUBench Benchmarks

GPUBench contains a large array of tests that reveal a great
deal of information about a particular graphics board. The
most important benchmarks in the GPUBench test suite are
described below.
1. Floating-point memory bandwidth: While interpolated
values and stored constants constitute a significant fraction of a shader program’s inputs, numerical kernels retrieve most input data from memory. Given the rate
at which modern GPUs can perform computation, realizable memory bandwidth nearly always determines
application performance. GPUBench measures input
bandwidth provided by a GPU’s memory subsystem
and from it’s texture caches when using a variety of
memory access patterns common in numerical algorithms. In addition, we measure a card’s output bandwidth when rendering to both single and multiple floating point buffers. Using information from our tests, we
are able to answer detailed performance related questions such as: What is the latency of a texturing operation that hits the cache? Or, when accessing data
sequentially, how many math operations are possible
per texture access before a shader becomes compute
bound?

3. Instruction Rate: We measure how quickly cards execute both scalar and vector instructions when not limited by bandwidth or data transfer costs. Knowledge of
peak rates, which can differ noticably between instructions, allows developers to judge the efficiency of their
kernels when performance-tuning applications.
4. Numerical Precision: A major concern with using graphics hardware for mathematical computations
is the numerical precision of the results obtained.
GPUBench produces a report on the accuracy of key
instructions (eg. SIN, COS, LG2) when executed on
a range of input values, allowing developers to quickly
determine if a particular GPU provides sufficient accuracy for their needs.

3

Benchmark Results

GPUBench produces a single HTML file containing results
and easy to understand graphs of data from the complete
range of tests. In our poster we present benchmark results for the NVIDIA 6800 Ultra and ATI Radeon X800
XT graphics boards, and discuss how test results may be
used to understand and improve the performance of GPU
applications running on these platforms.
GPUBench has been released as an open-source project
available at http://gpubench.sourceforge.net. We hope it
will prove to be a useful tool for developers of GPU accelerated applications, and encourage the community to contribute additional benchmarks that profile other aspects of
GPU functionality that are critical to their applications.

2. Data Upload and Readback : The cost of data transfer
to and from the GPU can be prohibitively expensive
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Introduction and Motivation

2

Poster Presentation
• Evaluation Of An Infiniband Based Graphics
Cluster

Although GPUs have been shown to be effective targets for
high performance computation, available onboard memory
limits the size of problems they can efficiently tackle. In traditional parallel computation, such resource limitation problems are often solved by dividing the dataset across multiple nodes. Since it has been shown that HPC clusters can
be constructed to support graphics boards, it is interesting
to investigate parallel computation across clusters of GPUs.
As part of our ongoing research into parallel computation on
GPUs, we propose adding features to the Brook stream programming language to allow users to access GPUs from their
MPI applications, as well as language additions to Brook
to support automatic distribution of data and computation
across a cluster by expressing memory locality.

– System Overview: We present an overview of the
hardware used in our graphics cluster, SPIRE.
SPIRE is a 16 node cluster with 32 Pentium 4
Xeons, 16 ATI Radeon 9800’s, 16GB of memory,
connected using Infiniband. We discuss our initial build requirements, various design decisions,
and suggest modifications and changes for building and using a graphics cluster for high performance computing. For more information, see
http://spire.stanford.edu
– Network evaluation: We present and evaluate the
performance of Infiniband as an interconnect for
parallel computation. We explore several communication patterns, as well as scalability of the
network fabric to large clusters.
– GPU Offload cost: We present metrics for the efficiency of offloading computation to the GPUs on
SPIRE. This includes the cost of download and
readback from the GPUs.

MPI support in Brook allows current MPI applications to
take advantage of Brook to offload computation to the GPUs
in a cluster without large code modifications. All that is required is to rewrite the core computation kernels in Brook,
compile those kernels using brcc, and modify the application
to call the Brook versions of the functions. However, effectively using MPI with GPUs still requires the user to define
their data distribution and communication patterns a priori.

• MPI and Brook

One of the core issues with automatically distributing a
streaming computation across a cluster is deciphering the
application’s memory access patterns. The access pattern
needs to be analyzed in order to efficiently partition data
across a cluster in order to avoid extra communication. In
our research, we explore language additions, compilation
methods, and runtime techniques for expressing computation and communication in environments with rich memory hierarchies, such as clusters of GPUs. These language
additions allow the programmer to specify different levels
of memory locality and access patterns used in their application. This provides the compiler and runtime system
with extra information so we can apply runtime techniques
and compilation analysis to distribute data and computation across a cluster of GPUs. This is an ongoing research
project, and we present our research to date as well as future
directions we plan to pursue.

– To more effectively use MPI with Brook, the user
needs more control over data access to streams
than currently provided. For example, in traditional 2D block decomposition, a user will often
need to access portions of the stream in order to
update values on nodes with bordering regions.
We propose adding operators, such as Stream Domain, to Brook to allow a user to explicitly define the regions of a stream they will be accessing
as well as how they will be accessing the stream.
This allows the Brook compiler to generate code
to efficiently allow read/modify/write to portions
of a stream.
– Example applications: We present examples of
modifying MPI applications to run on a cluster
of GPUs using Brook.
• Automatically Distributing Streaming Computation
– We present recent research and ideas for future
work on expressing the mapping of datasets to the
complex memory hierarchies of modern architectures. We show how memory models, like those
expressed in UPC, can be leveraged to help define
the memory access semantics and patterns of a
streaming computation. We demonstrate how applications might be written to express this memory hierarchy, and how the compilation and runtime systems can take advantage of this information to distribute computation across a cluster.
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Introduction

In the rendering of parametric surfaces, in general, we often use a
polygon to draw the approximation of its original surface. However,
such rendering of a polygon does not represent its original surface
exactly. This occurs notably in the case that a polygon is coarse or
that a view position becomes closer to a surface.
In this paper, we propose a per-pixel evaluation method of parametric surfaces using GPU which is effective for rendering. For
the evaluation of surfaces on GPU, [Bolz and Schröder 2003] have
proposed a method for rendering subdivision surfaces. Unfortunately, the final rendering is done by subdivided polygons in this
approach. The characteristic of our scheme is to perform the evaluation in the fragment program from parameters of each fragment.
This ensures a (at least pixel-based) high quality surface rendering.
We also introduce an example of using our per-pixel surface rendering scheme.

2

Overview

We describe here an overview of our per-pixel evaluation of
paramtric surfaces. We prepare a polygon as input. This polygon
can be created with approximating the original surface. In addition,
we also prepare a face id in each face and parameters (u, v) in each
vertex. Each face of the input polygon is decomposed into the set
of fragments in the rasterization process. Each fragment has an inherited face id and linearly interpolated parameters u and v from the
input polygon. These are once stored in the texture, and are used in
the fragment program to compute positions or their derivatives.
Positions or their derivatives are computed by drawing a rectangle
polygon on p-buffer. The viewport size of p-buffer is the same as
the transferred texture. Positions are computed in the fragment program as follows. Firstly, we fetch the parameters and face id from
the transferred texture at the current fragment. By using them, we
select a set of control points from the texture stored in advance.
Also, we compute the basis functions with these parameters. Then,
the position is computed by linear combination of the basis function with control points. The result is once copied to a vertex array.
When rendering, it is also transferred as the texture to another fragment program which computes the derivatives and normals.

are stored in a texture, and coefficients of basis functions are directly provided in a fragment program. Furthermore, the computation of basis functions becomes simpler when degrees are fixed. It
is also possible to evaluate non-linear parametric forms of surfaces
such as NURBS as linear cases.
Subdivision Surfaces. Stam proposed in [Stam 1998] that the
evaluation of subdivision surfaces at arbitrary parameter value is
regarded as the linear combination of eigenbasis functions and control points. A point on a surface s(u, v) is represented as follows:
s(u, v) = Ĉ0T Λn−1 Xk b(tk,n (u, v)).

(2)

Each position is evaluated on Ωnk , where n and k are determined by
the two parameters u and v. Ĉ0 in Equation (2) is represented as
Ĉ0 = V −1C0 , where C0 is a column vector representing the set of
control points around a rectangle. N denotes the valence of an extraordinary point. V is an invertible matrix whose columns are the
eigenvectors of subdivision matrix. Λ is a diagonal matrix containing the eigenvalues of the subdivision matrix.
Using Equation (2) directly is too costly even on the current graphics hardware. Consequently, we calculate Ĉ0T Λn−1 Xk in advance
and store it to the texture instead of storing each Ĉ0T , Λn−1 and Xk ,
respectively.

3

Results and Conclusion

Frame rates of our scheme are approximately 2-8 fps (measured on
Athlon 2600+ + Geforce FX 5900 Ultra). The computation for
each frame involves a position of subdivision surface, two first order derivatives in both u, v directions and a normal. This depends
on the resolution of display, because the number of processed fragments can be changed according to such resolutions. As one of
applications for our per-pixel evaluation method, [Yasui and Kanai
2004] introduces a high quality surface assessment method of subdivision surfaces in combined with the computation of reflection
lines.
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Extended Abstract
Procedurally generated geometry remains an important tool in developing highly detailed shapes for natural modeling and automatic generation of urban environments. Our goal is to use the GPU in a non-standard way
to accelerate the data amplification of procedural geometry descriptions.
Many general-purpose GPU applications make use of
a fragment feedback loop where the rendered output is
used as input in later shading passes, and the geometry
sent to the GPU is often a simply a “screen-filling quad”
whose rasterization activates all of the fragment programs.
The application of the GPU to the task of procedural geometry synthesis requires more control over the creation
and destruction of geometry elements than is permitted by
fragment programs alone. These capabilities have become
available in a recent GPU extension that uses the output of
a rendering pass as input geometry. This feedback loop is
often referred to as “render-to-vertex-array.” In this specification, the pixels of the framebuffer output are stored
in a buffer and reinterpreted by the vertex shader as an
indexed face set.
The goal of this paper is to reconfigure the vertex and
pixel shading architecture of the GPU into a geometry
processing pipeline capable of interpreting and instantiating procedural geometry, described for example by an
L-system. To ease implementation and accelerate processing, the terminal symbols in our L-system are scenegraph nodes rather than the turtle graphics instructions
commonly found in most L-system applications. This enables the GPU to process procedurally-generated geometry in a context-independent randomly accessible manner which greatly improves rendering efficiency and more
closely adheres to the scene graph data structure commonly used in computer graphics modeling systems.
We implemented this system using a NVIDIA GeForce
5900 Ultra FX using Cg code. The picture in Figure 1
(left) is created with one symbol, only two-dimensional
coordinates and no conditional pruning. This allowed us
to keep the state in one four-component framebuffer. This
setup allowed for interactive speeds when changing the
parameters, such as the branching angle, of the system.
When we add enough data to allow for 3-D local coordinate systems, models such as the tree in Figure 1 (right)
are possible. The application allows us to symbolically

Figure 1: 2-D and 3-D L-systems processed on the GPU.
link the parameters of the operations to several slider bars;
we can interactively manipulate the branching angles to
generate the tree we wish.
Execution times are highly dependent on the size of
the framebuffer chosen. For buffers of size 512x512, the
tree takes approximately 115ms to perform an iteration
and about 80ms to instance. Above 10000 instances, the
iteration time because to increase rapidly. This corresponds to thresholds when the time spent sorting becomes
scaled with input size.
We implement an improved bitonic sort to remove invalid elements and stratify outputs to perform instancing. It is a central component of the algorithm and we
became very interested in improving its performance for
the size of data we worked with. The primary algorithmic enhancement we investigated was performing multiple stages of the bitonic sort in a single fragment program.
The source positions of all the data required for a given
comparison can be derived from two parameters defining
the stage and the index of the fragment being written.
We found that reducing the number of conditional assignments made in the sorting fragment programs lead to
significant speed ups. By replacing the series of conditional assignments with an XOR operation we were able
to reduce the number of conditional assignments to 1 per
comparison and exploit greater instruction-level parallelism.
This simple optimization lead to an approximate 30% reduction in execution time for larger data sets.

1
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Abstract
Quantitative control of the data visualization processes is critical
to the successful analysis of both acquired and simulated scientific data. Many visualization methods rely on indirect mappings,
such as transfer functions, to produce the final rendered imagery. In
many cases, it is preferable to express these mappings as mathematical expressions, or queries, that can be directly applied to the data.
Scout is a GPU-accelerated system and language that provides such
capabilities using a concise, simple data parallel language that gives
scientists the ability to efficiently explore and understand data sets.

1

Introduction

The visualization and analysis process involves the investigation of
relationships between the numerical and spatial properties of one
or more data sets, or multiple variables within a single data set.
While many visualization techniques are powerful, they have often had limited acceptance within the scientific community because
they require scientists to work in a secondary data space (e.g. the
transfer function domain). As the success of several mathematical
and scientific software packages (e.g. MATLAB and Mathematica)
has shown, it is beneficial to allow for the direct programming of
operations when exploring and analyzing data. Although this approach is effective, the computational costs involved often lead to a
non-interactive experience for the user. The power and programmability of the latest commodity graphics hardware provides a unique
opportunity to help reduce the impact of these calculations.

Greg Roth Charles Hansen
Scientific Computing and Imaging Institute
The University of Utah
Cg languages with respect to functionality. Given the experience
of the scientific community with data parallel languages, we have
loosely based the Scout syntax on the C* Language from Thinking
Machines Corporation.
Scout represents all imported data sets as one-, two-, or threedimensional textures with one to four channels. Data may be stored
as bytes, shorts, integers or floats. The primary disadvantage of
this approach is that only regular grid structures are currently supported. After one or more data sets have been loaded into the runtime system, users may write a program that maps data values to
a final rendered image. This source code is currently compiled
into a single fragment program using the OpenGL ARB extension.
Once the program has been successfully compiled and downloaded
to the GPU, geometry is rendered according to the type of data
sets stored in texture memory. This approach allows users to derive values of interest during the visualization process as well as
control the nature of what is presented via quantitative controls.
For example, using this approach it is possible to implement traditional color mapping techniques as well as multi-dimensional transfer functions for volume rendering. Figure 1 shows an example
of a volume rendered result of the derived tangential velocity of
a core collapse supernova produced by the Terascale Supernova
Initative (http://www.ornl.gov/tsi). For more details, references and examples of Scout please visit our project web page at,
http://viz.lanl.gov/projects/scout.

We have developed Scout – a software system and programming
language providing expression-based queries that are evaluated in
the original data space. We consider queries to be a set of relational and conditional expressions based on numerical values that
may be computed or directly supplied as input. Scout overcomes
the computational bottleneck by utilizing the graphics processor
(GPU) not only for visualization, but also as a computational coprocessor that offloads portions of the work that would traditionally
be executed on the CPU. In addition to reducing the workload on
the CPU, Scout also benefits from the computational performance
rates of the GPU. In our initial experiments, the graphics hardware
has routinely outperformed the main processor by at least of factor of 6×. The streaming architecture also enables the computation
of many types of derived data, thus avoiding the need to allocate
system or texture memory for intermediate storage.

2

Overview

In designing Scout we had several goals for the programming language. In particular, we wanted it to be simple and concise and yet
have it reveal the parallel nature of the underlying GPU hardware
without complicating the language. Additionally, we wanted to give
users flexible control for producing both general purpose computations as well as visualization results. Finally, we wanted the users
to have an interactive environment for exploring data. The goals
for the language roughly place Scout between of the Brook and

Figure 1: The tangential velocity of a core collapse supernova simulation. Blue regions represent lower velocity while green, yellow,
and red represent higher values. The white outer shell represents
the entropy of the shock front.

3
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1

Introduction

We have created a digital painting medium, IMPaSTo, which leverages the GPU both to simulate and to render a virtual material similar to oil or acrylic paint. Using our paint model, users can interactively create works in a realistic, thick impasto style on the
computer.
We model the paint using a simplification of fluid dynamics
equations including a conservative, volume-preserving advection
scheme, and render paint interactively using a high-accuracy
8-wavelength implementation of the Kubelka-Munk diffuse reflectance model. Using the GPU we are able to perform all of these
calculations in real-time as the user manipulates a virtual 3D brush.

2

Paint Dynamics

Given the computational resources necessary, the motion of paint
can be modeled convincingly using the Navier-Stokes equations
which determine a velocity field for the fluid, v:
∂v
= −(v · ∇)v + ν∇2 v − ∇p + F, ∇ · v = 0,
(1)
∂t
subject to appropriate boundary conditions. We use a simplified
model for the fluid dynamics, which captures only the dominant
terms that contribute to v, and use carefully chosen heuristics to
capture the rest of the desired behavior. Additionally, for performance we treat a painting as a stack of height fields rather than a
general 3D volumetric fluid. We identify two dominant components
of v. The first is the boundary velocities, which come from the motion of the 3D brush at the brush-paint interface. The second comes
from pressure and incompressibility. We simulate paint on the GPU
using a 5-stage simulation pipeline.
The first stage in the paint pipeline computes a penetration texture
containing the exact region of contact between the 3D brush and
the canvas’s displaced heightfield surface. In Stage 2 we use a vertex program to compute per-vertex brush velocities by finite differencing, and then a fragment program turns these into a texture
containing the 3D brush’s velocity at every canvas texel. This stage
also computes an approximate pressure contribution to the velocity from the gradient of the penetration depth texture from Stage
1. Next, in Stage 3, a fragment program advects paint volume and
paint color using a conservative advection scheme with the velocity
texture from Stage 2. Finally, fragment programs in Stage 4 and
5 compute the amount of paint per-texel transferred back and forth
between the brush and canvas.
By using the GPU, we are able to compute many per-pixel collision
queries, velocity calculations, advection operations and paint transfer operations in parallel every cycle taking advantage of the GPU’s
SIMD capabilities. Furthermore, many of the operations required in
computing the paint transfer between the 3D brush and canvas are
naturally implemented by rasterizing the 3D brush surface under a
2D orthographic projection, a job at which the GPU excels. Once
the brush is rasterized on the GPU, implementing all the remaining
computation also on the GPU allows us to avoid costly readback.

3

Paint Rendering

For rendering, we use the Kubelka-Munk (K-M) [Kubelka 1954]
diffuse reflectance model which accurately captures the color char-

Figure 1: A painting created with our GPU paint model, IMPaSTo.
acteristics and non-linear blending of pigmented materials like
paint. We have realized an implementation of these equations in
a form suitable for efficient execution using fragment shaders.
We allow the user to choose from a palette of up to eight paints,
and implement a paint layer as either two 4-channel textures or one
texture with 8 components packed as half-precision floats. We also
evaluate the K-M equations using 8 sample wavelengths, rather than
the 3 RGB samples some previous authors have used.
To properly evaluate the K-M equations, approximately 450 linear
floating point operations (add, multiply) and 60 non-linear operations (division, trigonometric functions) must be performed per
pixel. Every updated pixel must perform the same operations. By
using GPU-based fragment programs, different pixels may be evaluated by every pipeline in parallel. Also, many of the linear operations can be resolved by simple dot product operations. The
GPU-supported 4 channel floating point types, along with the single instruction dot products, create significant improvements when
executing these steps. Finally we have found that acceptable results can be obtained with lower than 32 bit precision (the float data
type). By using GPU supported 16 bit floating point types (the half
data type), we are able to achieve a significant speed-up.
Our rendering pipeline consists of several fragment shaders which
convert the initial pigment concentration and heightfield data at
each canvas pixel into RGB for display. All of our textures are
either half or full precision floating point, as determined necessary.

4

Results

We have integrated our paint model with a prototype painting system to simulate an oil-paint-like medium. An image created with
the system is shown in Figure 1. We provide the user with a large
canvas, then run the simulation and rendering fragment programs
as needed with the computational rendering window clipped to the
vicinity of the brush. On an engineering sample GeForce FX 6800
board we were able to push over 1.5M texels per second through
our entire 5 stage simulation pipeline, and maintain complete interactivity under normal usage. For a demonstration video, additional
images, and more details, please visit our project website.
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Introduction
Due to inherent complications with ultrasound imaging,
B-mode ultrasound images always suffer from speckle
and noise, which greatly restricts their clinical utility.
Even though many image restoration algorithms have
been investigated, they can be expensive and require
large memory bandwidth. We investigate algorithms
for real-time ultrasound image restoration which can
exploit features of modern computer graphics hardware
architectures.

veloped, cooperating with four color packing strategy.
The other variable, the variance σ 2 , is updated following the method in the original model but with the second order MRF neighborhood system replaced by the
first order one, which can be computed in two passes
using the chessboard idea. For each image, the point
spread function (PSF) is computed using homomorphic
transformation [Taxt 1995] on CPU and sent to GPU
together with the image, and r and σ 2 are alternatively
estimated, see Figure 1.

¶
³
Estimated PSF
¶
³
³
µ
´¶ ?
Restoration on GPUs
6
r by CG - σ 2 by MCMC µ
´
µ
´
Image
6
The 2D Bayesian deconvolution method proposed by
CPU
GPU
Husby et al. [Husby et al. 2001] is an effective, but
expensive, approach for representing underlying tissue
Figure 1: Schematic diagram of estimation process.
structures. We interpret Husby’s model in the Joint
Maximum A Posteriori (JMAP) framework and solve
an optimization problem. Markov Chain Monte Carlo
(MCMC) sampling with Markov Random Fields (MRF)
Conclusion
in their model requires sequential updating and is not
We implemented our algorithm on an NVIDIA
suitable to be mapped onto GPUs, since users have no
Quadro 3000 GPU, using Cg and OpenGL. We
control over the fragment processing order on current
experimented with both synthetic images and
parallel fragment processor architectures. Our solution
real ultrasound images acquired from a commercombines the deterministic optimization approach and
cial ultrasound machine (see project webpage at
the stochastic approach, and can be implemented on
http://www.cs.rutgers.edu/∼qwei/GPU). Compared
GPUs.
to the CPU-based implementation of Husby’s model,
For the reflectance r, one of the parameters being
the computational time of each iteration on a 128 × 128
estimated, we solve its conditional density function itimage is reduced dramatically from 1.09 second to
eratively by the Conjugate Gradient (CG) method. By
11.27 millisecond. Estimation at interactive rates can
doing this, all the pixels are subject to the same operbe achieved. From our experiments, we conclude that
ations and can be updated simultaneously in each iterwith careful design and implementation, the GPU can
ation using their values from last iteration, which are
be a promising co-processor for performing complicated
stored in a texture. This is in contrast to the CPU
image-related computations in medical imaging system.
implementation of MCMC, in which only one pixel is
updated inside the loop.
The most expensive step in CG method is the matrix
References
vector multiplication. Since the convolution operator in
Husby, O., Lie, T., Lango, T., Hokland, J., and Rue, H.
the model is symmetric and banded, a direct multiplica2001. Baysian 2-D deconvolution: A model for diffuse ultration of the Hessian matrix with the objective variable is
sound scattering. In IEEE Trans. on Ultrason. Ferroelec. Frec.
not necessary but can be computed by local convolution
Contr., vol. 48, 121–130.
in 2D image space. An efficient convolution idea is deTaxt, T. 1995. Restoration of medical ultrasound images using
two-dimensional homomorphic deconvolution. In IEEE Transactions on Ultrasonics, Ferroelectrics, and Frequency Control,
vol. 42, 543–554.
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1

Introduction

32-bit floats rather than 64-bit doubles). In fact,
by default most molecular simulation packages will
perform the force calculation with 32-bit floating
point values on the CPU.

Simulating molecular dynamics, computing the motion
of atoms, is of great interest to the bioinfomatics and
drug discovery community. The main application area is
for predicting and understanding how proteins assemble
themselves, or “fold,” which determines how they operate in biological systems. Current numerical simulations
may take on the order of days to simulate a few nanoseconds of motion which is long enough for simple proteins
to fold. However average-sized proteins may take up to
hundreds of milliseconds to complete folding. Simulating these time scales requires huge amounts of compute
power.
In this poster, we explore the use of programmable
graphics hardware to accelerate the simulation of molecular dynamics. We present some of the algorithmic challenges mapping molecular dynamics onto this platform.
In addition, we discuss some of the limitations of current
GPUs which can pose additional constraints. Finally,
we compare our redesigned implementation customized
for GPUs with an assembly-level CPU optimized implementation. This is an ongoing research project at
Stanford University and a collaboration between the
Stanford Graphics Lab, Mechanical Engineering, and
Physical and Biophysical Chemistry departments.

2

• Implementation and Results
One of the leading software packages used simulate
protein folding is Gromacs which we have modified
to perform all non-bonded force calculations on the
GPU using Brook, a general purpose programming
language for GPUs. This section deals with the
algorithmic modifications to Gromacs and how we
dealt with some of the hardware constraints. The
major change was to minimize the bandwidth requirements of the force function. We perform twice
as much computation as the CPU implementation
but with an order of magnitude less bandwidth requirements. Since bandwidth is more expensive
than computation on the GPU, we show a significant performance benefit. This modification is a
good example of the differences in optimizing and
application for the GPU versus the CPU. We provide a performance breakdown for both the ATI
Radeon X800 XT and the NVIDIA GeForce 6800.
• Future Work
Molecular dynamics on GPUs is an ongoing research project at Stanford. This section outlines a
some of the current issues we are exploring, which
include: understanding precision issues in molecular dynamics such as 32-bit versus 24-bit versus
16-bit floating point arithmetic as well as the precision of the higher order math operators such as
rsqrt, sin, and cosine; implementing the remaining
computationally intensive operations such as creating the acceleration data structure and the bonded
force calculations; and finally continuing to look at
different ways to restructure the computation to
optimize for the GPU.

Poster Presentation

The poster consists of three parts:
• Understanding Molecular Dynamics
The majority of simulation time is spent computing the non-bonded forces between atoms. A simple simulation consisting of 15,000 water molecules
can spend over 65% of the computation time computing these non-bonded forces. This part of the
computation is desirable for porting to the GPU for
two reasons. First, it constitutes a large portion of
the total run time. Second, the force calculation
can be performed with less floating point precision
than the rest of the calculation. The net force on
an atom is relatively large compared to the time
step used to update the position. Since we will be
multiplying the force by relatively small value, we
do not require much floating point precision (i.e.

1
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Let h b x c y d and N b x c y d be the height field and its unit length surface
normal vectors, respectively. For feature preserving diffusion of h ,

we use the two step algorithm described in [Tasdizen and Whitaker
2003]:

Step 1. Anisotropic Diffusion of Face Normals : Anisotropic
diffusion of a given vector field N can be implemented by the
following system of non-linear PDE

e fIb dIg

∂N
∇ c∇N
∂t
The conductance value, c, is large for areas of the vector field
with low curvature and small for areas with high curvature.
This smoothes the vector field while preserving sharp edges.
This PDE can be linearized and solved using semi-implicit
integration. Stepping forward in time by an amount ∆t we get

bIh

b id d j e N
(1)
where L b c d is the linear operator with fixed conductances.
∆tL c N

bcd
k
b M f Md hb M f Nj d dxdy

j

Step 2. Mesh Refitting to Normals : We minimize the following
energy to refit the height field h x y to the normal field N
resulting from equation 1:
1
2

where M is the normal vector of the current height field h.
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Multigrid approaches are widely used for solving various PDE
problems [Briggs et al. 2000]. However, previous GPU multigrid
solvers [Goodnight et al. 2003] cannot be used directly to solve the
equation 1 due to the spatially varying c term. We solve this problem by pre-computing the conductance values on the finest grid and
restricting these values to the coarse grids. The initial conductance
values are computed as follows:

  
exp | }~
c b ed
e
are face normals adjacent to the edge e and k is
1 n 1 n2
k

2

We employed full-weighting (using 8 neighbors) and injection
schemes for restriction/interpolation [Briggs et al. 2000]. For conductance restriction, we developed a circuit-like downsampling
method for faster convergence (about 2x).

Figure 1: Conductance restriction using circuit-sampling. Left : fine level
grid, Middle two : star circuit to delta circuit, Right : coarse level grid

All computations are done on a single 32bit float pixel buffer with
multiple surfaces (double buffers + four AUX buffers) to avoid GL
context switch overhead. All shader programs are written in ARB
vertex/fragment assembly language. FRONT buffer contains results
of relaxation, AUX0 contains residuals, and AUX1 contains conductance values. BACK and AUX2 buffers are used as temporary
buffers. Several surfaces can be bound at the same time as multiple
textures, and any bound surface cannot be used for rendering target.

Â ÃÄWYGR4] JaG

A single multigrid V-cycle on 513x513 dataset takes about 0.2 sec
on Nvidia FX 6800 Ultra graphics card. The multigrid solver converges after seven V-cycles and takes about 3.5 sec including the refitting step for the figure 3 (∆t 100, k 0 05), about 10x speeding
up compared with the CPU implementation [Tasdizen and Whitaker
2003].

e

e g

Figure 2: Comparison of smoothing results. Our method (right) preserves
sharp creases after smoothing. Left : input noisy mesh, Center : isotropic
smoothing, Right : anisotropic smoothing

where n1 and n2
a diffusion constant. Once conductance values are computed, they
are stored and reused in later V-cycles. Pseudo code for the main
algorithm for multigrid solver and a recursive definition of V-cycle
are as follows:
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Figure 3: Feature-Preserving Smoothing of Height Field Data. Left : input
height field data (513x513), Right : result of anisotropic smoothing
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1 Introduction
Fluid simulation is always a hot topic in computer graphics
community. There is much work focused on this [1,2,3], trying
to simulate water flowing, cloud animation, fire, smoke etc. We
have implemented a system to simulate fluid flowing in 2D and
3D domain, which can process complex boundary conditions
easily and efficiently on GPU.

2 Fluid Simulations on GPU
To depict the flowing effects more exactly the Navier-Stokes
Equations (NSEs) which mainly include two parts, the
continuous equation (1) to ensure mass conservation, and the
momentum equation (2) to ensure the momentum conservation
are used.
∇ ⋅u = 0
(1)
(2)
∂ u ∂ t = − (u ⋅ ∇ )u + v∇ 2u -∇ p + f
Here u is the velocity vector, v is the coefficient for control of
the diffusion, f is the external force and p is the pressure.
Because of its good stability, we adopt semi-Lagrangian method
[4] to solve the advection of NSEs without pressure. We
compute the Possion equation of pressure, and then correct the
velocity field with the pressure.
To illustrate the flowing effects, the two scalar variables,
density ρ and temperature T are introduced which are
passively convected by the velocity field u, similar to the
momentum equation.
(3)
∂ ρ ∂ t = − (u ⋅ ∇ ) ρ + k ρ∇ 2 ρ + S ρ
(4)
∂ T ∂ t = − ( u ⋅ ∇ )T + k T ∇ 2 T + S T
To take full advantage of parallelism of GPU, we pack the
density and temperature variables into RGBA channels with
velocity variable together for 2D problems in our system. For
3D problems, just the density and temperature are packed
together and flat 3D texture [2] is used to reduce the rendering
pass number.

according to the obstacle information.
Node’s Type(i,j) = Obstacle(i,j,k)*64 +
Obstacle(i+1,j,k)*1 + Obstacle(i-1,j,k)*2+
Obstacle(i,j+1,k)*8 + Obstacle(i,j-1,k)*4+
Obstacle(i,j,k+1)*16 + Obstacle(i,j,k-1)*32

In this way, the boundary condition can be rewritten as
φboundary = dφoffset + e , where d and e are determined from the

equation (1), which are packed to one texture. This texture is
used to modify the velocity and pressure on boundaries.

4 Results
After computing the whole field, we render the flowing effects
with density distribution. So the whole simulation totally
happens on GPU, and the CPU is just used to send commands
and several quads, or to control the display of result. The test
results prove the efficiency of our method.
Figure 1 gives an example to illustrate the Von Karman
vortex street effect in a classic example in computational fluid
dynamics (CFD) field. Compared with the same algorithm on
CPU, this method on GPU will speed up to 14 times on our
machine. Figure 2 provides another example flowing in a maze,
which can be used to simulate the smoke flowing in buildings.
More
demos
can
be
visited
at
http://lcs.ios.ac.cn/~lyq/demos/gpgpu/gpgpu.htm. And the 2D
application is also downloadable on the site.

Figure 1: Flowing around an obstacle in 2D domain

3 Boundary Processing
It’s important to process the boundary conditions for those real
fluid problems. The boundary conditions include Dirichlet
(prescribed value), Neumann (prescribed derivative), and mixed
(coupled value and derivative), as expressed by the equation (1):
(1)
aφ + b ∂φ ∂n = c
Where φ stands for velocity, density, temperature or pressure
etc., a, b and c are the coefficients.
In order to process the complex boundary conditions on
GPU, we take the obstacle information into an image, with 1
standing for fluid, 0 for obstacle. By doing so, we can take
advantage of higher parallelism of GPU. It’s easy to implement
in 2D domain, but in 3D domain, we clip the bounding box with
stencil buffer to form the correct obstacle information that is
different from [2].
We discrete equation (1) in first order, then the value of
each voxel on boundaries can be determined by one nearest
voxel. So we can generate one texture that consists of the voxel
offsets that determine the value of the current voxel according
to the node type with one fragment program. But before
computing the offsets, we firstly generate one texture standing
for the type of each node by the following coding scheme (2D
problems have the similar form) with one fragment program

Figure 2: Flowing in maze in 3D domain
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Figure 1: Smoke and streamlines representing dispersion simulation results in the West Village area of New York City.
We developed a system for simulating and visualizing the propagation of dispersive contaminants for urban security in open environments characterized by sky-scrapers and deep urban canyons.
Our approach is based on the Multiple Relaxation Time Lattice
Boltzmann Model (MRTLBM), which can efficiently handle complex boundary conditions such as buildings. The readings from various sensors distributed in the environment are used to adapt the
simulation accordingly. We accelerate the computation on the GPU
as well as on the GPU efficiently render many buildings using small
textures. We render the contaminant smoke with self-shadowing
composited with the textured buildings.
The LBM models Boltzmann particle dynamics on a lattice. Particles stream in discrete time steps to neighboring sites. Between
streaming steps, they undergo collision. The MRTLBM uses a general collision model in which many of the hydrodynamic moments
relax toward their equilibria independently. The additional freedom
afforded by the decoupled relaxation parameters, gives the model
better stability and facilitates the coupling of additional physics
compared with single relaxation time LBM (SRTLBM).
In urban environments, some sensors are installed for recording
the wind velocity, temperature, etc. at a real-time speed. Our system provide two methods of adapting the simulation’s numerical
models to accommodate live-sensor input. In the first method, the
effect of the sensor data is incorporated as a body force. In the
second method, we try to trace those boundary nodes that will affect the sensor points and modify those boundary nodes directly to
match the sensor data.
We exploit the GPU to accelerate the MRTLBM simulation because of the locality, and hence parallelizability of LBM operations.
To layout the LBM data, we divide the lattice sites into several volumes. Each volume contains data associated with a given state
variable and has the same resolution as the LBM lattice. To use
the GPU vector operations and save storage space, we pack four
volumes into one stack of 2D textures (note that a fragment or a
texel has 4 color components). The LBM operations (e.g., streaming, collision, and boundary conditions) are translated into fragment
programs that can be executed in one render pass. For each fragment in a given pass, the fragment program fetches any required
current state information from the appropriate textures, evaluates
the result, and renders it to a pixel buffer. When the pass is complete, the results are copied back into another texture.
To visualize the simulation results, we render the buildings of the

city model with textures and plume or smoke with self-shadows in
real-time. Because most of the texture memory is used for simulation, a small number of high resolution textures are used for
buildings. To reduce the repetitiveness, we take advantage of the
programmable fragment shading capability of GPU by implementing a texture-aging-and-variation shader. This shader changes the
overall appearance of a facade texture by adding dirt and cracks
without affecting major features like windows. The smoke volume
is splatted in slices perpendicular to the half angle h = v + l. The
reconstruction results are used to not only render the current slice
but also attenuate the lighting for the next slice.
Fig. 1 shows the simulation results in the West Village area of
New York City, which has 10 blocks and more than 100 buildings. The simulation runs on single GeforceFX 5800 GPU with
resolution of 4.5m (90 × 30 × 60) at interactive speed. Compared
with CPU implementation, the simulation is 8.02 times faster. Fig
2 shows the simulation results in the Time Square area of New
York City, which has 91 blocks and 851 buildings. The simulation runs on a GPU cluster of 30 nodes with resolution of 3.8m
(480 × 80 × 400) and each simulation step consumes 0.31 seconds,
which is 4.6 times faster than a CPU cluster implementation.

Figure 2: Plume in the Time Square area of New York City.
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1

Introduction

Haptic rendering of forces and torques between interacting objects,
also known as 6 degree-of-freedom (DoF) haptics, has been demonstrated to improve task performance in applications such as molecular docking, nanomanipulation, medical training, and mechanical
assembly in virtual prototyping. Surface texture is one of the most
important haptic cues [Klatzky and Lederman 2002], but previous
techniques for 6-DoF haptic rendering, such as [McNeely et al.
1999; Otaduy and Lin 2003], could not capture texture effects, due
to sampling limitations.
We have developed a novel haptic rendering algorithm that, similar to graphic texture mapping, represents objects as low resolution
polygonal models along with haptic textures storing fine geometric
detail (See Fig. 1). A GPU-based algorithm for computing directional penetration depth enables us to haptically display intricate
interaction between highly complex models at update rates of several hundred Hz.

direction. At each fragment, we can obtain the original surface
position values by looking up the haptic textures. We then perform a second pass over the intersecting region, where we subtract
the height fields of both surfaces, and the result is copied to the
depth buffer. Finally, we obtain the maximum penetration depth by
performing a binary search on the depth buffer through occlusion
queries, thus avoiding expensive buffer read-backs to the CPU.
Our texture force rendering algorithm requires the computation
of penetration depth and its gradient at each contact location. In
practice, this involves computing the penetration depth at multiple
configurations and applying divided differences. We take advantage
of parallelization and tiling to accelerate the GPU computations.
For more details, please refer to the technical report at our project
website:
http://gamma.cs.unc.edu/HTextures

4

Results

We have tested our new haptic rendering algorithm on polygonal
models of high complexity (hundreds of thousands of triangles)
with rich surface texture, as shown in Fig. 1. The models are simplified down to a few hundreds of triangles, which is roughly the size
that can be handled by existing haptic rendering techniques [Otaduy
and Lin 2003]. Using haptic textures, we compute object penetration depth that captures the original high-frequency geometry, and
we render texture effects that would otherwise be missed.

Figure 1: Haptic Texture Rendering. Left: high resolution textured hammer (433K polygons) and CAD part (658K polygons).
Right: hammer texture of fine geometric detail.

2

Haptic Texture Rendering Algorithm

Our haptic texture rendering algorithm starts by performing
object-space collision detection between low-resolution polygonal
meshes. We identify intersecting surface patches and a penetration
direction at each contact.
We refine the directional penetration depth at each contact using fine geometric detail from haptic textures. We have designed
an image-space algorithm and developed a GPU-based implementation that performs fast computation at haptic rates.
We compute per-contact forces and torques using a novel force
model for texture rendering, inspired by perceptual studies [Klatzky
and Lederman 2002]. Finally, the net force and torque are rendered
to the user.

3

Figure 2: Benchmarks. Left: test scenario for rotation. Middle:
test scenario for translation. Right: complex contact benchmark.
The GPU-based implementation of penetration depth computation enables haptic rendering rates of 500Hz on benchmarks such as
the blocks and gears shown in Fig. 2, and worst-case update rates
between 100 and 400Hz for highly challenging contact scenarios
like the hammer and CAD part shown in Fig. 1 or the file and CAD
part in Fig. 2. We have used a dual Pentium-4 2.4GHz processor PC
and an NVidia GeForce FX5950 graphics card. The rendering time
is linear on the number of contacts. With the performance growth
curve of GPUs exceeding Moore’s Law, we expect to achieve rendering rates of 1kHz in a year or two without further optimizations.

Penetration Depth Computation on GPU

We have developed an algorithm for computing directional penetration depth between textured polygonal models that is well suited for
implementation on GPUs. We assume that, in the regions of contact, the surfaces can be described as height fields. In such cases,
the directional penetration depth can be defined as the maximum
height field difference between the intersecting patches.
As a preprocessing step, we parameterize the low-resolution surfaces used in collision detection, and create haptic textures that
store the position of the full-resolution textured surfaces.
At runtime, we render the intersecting low-resolution surface
patches through an orthographic projection along the penetration
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The Stony Brook Visual Computing Cluster.
In this work, we use a cluster of GPUs for high performance scientific computing and large-scale simulation. Our scalable GPU
cluster, named The Stony Brook Visual Computing Cluster, currently has 32 nodes connected by a 1 Gigabit network switch. Each
node consists of an HP PC with an Nvidia GeForce FX 5800 Ultra
(128MB video memory) for GPU computation.
As the first example application, we have implemented on the
GPU cluster a large-scale flow simulation using the computational
fluid dynamics (CFD) model known as the Lattice Boltzmann
Model (LBM). The LBM is second-order accurate in both time
and space. The numerical method is highly parallelizable due
to its linear nature, and most notably it can easily accommodate
complex-shaped boundaries. The LBM models Boltzmann dynamics of “flow particles” on a 3D lattice. This dynamics can be represented as a two-step process: (1) Particle distributions stream synchronously along lattice links associated with different velocity directions. (2) Between streaming steps, collisions locally drive the
system toward equilibrium while conserving mass and momentum.
We have previously implemented the small-scale LBM computation on a single GPU. The particle distributions, velocity, and density are grouped into volumes and packed into stacks of textures.
The streaming and collision operations are implemented by fragment programs that fetch any required neighbor state information
from the appropriate textures, perform the computation, and then
render the results to textures.
The main challenge in scaling LBM computation on the GPU
cluster is to conduct the communication between GPU nodes. This
communication is due to the fact that in every computation step,
particle distributions at border sites of the sub-domain may need
to stream to adjacent nodes. We need to read the outward streaming distributions from different channels of different textures in the
GPU, transfer them through the network to appropriate neighboring
nodes, and finally write them into appropriate texels of multiple textures in the GPUs of neighboring nodes. Currently, the upstreaming
data from GPU to PC memory through AGP bus is slow and slows
down the whole communication. To minimize the overhead of reading data from the GPU, we gather together in a texture all the data
that a node needs to send out and then read them out in a single read
operation.
Overlapping network communication time with the computation

LBM flow simulation in the Times Square Area of NYC, visualized by streamlines. (480 × 400 × 80 lattice size, 1.66km
× 1.13km area, 91 blocks and roughly 850 buildings.)
time is feasible, since the CPU and the network card are all standing
idle while the GPU is computing. However, because each GPU can
compute its sub-domain quickly, optimizing network performance
to keep the communication time from becoming the bottleneck is
still necessary. We have designed communication schedules to reduce the likelihood that the smooth data transferring between two
GPU nodes is interrupted by a third GPU node. We have also designed a technique to simplify the communication pattern so that
each GPU node will have fewer direct connections with others,
which greatly improved the network performance. Furthermore,
we make the shape of each lattice sub-domain close to a cube to
minimize the size of transferred data.
Using 30 GPU nodes, we have simulated wind flow in the Times
Square area of New York City with a 480 × 400 × 80 LBM lattice.
The simulation runs in 0.31 second / step. Compared to our alternative implementation on a cluster with 30 CPUs (Pentium Xeon 2.4
GHz without using SSE) for computation, the speed-up is above
4.6.
Recent exciting news indicates that the performance of the GPU
cluster will be further improved with the PCI-Express bus to be
available this year. By connecting with a PCI-Express slot, a GPU
can communicate with the system at 4GB/sec in both upstream and
downstream directions. Moreover, the PCI-Express will allow multiple GPUs to be plugged into a single PC. The interconnection of
these GPUs will greatly reduce the network load.
Although this work has been focused on LBM simulation, many
numerical problems such as cellular automata, finite differences and
finite elements, can be scaled on the GPU cluster as well (or by
using some help of the CPUs). We plan to work on this in the future.
Considering the attractive Flops/$ ratio and the rapid evolution of
GPUs, we believe that the GPU cluster is a very promising tool for
scientific computation and large-scale simulation.
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Introduction

GPUs are well-optimized for 3-D vector and matrix operations, and
complex computations on the frame-buffer pixel or image data.
These operations are efficiently processed using multiple vertex
and pixel processing units, each of which is programmable, allowing a user to execute a custom program. Moreover, the capabilities of GPUs to perform frame-buffer computations has been
growing at a rate faster than Moore’s law for CPUs. Different algorithms have exploited these capabilities to compute interferences
or overlapping regions or to cull away portions of the models that
are not in close proximity. These GPU-based collision detection
algorithms are widely used for performing interactive simulations
in gaming and virtual reality applications, robot motion-planning,
line-of-sight queries etc. Further, many of these algorithms involve no preprocessing and therefore apply well to both rigid and
deformable environments. In practice, GPU-based algorithms can
offer better runtime performance as compared to object-space collision detection algorithms.
However, GPU-based collision detection algorithms suffer from
limited precision. This problem is due to the limited viewport resolution (up to 11 bits on current GPUs), sampling errors and depth
precision errors. Due to these errors, prior GPU-based algorithms
may miss collisions and may result in an inaccurate simulation. In
contrast, object-space collision detection algorithms are able to perform more accurate interference computations using IEEE 32 or
64-bit floating arithmetic on the CPUs.
We present a simple and efficient algorithm for fast and reliable
collision culling between triangulated models in a large environment using GPUs. We perform visibility queries to eliminate a subset of primitives that are not in close proximity, thereby reducing
the number of pairwise tests that are performed for exact proximity computation. We show that the Minkowski sum of each primitive
with a sphere provides a conservative bound for performing reliable
2.5D overlap tests using GPUs. For each primitive in a collection
of triangles, our algorithm computes a tight bounding offset representation. The bounding offset representation is a union of object
oriented bounding boxes where each OBB encloses a single triangle. Our algorithm performs visibility queries using these UoBBs
on GPUs to reject primitives that are not in close proximity. Our algorithm guarantees that no collisions will be missed due to limited
framebuffer precision or quantization errors during rasterization.

2

Ming Lin

Algorithm

Our algorithm CULLIDE [Govindaraju et al. 2003] uses the imagespace occlusion queries available on current GPUs and computes a
potentially colliding set (PCS) of objects. Given n objects that are
potentially colliding P1 , ..., Pn , we present a linear time two-pass
rendering algorithm to test if an object Pi is fully visible against the
remaining objects, along a view direction. Occlusion queries are
used to test if an object is fully visible or not. To test if an object P
is fully visible against a set of objects S, we first render S into the
frame buffer. Next, we set the depth function to GL GEQU AL
and disable depth writes. The object P is rendered using an occlusion query. If the pixel pass count returned by occlusion query
is zero, then the object P is fully visible and therefore, does not
collide with S. Using this formulation, we prune objects Pi that
do not overlap with other objects in the environment. The algorithm begins with empty frame buffer and proceeds in two passes
as follows:
In the first pass, we rasterize the primitives in the order
P1 , ..., Pn testing if they are fully visible. In this pass, if a primitive Pi is fully visible, then it does not intersect any of the objects
P1 , ..., Pi−1 . In the second pass, we perform the same operations
but render the primitives in the order Pn , .., P1 . In this pass, if a

Figure 1:

Reliable interference computation: This image highlights the intersection
set between two bunnies, each with 68K triangles. The top right image (b) shows the
output of FAR and the top left image (a) highlights the output of CULLIDE running
at a resolution of 1400 × 1400. CULLIDE [Govindaraju et al. 2003] misses many
collisions due to the viewport resolution and sampling errors.

primitive Pi is fully visible, then it does not intersect any of the objects Pn , .., Pi+1 . At the end of two passes, if a primitive is fully
visible in both the passes, the primitive does not interfere with the
remaining primitives and is removed from the PCS. The view directions are chosen along the world-space axes and collision culling is
performed using orthographic projections.
In order to resolve sampling errors, we compute the Minkowski
sum of a sphere whose radius is a function of the viewport resolution and frame-buffer precision and each primitive P , and use it for
performing reliable collision culling [Govindaraju et al. 2004].

3

Results

We utilize the GPU for fast and reliable pruning of primitive pairs
and perform exact interference tests on the CPU. We have implemented this collision culling algorithm on a Pentium IV PC with
NVIDIA GeForce FX 5950 card. Our results are demonstrated on
two complex simulations as shown in the supplementary images
and video at
http://gamma.cs.unc.edu/FAR
Dynamically generated objects: A breaking object simulation in
which a bunny composed of 35K polygons falls on a dragon composed of 112K polygons and fractures the dragon. As the simulation progresses, hundreds of broken pieces are introduced and our
algorithm takes 30 − 60 ms to compute all collisions.
Tree with falling leaves: In this scene, leaves fall from the tree
and undergo non-rigid motion. They collide with other leaves and
branches. The environment consists of more than 40K triangles and
150 leaves. Our algorithm, FAR, can compute all the collisions in
about 35 msec per time step.
As compared to earlier collision detection algorithm, the key advantages of our approach are:
• More reliable computations over prior GPU-based methods;
• More effective culling over existing CPU-based algorithms;
• Broad applicability to non-manifold geometry, deformable
models, and breaking objects;
• Interactive performance with no preprocessing and low memory overhead.
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Figure 1: LBM-based flow simulation results

Figure 2: Melting of a chocolate-like vase due to hot air

We simulate flow dynamics including thermal effects on the
GPU. The computational approach couples the Multiple-relaxationtime Lattice Boltzmann Model (MRTLBM), a relatively new approach in computational fluid dynamics, with a finite difference discretization of a standard diffusion-advection equation for temperature. Real-time performance is achieved by accelerating the computation of both the MRTLBM and the diffusion-advection equation
on the GPU.
The LBM models Boltzmann particle dynamics on a lattice. This
lattice is a structured grid whose unit cell includes the center cell
with zero velocity and the second-nearest and/or the six nearest
neighbor axial links. Stored at each lattice node are the packet distributions fi and hydrodynamic moments (i.e. density, momentum,
energy, etc.) mi , each associated with a velocity vectors ei , where
i identifies a particular link. For a node r at time t, the macroscopic
fluid density, ρ(r, t), and velocity, u(r, t), are computed from the
velocity distributions as follows:
ρ=

X
i

fi

u=

1X
fi ei
ρ

(1)

i

The LBM updates the packet distribution values at each node
based on two rules: collision and streaming. Collision describes
the redistribution of packets at each local node. Streaming means
the packet distributions move to the neighbor along the velocity
link. We implement the MRTLBM where the collision step is performed in the space of moments because it achieves better numerical stability and greater flexibility than the previously used singlerelaxation-time LBM (SRTLBM). The two step process of collision
and streaming becomes:
|f (r, t+ )i = |f (r, t)i − M −1 S[|m(r, t)i − |meq (r, t)i]

(2)

|f (r + ei , t + 1)i = |f (r, t+ )i

(3)

where |f i and |mi represent the vectors composed by all the fi
and mi , respectively. M is the constant transformation matrix between |f i and |mi which is defined as |mi = M |f i. The components of the vector |meq i are the local equilibrium values of the
moments. To capture thermal effects in a flow, temperature is coupled to the MRTLBM through the energy moment that the model
∗ http://www.cs.sunysb.edu/∼vislab/projects/amorphous/

Table 1: Running time per step measured in milliseconds
Simulation
Software version
GPU version
Speed up

SRTLBM
no temperature
317
51
6.2

MRTLBM
without
temperature
464
53
8.8

MRTLBM
with
temperature
678
75
9.0

exposes. The temperature is modeled separately with a standard
diffusion-advection equation,
∂t T + u · ∇T = κ∆T + q2 (γ − 1)c2s0 ∇ · u,

(4)

where κ is the thermal diffusivity of the fluid and q2 is a constant
coupling coefficient. This equation is computed on the GPU using
the trivial explicit finite difference operators.
Due to the parallel nature of the LBM and the locality of its operations, mapping it onto the GPU is straightforward. The basic
scheme is as follows: All the distributions, velocity and density, are
grouped into volumes and then packed into stacks of 2D textures
accordingly. Fragment programs evaluate the LBM update equations for each time step. The fragment programs fetch any required
neighbor state information from the appropriate textures, perform
the computation, and then render the results to a pixel buffer. The
results are copied back into textures for use in the next computational pass.
However, unlike previously used SRTLBM, the collision operation of MRTLBM requires a matrix-vector multiplication (see Eqn
2). The dimension of the matrix and the vector are 13 × 13 and 13
respectively. Therefore, we decompose the matrix and vector into
4-dimension matrices and vectors and use the built-in matrix-vector
operations that are greatly optimized in graphics hardware.
Table 1 characterizes the performance for a lattice of size 50 ×
50 × 50, which is measured on a computer with a 2.53 GHz Intel
Pentium 4 CPU (not using SSE though) and an Nvidia GeForce
FX 5950 Ultra GPU. Figure 1 shows LBM-based flow simulation
results. Figure 2 shows the melting of a chocolate-like vase due to
hot air.
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Cellular automata (CA) simulations consist of a collection of independently acting cells and states associated with those cells; cells
change state in lockstep, with each cell’s next state determined
by its current state and the states of cells in some local neighborhood. The discrete nature of CA simulations allows them to be
computed efficiently and a vast array of computations have been
implemented as CA simulations, including simulations of physical processes more typically modeled with partial differential equations. The best-known CA simulation is Conway’s “Game of Life,”
a very simple rule set that exhibits a wide range of complex behavior. An early NVIDIA demo showcased dependent texture mapping by implementing the game of life on a GPU. We have been
studying the suitability and implementation of more elaborate CA
simulations–in particular CA simulations using more sophisticated
local neighborhood computations–on graphics hardware.
Harris et al. [2002] used a floating-point variation of CA’s called
a coupled map lattice (CML) to create physically based simulations of phenomena such as boiling, convection, cloud formation,
and reaction-diffusion processes. They implemented the CML on
early programmable graphics hardware and achieved speedups of
about 25x over a roughly equivalent CPU implementation. However, their simulations required sampling only the four direct nearest neighbors. For many CA simulations, this is insufficient; for
example, cells may query a non-fixed radius of neighbors. The resulting large and varying neighborhoods eliminate some of the simplicity exploited in Harris et al.’s GPU implementation. So while
this work demonstrated that GPU’s could be a useful tool for speeding up simple CA simulations, more complex CA models with less
straightforward texture sampling require different strategies in their
GPU implementations.
The study of excitable media is one domain where CA models have
been found useful for approximating real life behavior. Excitable
media have the property that signals can propagate through the
medium without damping. One example of excitable media, which
has motivated our work, is cardiac tissue simulation. CA models of
excitable media are useful in studying cardiac electrophysiological
behavior. Without the use of CA models, cardiac tissue simulations
require solving elaborate systems of partial differential equations.
Such problems would typically be sent off to supercomputer facilities, often computing for hours or days to simulate even a small
piece of tissue. Therefore much interest has been shown in CA
models that produce the same macroscopic behavior as the PDE
models at far less computational expense. Gerhardt et al. [1990]
designed a CA model that adheres to the curvature and dispersion
properties found experimentally in excitable media.
The driving goal of our research is to study atrial fibrillation in real
time. Atrial fibrillation (AF) is a heart disorder found in about 2
million Americans where the atrium of the heart beats excessively
in uncontrolled rhythms asynchronous with the regular beat of the
heart. This can cause a wide variety of symptoms, including shortness of breath, dizziness, and chest pain, as well as lead to other
heart disorders. AF is often caused by dead cardiac cells which create a region of inactivity on the tissue. This can result in reentrant
waves which re-excite recovering regions of tissue before expected.
To meet our goal of real-time AF simulation and visualization, we
hope to develop a CA model that can generate the same behavior
as cardiac tissue electrical activity, and to accelerate that model on
the GPU. With such a model, a user could interact with the sim-

David Luebke

ulation in real time, introducing new regions of conduction block.
For example, such a model would enable virtual ablation therapy
prior to operating on a patient to see if the proposed solution is even
feasible. We chose the Gerhardt model as a starting point.
We have implemented the Gerhardt model in a fragment shader for
the GPU and have achieved speedups of roughly 10x over an equivalent CPU implementation. The challenge here is the size of the local neighborhood: the Gerhardt model pools the excitation states of
cells in a circular neighborhood within an arbitrary radius to determine the new excitation state of the cell. We chose a 3-cell radius,
requiring a 7x7 neighborhood. We attribute the 10x speedup to the
high memory bandwidth of the GPU, as well as to the design of
the texture cache (optimized for 2D lookups). Although this result
is promising, we believe that the original Gerhardt model does not
simulate real life behavior of cardiac tissue accurately enough for
use in virtual ablation, and have been investigating alternative CA
models.
One conceptually simple improvement is to jitter the location of the
cell center within each cell, potentially affecting its “visibility” to
other cells. This change allows the model to generate circular focal
waves–which the original model could not do–but proves difficult
to efficiently implement on the GPU since the contributing neighborhood now varies for each cell. To support this on the GPU, we
precompute a binary visibility map that indicates which neighbors
are visible for each cell. The fragment shader implementing the CA
simulation uses this map to weight contributions from each neighbor. A radius of 3 cell widths would seem to require 48 binary
visibility values, but since some immediate neighbors always fall
within the radius we can pack the visibility map into a single 32-bit
texture of the same dimensions as the CA domain. However, lacking bitwise manipulation on current GPUs, unpacking the visibility
requires expensive fmod operations and degrades performance to
only 20% faster than the CPU implementation.
We are now working on a new CA model to replace the Gerhardt
model. Since we are interested in simulating cardiac tissue, we
should not require a neighborhood radius of greater than one (real
cardiac cells only interact with direct neighbors via physical connections called gap junctions). Our new model also reflects the
shape of real cardiac cells, which have varying lengths and are laid
out in brick-like patterns. As a result, each cell connects to a variable number of neighbors. The resulting connectivity graph is a
planar graph. Our current challenge is to find an efficient mapping
of this model to the GPU with its regular-grid texture domains. Our
preliminary results are encouraging and we hope to achieve significant speedup (10x or better) over the CPU implementation, while
still maintaining the properties of cardiac wave propagation.
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Abstract
Rendering realistic moving water is one of the key techniques that
immerse the viewers into interactive graphics world including computer games. Physical simulations based on computational fluid
dynamics (CFD) is useful for rendering the realistic behaviour of
water. However, real-time fluid rendering has been one of the challenging tasks because of high computational cost of CFD. According to the recent development of programmable graphics hardware,
many graphics functions are replaced by hardware processors. In
this research we propose real-time particle-based fluid simulation
with Smoothed Particle Hydrodynamics (SPH) on Graphics Processing Unit (GPU).

1

Introduction

SPH [Müller 2003] is one of the CFD methods which represent fluid
as a collection of particles instead of grid-based field. Field quantities are expressed as a summation of physical values each of which
is weighted by smoothing kernel product in the vicinity of each
particle. Thus the particle density around each particle is dominant
factor for initiating the dynamics. We’ve designed to create neighbor map to express particle density by scanning over neighborhood
for each particle on CPU, then the neighbor map is treated as a texture form that can be rapidly processed by fragment programs on
GPU.

2

by drawing a line along u-axis, whose length is equivalent to the
number of neighbor particles[Fig2].

Figure 2: Compute Smoothing Kernel
The rate of change of density is calculated according to equation (1) with the computed smoothing kernel texture and neighbor
map texture as parameters[Fig3]. Equation (1) can be computed by
fragment program for collecting the product values after completing operation of the kernels. Acceleration due to the pressure can
be calculated in the same way, because equation (2) has the same
form.

Process Outline
Figure 3: Compute Rate of Change of Density
Process for detecting collisions and deriving their response uses
the textures for triangle mesh of the surfaces, position and velocity
as input and output an acceleration texture.

3
Figure 1: Process Overview
In proposed method, each particle has its position, velocity, acceleration, pressure, mass, and density. Fig1 shows the process flow.
Before computing on GPU, a neighbor map in a form of 2D texture
is constructed on CPU to store indices of the particles along u-axis
in the vicinity of a particle indexed by v coordinate[Fig2]. The dynamics is driven by the rate of change of density and acceleration
due to pressure, which are then computed by following equations.
d ρi
v j ) · ∇W (|~ri − ~r j |)
(1)
= ∑ m j (~vi − ~
dt
j
d~vi
dt

=

− ∑ m j(
j

Pj
Pi
+ )∇W (|~ri − ~r j |) +~g
ρi2 ρ 2j

(2)

where m is mass of a particle, v is its velocity, P is its pressure,
ρ is its density, W is the smoothing kernel between particle i and
particle j, ~g is a gravitational acceleration, respectively.
A smoothing kernel texture is computed by referring a neighbor
map texture to store the values of kernel and their gradient as RGBA
texture values with the same arrangement as the neighbor map. The
number of particles to be referred from neighbor map is computed
∗ e-mail:

Experimental Results

We conducted simulations with 2197, 2744, 3375 particles by proposed method and only by CPU (Table 1). Intel Pentium 4 2.8GHz
and NVidia GeForce FX 5950 Ultra are used for the experiments.
Proposed method processed about 4 times faster than only by CPU.
Table 1: Performance results [Iterations per second]
Number of Particles
2197 2744 3375
CPU
24.7
20.1
16.3
Proposed process
105.8
88.3
70.0

4

Conclusion

We have proposed a particle-based fluid simulation program on
GPU and experimental results showed effective performance.
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An N-body simulation uses numerical integration to approximate the evolution of a system
of N bodies whose mutual interactions are
governed by a potential function. In an astrophysical simulation, for example, the bodies
are lumped masses that interact through gravitational potential. In a molecular dynamics
simulation, the bodies are charged atoms that interact
through electrostatic potential. N-body simulations arise
in problems such as plasma flow, incompressible fluid
dynamics, protein dynamics, stellar dynamics, reforestation, and realistic lighting in graphics. A snapshot of a
gravitational simulation is shown in the top figure.
There are several ways to evaluate the
force experienced by each body at a given
timestep in the simulation. The simplest
algorithm is the direct, or all-pairs
method. For each body p, the pairwise
force between p and q is summed for all
bodies q ≠ p to find the total force on p.
O(n2) operations are required to compute
the forces in a system of n bodies.
More efficient algorithms rely on the
superposition of potential fields for a set of bodies Q to
create a new potential function that is used to evaluate
the interaction between p and all bodies in Q. Treebased algorithms such as Barnes-Hut (BH) and Greengard’s Fast Multipole Method (FMM), hierarchically
decompose space using an oct-tree, and at each node
construct the potential field due to all bodies in the region of space subtended by the node. The interaction
between p and all other bodies is given by multiple potential functions (BH) or a constant number of potential
functions (FMM), with total complexity O(n log n) and
O(n), respectively. Complexity and accuracy of BH are
difficult to control, while FMM is difficult to implement and requires large values of n to achieve competitive performance.
The P3M (particle-particle, particle-mesh) method creates a combined potential function for all n bodies that
is evaluated at regularly spaced points on a 3D mesh.
The interaction of p with other bodies in the system
may be decomposed into a number of direct interactions
between p and nearby bodies, and interaction between p
and the combined potential interpolated on a mesh. An
important variant of this method for systems with periodic boundary conditions uses an Ewald sum to evaluate the potential due to all periodic images at each
gridpoint. The P3M methods rely on 3D FFTs to construct the potential on the mesh. When local interaction
costs and the effort to construct the mesh are balanced,
the complexity of the method is O(n log n). Since the
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mesh is relatively coarse, it is often hard to
achieve high performance on the small 3D
FFTs, limiting its performance.
We’ve developed a new method similar in
approach to the particle-mesh strategy but
using much simpler mathematics that is well
suited to implementation on graphics hardware. It relies on the notion of array addition for superposition of potential fields, linear interpolation for arbitrary translation, and partial derivatives to determine the
force from the potential field. The basic idea is to sample the potential field of a single particle on a regular
grid. The sampled potential field (SPF) can then be
linearly interpolated at the location of each
body, multiplied by its mass, and then
added to a global potential field. A 2D
sampled potential field induced by 50 bodies is shown in the figure at the left,
rendered as a height field. The force experienced at any location corresponds to the
gradient at that location. To determine the
force for body p, its own contribution is
subtracted from the global potential field
(as it has no effect on itself), and the partial derivative
(or difference) is taken in each direction, multiplied by
its mass, yielding the force.
The computational complexity of our algorithm is
O(nkd), where there are n bodies, and k samples in each
of d dimensions. Increasing n does not necessarily increase k, so it may be argued that this is an O(n) algorithm. In practice, we expect k to increase with n to
retain accuracy. As with P3M a constant number of
neighboring bodies can interact directly, retaining an
O(n) algorithm without increasing k. This is where
practical implementations come into play. If array addition is fast enough, then k can grow drastically, providing fast and accurate solutions to N-body problems.
Programmable Graphics Hardware provides a natural
setting for the efficient implementation of the SPF algorithm. GPUs excel at array addition, linear interpolation, square root computation, partial derivatives and
have multiple execution units for parallel execution.
Preliminary results indicate that the GPU outperforms a
conventional CPU by a factor of 10 on N-body problems. The GPU implementation is running the all-pairs
simulation at 10.8 Gflops using half-precision floatingpoint values. In contrast, a 2.2 GHz Athlon64 is running
a similar computation at over 500 Mflops in singleprecision. In our poster, we will present details of the
performance comparisons, comparisons of the code,
and a more detailed description of the SPF method.
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Sh is a metaprogramming library that can dynamically generate
stream processing code for both GPUs and CPUs. We are extending the semantics of its stream processing model. Simultaneously,
we are attempting to target both shared-memory and distributedmemory parallel machines in addition to GPUs. The goal is to be
able to efficiently run the same algorithm on either a GPU, on a
single CPU, or on a parallel machine.
As a test application, we are developing a stream-based implementation of a ray tracer. The goal is to enhance our language to
the point that a simple imperative expression of the desired algorithm can be given while still mapping to the multiple targets given
above with high efficiency. In addition, we plan to explore the construction of accelerators for dynamic scenes and the use of arbitrary
shaders in ray-traced scenes. The latter goal is interesting because
it can exploit Sh’s capability to dynamically combine code fragments as well as its capability for data-dependent execution within
the stream processing model.

Parallel Computation
In a parallel computer data and processes are distributed among
a number of processing units and multiple computations are performed simultaneously. Most high-performance computing platforms incorporate parallel architectures, and GPUs are internally
parallel. We are interested in targetting both GPUs and parallel
machines (and eventually, machines with both multiple GPUs and
CPUs) with a common library of algorithms expressed at a high
level using a single programming abstraction.
One way to express parallelism is to give an algorithm in the
form of a sequence of applications of stream functions and stream
operations. A stream function applies the same computation in parallel to every element of a stream. In order to support generalpurpose computation, the stream processing model must also be
augmented with collective stream operations such as reduction,
sorting, and indexing.

Language Development
The stream processing computational model can be mapped to
GPUs. In other research we are extending the model to permit
data-dependent control flow at the user’s level while still maintaining efficient linear (SIMD) control flow at the implementation level.
A similar transformation might also improve efficiency when mapping stream computations to parallel CPUs.
Our language, Sh, can currently generate code for a GPU or CPU
but we are now extending it to target both shared and distributedmemory parallel architectures [McCool et al. 2002; McCool and
Du Toit 2004] To do this, Sh will require some new features,
since it must be able to divide both instructions and data into balanced chunks that can be distributed over multiple processors. A
more powerful general-purpose stream programming model is also
needed and so Sh must also include functions like stream indexing,
reduction operators, sorting, packing, filters, and scatter/gather operations. We need to efficiently implement all these operations on
both parallel CPUs and GPUs.

Raytracer Testbed
Real time ray tracing has already been demonstrated on both distributed systems [Wald et al. 2001] and GPUs [Purcell et al. 2002].
However, these implementations were performed at a low level. We
are instead using ray tracing as a test case to drive the extension of
the Sh language. We want to express the desired computation at a
high level in an obvious imperative fashion while still deriving an
efficient implementation on multiple targets.
Our prototype ray traces static scenes with the Phong lighting
model. We are extending it to permit the use of arbitrary shaders
and dynamic scenes. The first extension will exploit the capability
of Sh to build large stream programs from parts. The second goal
will explore the dynamic construction of accelerator data structures.
Our goal is a modular ray-tracing system that can itself be used as
a component of other systems.
We have taken Purcell’s approach as a starting point. In our prototype, the following steps are taken to generate a rendered image.
First an accelerator structure is created; we use a uniform 3D grid.
We then generate rays. A bounding box test detects if each ray actually hit the scene and at which voxel it entered the accelerator grid.
Once inside a voxel the program checks for triangle intersections in
that voxel. If no hit is found, the voxel traverser advances the ray
to the next voxel in the grid. If a triangle is hit, then a shader kernel
which calculates the color of the pixel is evaluated. The shader kernel may generate additional rays for shadows or reflections which
will repeat the previous sequence of operations.
This algorithm is reasonably efficient and general but it is dependent on an accelerator structure which must be pre-computed.
However, we can exploit the fact that in most applications of interest, most of the scene is in fact static with only a small number of
dynamic objects. We can therefore use separate accelerators for the
static and dynamic parts of the scene, and can use a simple accelerator (such as a bounding box hierarchy) for the dynamic parts of
the scene.
Our preliminary mapping of this algorithm to a parallel machine
will simply replicate the scene database and accelerator structure.
However, more efficient and scalable implementations are possible
by automatic partitioning of the array holding the accelerator structure and sorting of stream records to processors by array access
addresses. We plan to explore these capabilities and others.
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A major AI challenge for entity-level military
simulations (i.e. simulations of individual soldiers,
vehicles, etc.) and computer games is efficiently
determining which entities on a virtual battlefield can see
each other [1]. Entity inter-visibility is traditionally
modeled by tracing a line of sight (LOS), i.e. entity A sees
entity B if the line segment between A’s eyes and the top of
B is unobstructed. This model is, however, highly
inaccurate. Computing lines of sight to multiple points on
the target entity improves accuracy, but at the cost of
further loading the CPU.
A substantial improvement would be to base the entity
inter-visibility calculation on the visible fraction of the
entity’s surface area [4]. This idea has a pedigree going
back to the 1950’s, and a lot of military simulation work
and hardware development has made use of it. A CPUbased version of this idea has been used in at least one
military simulation [5], though not necessarily on models
with complex geometry in real time.
An even more significant improvement over traditional
LOS would be to base the visibility determination on the
same type of information provided to a human player, i.e.
the actual pixel values of B as seen from A’s point of view.
This class of inter-visibility algorithms is clearly related to
computer vision [3] while being fundamentally different in
that the ground truth is known and can be used in the
computation. We propose to make this significantly more
complex approach to inter-visibility determination feasible
by doing much of the computation on the GPU.
To determine whether A sees B, our approach begins by
performing a low resolution render-to-texture of a small
window centered on B from A’s viewpoint. A second
render of the same window using false-color to code object
identities [2], to mention one specific technique, is used to
determine which pixels are part of B (the “figure”) and
which are not (the “ground”).
Color and textural
differences between the figure and ground can now be
calculated based on computer vision algorithms. The

results should allow an estimation of whether A sees B of
unprecedented sophistication. For the first time, it may be
possible to realistically account for such factors as shadow,
camouflage, silhouetting, and smoke in real time. Much or
all of this computation can be done on the GPU.
An inventory of image characteristics that we are
considering for our inter-visibility models, from simple to
complex, is given below.
• Visible surface area
• Brightness differences
• Color histogram differences
• Textural differences
• Salience of characteristic edges
• Visibility of object sub-components
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GPUs employ a stream computing model that results in
coherent memory access. SIMD GPUs also have parallel
pipelines that allow them to achieve high performance on linear control flow. However, on strictly data-parallel machines
(SIMD) data-dependent control flow must be handled by
idling processors and other resources. Unfortunately, datadependent control flow, especially iteration, is indispensable
to the implementation of some algorithms.
We have implemented a system that transforms the fragment unit on a SIMD GPU into a general purpose stream
processor with asymptotically efficient data-dependent iteration and conditional execution. We use and extend the
conditional streams concept [Kapasi et al. 2000] and apply
it to GPUs. Our system takes an arbitrary program and partitions it into kernels. Kernels are pieces of code with linear
control flow that can be executed on a GPU in one pass.
Once such a partitioning has been found, the system runs
the program in multiple passes, employing a heuristic-based
dynamic scheduler to minimize state change and maximize
resource utilization.
The control flow of a program can be schematically represented as a directed graph where the nodes have only linear
control flow and the arcs represent data dependent branches.
In a multi-pass streaming computation framework, the control graph can be interpreted as a streaming graph. Nodes
are independent kernels and arcs are data paths from one
kernel to the next. We execute the streaming graph in multiple passes, packing data into different buffers to handle
conditional outputs and eliminate garbage computations. In
each pass, a kernel will be selected by the scheduler based
on heuristics to maximize throughput.

GPUs and Stream Processing
The nature of the computations performed by GPUs is suitable for a streaming computational model [Owens et al.
2000], and GPU architectures are similar to those of stream
processors. Vertex and fragment operations often exhibit sequential data locality and vertex and fragment computations
can have high arithmetic intensity.
However, GPUs do not efficiently implement datadependent control flow. Even those that do support it in
hardware have reduced efficiency when computations are
variable in length due to synchronization constraints. We
therefore wanted to implement an efficient, portable, and
transparent programming framework that supports the entire palette of data-dependent control constructs. For our
prototype we restricted our work to GPU fragment units.
Streams are stored in textures for reading operations and
target frame buffers for writing operations. However, on current GPUs fragments are written to an array, not sequentially to a stream. In particular, null records (killed fragments) resulting from conditional outputs are not removed
from the output stream resulting in wasted bandwidth and
computation on later passes. Kapasi et al [Kapasi et al.
2000] use special hardware to pack the stream into a com-

pact representation with no null records. The compacted
stream can then be processed in later passes with maximum
efficiency. We try to simulate this approach on GPUs.

Scheduler
The scheduling process has a pre-computation stage, where
the control graph output by the compiler is transformed into
a streaming graph, and a run-time stage, where a run-time
scheduler searches for an optimal sequence in which to run
the kernels. The scheduling system is implemented inside Sh,
taking advantage of its features: stream abstractions, program abstractions, and shader algebra operations [McCool
and Du Toit 2004]. The branching instructions are handled
using conditional assignment and multiple output buffers to
route the data to different paths. As a result, the current
stream is split into multiple sparse streams. Since streams
are actually stored in arrays (textures), further computation
would result in resource idling and thus loss of performance.
To avoid that, we explicitly perform a packing operation on
sparse arrays to convert them to dense arrays.
Our transformation module takes the control graph output by the Sh compiler in a standardized format. This module transforms the graph into a format that our scheduler
can operate on and is suitable for a multi-pass approach.
It packages all basic blocks of the main program into independent kernels ensuring proper data flow and ordering.
The run-time scheduler takes a streaming graph, an input
stream and an output stream and iteratively execute kernels
in the graph until all input is consumed and all results are
written into the output stream.
First, we allocate intermediate buffers used to pass the
data from one kernel to the next. Then, for each pass the
scheduler chooses the next running kernel from an active
pool of available kernels. A kernel is active if it has input
data to consume and is guaranteed that the output streams
are empty. Sparse outputs are then packed.
With every packing operation the relative positions of
records in the original stream are lost. The original ordering
will have to be restored in the final output stream. This final
step can be done efficiently on current hardware.
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1 Introduction

Discrete wavelet transform (DWT) has been heavily studied and
developed in computer graphics applications. However, its performance may drastically reduce when dealing with enormous
data volume.This has already driven several hardware implementations [Hopf and Ertl 2000] [Goodnight et al. 2003]. We propose
a parallel algorithm that performs DWT on consumer-level, SIMDbased GPU hardwares using generic fragment shaders. The proposed algorithm unifies the forward and inverse transform to an almost identical process. Different wavelet kernels and boundary extension schemes can be easily incorporated.
We design the DWT engine as a set of fragment shaders operating on 32-bit floating-point image. The whole multi-level transform
consists of rendering carefully aligned quadrilaterals that cover part
of the image. At each level, the 2D DWT is achieved by performing 1D DWT first horizontally and then vertically. In the next level,
number of pixels requiring fragment shader execution is reduced
(or enlarged in inverse transform) by 4 so as to cover the low-passed
subband. We employ 2 pixel buffers with render-to-texture extension enabled to hold the input and output images. Their input and
output roles are interchanged after each rendering pass.

2 Forward DWT

(a)
(b)
Figure 1: (a) Mapping to the base positions. (b) Decomposition with
boundary extension.
Similar to the forward DWT, (4) can be rewritten as
x(n) =

X

fr (n, k)fz (n, k),

(5)

k

where fz (n, k) returns the corresponding data in the upper-sampled
and boundary-extended signal of {z(n)}.This is efficiently implemented into fragment shader by precomputing and storing the indices/(indirect address) of virtually upsampled, boundary-extended
and interleaved data into a 2D texture for lookup in the shader, as
shown in Fig. 2.

Let {x0 (n)} be the boundary-extended input signal. After 1D DWT
and downsampling, the low– and high–pass sequences are
a(n)

=

X

h(k)x0 (2n − k)

(1)

g(k)x0 (2n + 1 − k)

(2)

k

d(n)

=

X
k

where h(k) and g(k) are low– and high–pass filters, respectively.
Let {z(n)} be the concatenation of {a(n)} and {d(n)}, We can
rewrite (1) and (2) in a more generic way for efficient SIMD implementation on GPU
z(n) =

X

fd (n, k)fx (n, k),

(3)

Figure 2: Virtual upsampling and interleaving for precomputing indirect addresses.
The position-dependent filter fr (n, k) is similar to the forward
case which selects the proper coefficient from the reconstruction filter bank h0 (k) and g 0 (k). But in the inverse DWT they are also
interleaved like the data and then split into 2 filters that is selected
in the fragment shader for efficient filtering, as shown in Fig. 3.

k

where fd (n, k) is a position-dependent filter that selects the proper
coefficient from h(k) and g(k). fx (n, k) is a function that returns
the corresponding data in the boundary-extended signal {x 0 (n)} for
convolution. These can be implemented by indirect addressing.
The position-dependent filter fd (n, k) is achieved by a filter selector variable α calculated in the fragment shader to select between
h(k) and g(k) based on whether the output pixel is in the low–
passed or high–passed region. Then the corresponding k–th filter
coefficient is used for convolution.
Function fx (n, k) is implemented by calculating the base position (filtering center) β in the fragment shader and fetching its
neighbor from input as shown in Fig. 1. Particular boundary extension to signal {x(n)} is performed by looking up a signal extension
function encoded into a 2D texture in the fragment shader.

3 Inverse DWT
Let {a0 (n)} and {d0 (n)} be the zero-padding upsampled and
boundary extended low– and high–pass signal. The reconstruction
of {x(n)} is given by
x(n) =

X
k

h0 (k)a0 (n − k) +

X

g 0 (k)d0 (n − k) ,

(4)

k

where h (k) and g (k) are low– and high–pass reconstruction filters,
respectively.
0

0

Figure 3: Reconstruction filtering in inverse DWT.

4 Results and Conclusion
We have applied our GPU-based DWT module in real-time
wavelet-based geometric deformation, stylish image processing and texture-illuminance decoupling.
We have also
incorporated our module into the popular JPEG2000 codec –
JasPer, with increased coding performance on large images
(http://www.cse.cuhk.edu.hk/∼ttwong/software/dwtgpu/dwtgpu.html).

References
G OODNIGHT, N., WANG , R., W OOLLEY, C., AND H UMPHREYS , G. 2003.
Interactive time-dependent tone mapping using programmable graphics
hardware. In Proc. of 2003 Eurographics Symposium on Rendering.
H OPF, M., AND E RTL , T. 2000. Hardware accelerated wavelet transformations. In Proc. of EG/IEEE TCVG Symposium on Visualization.

C-41

Efficient 3D Audio Processing with the GPU
Emmanuel Gallo and Nicolas Tsingos
REVES/INRIA Sophia-Antipolis∗

Introduction
Audio processing applications are among the most computeintensive and often rely on additional DSP resources for realtime performance. However, programmable audio DSPs are in
general only available to product developers. Professional audio
boards with multiple DSPs usually support specific effects and
products while consumer “game-audio” hardware still only implements fixed-function pipelines which evolve at a rather slow pace.
The widespread availability and increasing processing power
of GPUs could offer an alternative solution. GPU features, like
multiply-accumulate instructions or multiple execution units, are
similar to those of most DSPs [3]. Besides, 3D audio rendering
applications require a significant number of geometric calculations,
which are a perfect fit for the GPU. Our feasibility study investigates the use of GPUs for efficient audio processing.

GPU-accelerated audio rendering
We consider a combination of two simple operations commonly
used for 3D audio rendering: variable delay-line and filtering [1, 4].
The signal of each sound source is first delayed by the propagation
time of the sound wave. This involves resampling the signal at noninteger index values and automatically accounts for Doppler shifting. The signal is then filtered to simulate the effects of source and
listener directivity functions, occlusions and propagation through
the medium. We resample the signals using linear interpolation between the two closest samples. On the GPU this is achieved through
texture resampling. Filtering is implemented using a simple 4-band
equalizer. Assuming that input signals are band-pass filtered in a
pre-processing step, the equalization is efficiently implemented as a
4-component dot product. For GPU processing, we store the sound
signals as RGBA textures, each component holding a band-passed
copy of the original sound. Binaural stereo rendering requires applying this pipeline twice, using a direction-dependent delay and
equalization for each ear, derived from head-related transfer functions (HRTFs) [1]. Similar audio processing can be used to generate
dynamic sub-mixes of multiple sound signals prior to spatial audio
rendering (e.g. the perceptual audio rendering of [5]).
We compared an optimized SSE (Intel’s Streaming SIMD Extensions) assembly code running on a Pentium 4 3GHz processor
and an equivalent Cg/OpenGL implementation running on a nVidia
GeForce FX 5950 Ultra graphics board on AGP 8x. Audio was processed at 44.1 KHz using 1024-sample long frames. All processing
was 32-bit floating point.
The SSE implementation achieves real-time binaural rendering
of 700 sound sources, while the GPU renders up to 580 in one timeframe (≈22.5 ms). However, resampling floating-point textures requires two texture fetches and a linear interpolation in the shader. If
floating-point texture resampling was available in hardware, GPU
performance would increase. We have simulated this functionality
on our GPU using a single texture-fetch and achieved real-time performance for up to 1050 sources. For mono processing, the GPU
treats up to 2150 (1 texture fetch)/ 1200 (2 fetches and linear interp.)
sources, while the CPU handles 1400 in the same amount of time.
∗ {Emmanuel.Gallo|Nicolas.Tsingos}@sophia.inria.fr
http://www-sop.inria.fr/reves/projects/GPUAudio

Thus, although on average the GPU implementation was about 20%
slower than the SSE implementation, it would become 50% faster if
floating-point texture resampling was supported in hardware. The
latest graphics architectures are likely to significantly improve GPU
performance due to their increased number of pipelines and better
floating-point texture support.
The huge pixel throughput of the GPU can also be used
to improve audio rendering quality without reducing frame-size
by recomputing rendering parameters (source-to-listener distance,
equalization gains, etc.) on a per-sample rather than per-frame basis. This can be seen as an audio equivalent of per-pixel vs. pervertex lighting. By storing directivity functions in cube-maps and
recomputing propagation delays and distances for each sample, our
GPU implementation can still render up to 180 sources in the same
time-frame. However, more complex texture addressing calculations are needed in the fragment program due to limited texture
size. By replacing such complex texture addressing with a single
texture-fetch, we also estimated that direct support for large 1D textures would increase performance by at least a factor of 2.

Can the GPU be a good audio DSP ?
Our first experiments suggest that GPUs can be used for 3D audio
processing with similar or increased performance compared to optimized software implementations running on top-of-the-line CPUs.
The latest GPUs have been shown to outperform CPUs for a number of other tasks, including Fast Fourier Transform, a tool widely
used for audio processing [2].
However, several shortcomings still prevent an efficient use of
GPUs for mainstream audio processing applications. Due to limitations in texture-access modes and texture-size, long 1D textures
cannot be indexed easily. Infinite impulse response (recursive) filtering cannot be implemented efficiently since past values are usually unavailable when rendering a given pixel in fragment programs. As suggested in [2], including persistent registers to accumulate results across fragments might solve this problem.
Slow AGP readbacks might also become an issue when large
amounts of audio data must be transfered from graphics memory to
the audio hardware for playback. However, upcoming PCI Express
support should solve this problem for most applications.
Finally, our results demonstrate that game-audio hardware, borrowing from graphics architectures and shading languages, may
benefit from including programmable “voice shaders”, enabling
per-sample processing, prior to their main effects processor.
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Final Gathering on GPU
Toshiya Hachisuka
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1. Introduction

3. Results

Producing global illumination image without noise is
difficult because it requires a large number of samplings.
Some approaches, such as photon mapping, can render
noise-free image, but often cause low frequency biased
noise. To eliminate this, the final gathering process regards
the photon map as a rough global illumination solution, and
then gathers illumination data to obtain definitive incident
radiance on the visible intersection point. Since the final
gathering process is essentially the same as sampling a large
number of rays on upper hemisphere of visible point, it is
very costly to process at all visible pixels. The method
described here is a fast final gathering method accelerated
by using a GPU.

I implemented global illumination renderer using the
proposed method. Figure 2 and 3 show the resulting images.
Note that it can be rendered within a few tens of seconds
even though it samples a very large number of global
directions on all visible pixels. All scenes were rendered
using a Pentium4 2.8GHz and ATI Radeon 9700 Pro. The
image resolution is 512 by 512.

2. Proposed method
The method proposed here uses a randomly sampled global
ray direction. Using this direction, expensive ray
intersection can be regarded as a multi-layered parallel
projection (see Figure 1). Since graphics hardware can
process matrix transformation including parallel projection
very fast, such a method is natural and efficient compared
with simply using GPU as a parallel ray tracing processor.
Intersection points of global ray direction from sampling
points cannot be obtained by single parallel projection, so
inverse of depth peeling is used instead to get actual
intersection points. To reduce the number of depth peeling
iterations, criteria based on the number of sampled points
can be used to stop the iteration without significant error on
resulting image. Since the proposed method is per-pixel, it
can process any form of problem that requires a large
number of samples on hemisphere such as ambient
occlusion and form factor calculation. To apply the method
to a global illumination problem, some pre-computed rough
global illumination solution of the scene is needed. I use
grid photon map as a pre-process.

Figure 1: Relation between depth layer and final
gathering. Shooting rays from each sampling points
correspond to obtaining nearest points on visible depth
layer.

4. Conclusion
I presented implementation of final gathering on GPU. This
method exploits coherency of gathering rays and fast
parallel projection using GPU. Since this calculation uses
matrix transformation of GPU, it is very fast compared with
final gathering using ray shooting. In addition, it is a perpixel sampling method so it can process any sets of points
including ray-traced pixels, vertex data, light map textures.

Figure 2: Cornell box with 1000 final gathering samples.
Rendering time is 62 sec. (Final gathering takes 50 sec.)

Figure 3: Close-up of textured Cornell box with 2000 final
gathering samples (125 sec). Note that per-pixel interreflection from textured floor was rendered.
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Functional Parallelism using Programmable GPUs
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Abstract— With the advent of programmable graphics pipeline, we
are often faced with situations where the GPU gets compute limited.
Alternatives to the traditional data parallel architectures are needed to
enhance performance, say, using functional parallelism. We present
such GPU based architectures and demonstrate application of a pipelined architecture to our work on processing of large point datasets
which demands increasingly complex computations in real-time.

1

INTRODUCTION

Traditionally in distributed real-time graphics (a primary
application of parallel computing on GPUs), the classifications
{sort-first, sort-middle and sort-last} aimed at categorizing data
parallel operations exclusively. For example, Chromium, a
distributed graphics package used to drive scalable display walls
performs a sort-first data distribution. The prime focus is on data
partitioning schemes. In such clustered systems each GPU
performs the same set of computations resulting in some serious
bottlenecks. First, these systems do not allow GPUs to
collaborate over different sets of computations as in true
distributed computing. Second, GPUs could easily get compute
limited. In such cases data parallel approach would be found
lacking.
The primary reason for not considering functional parallelism
employing GPUs till date is probably its restricted application
domain – Computer graphics. Since the data complexity was
much larger when compared to computations, the commonly
needed set of graphics algorithms was burnt into the hardware.
2

2.3

Multiple stage
processing

For large datasets, first
stage
functionality
distribution and second
stage
data
parallel
processing can be carried
out. (Fig. 1, bottom).
3

FUNCTIONAL PARAPLLELISM

Data >> Vertex Operations >> Data >> Fragment Operations >> Data

The natural place to break the computations into different GPUs is
(either) after the vertex operations and (or) after the fragment
operations. With the limitations on data read back latency, it would
largely depend on the application’s real-time needs on how to
distribute the computations. In the case of applications with
stringent real-time constraints, we must split the computations such
that we perform a read back only once - after the fragment

operations. Fig. 1 demonstrates some of the ways of
distributing computations.

EXPERIMENTAL
RESULTS AND
CONCLUDING
REMARKS

One of our primary
research areas is - Stochastic methods for large point sampled
surface representations. One goal is building an end-to-end GPU
based pipeline, processing point set data from a 3D scanner up to
final rendering, all in real-time. Processing tasks include 1) Eigen
value analysis, 2) Octree cell pixel coverage, 3) feature detection,
4) Octree cell sampling, 5) splat geometry shape crafting and 6)
filtering. Table 1 summarizes results from a pipeline-based
architecture for carrying out tasks 2, 4, 5, and 6.
Resolution

FPS-MultiPass

FPS-Pipeline

128X128
256X 256
512X512
1024X1024

3.4
2.3
1.75
1.26

3.82
2.56
2.19
1.74

Table 1: Performance chart for Stanford Buddha employing a 2-GPU pipeline of 4
stages. (Note -The performance reported above is not optimized.)

Pipelined

Sequential computations of the form F4 (F3 (F2 (F1))) can be split
across multiple nodes to create a pipeline of nodes (Fig. 1, top).
The last node in the pipeline drives the display. As output of each
node drives the immediate node input this architecture could
effectively hide communication latency. It should be noted that the
data that flows through each stage of the pipeline is application
dependent and need not necessarily be frame buffer data.
2.2

satisfied is the distribution of computations (F1, F2, F3, F4) such
that each can output some intermediate result, which can be
combined using a function (G (F1, F2, F3, F4)). This may call for
transmission of data in
frame buffer (application
dependent), but offers a
decent solution to midranged geometry data for
compute
limited
operations.
Figure 1: Architectures for
functional parallel approaches.

In the traditional graphics pipeline, the sequence of operations
imposed by current GPU architecture is as follows:

2.1

S.P. Mudur {mudur*}

Master-Slave

Programmable GPUs coupled with increasing communication
bandwidth offered by technologies like Infiniband ®, make
architectures such as in Fig. 1 an interesting possibility for parallel
processing. At Concordia University we are exploring these
architectures. Further work is in progress. We have acquired a
Graphics cluster and 3D scanner recently and are in the process of
setting it up. We look forward to implementing the complete
pipeline on it soon. This work is being funded by NSERC and CFI.

In this (Fig. 1, middle) approach the only condition that needs to be
∗
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Hybrid Volumetric Ray-Casting
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Both CPU-based and GPU-based volumetric ray-casting algorithms
have their advantages and limitations. The CPU can access very
large memory, and programming on the CPU is much more flexible
than that on the GPU. Meanwhile, the GPU is specially designed for
local illumination computations, and it has several fragment processing units working in parallel on different input data elements in
a SIMD manner. Thus, we devised a hybrid volumetric ray-casting
algorithm using both the CPU and the GPU. We use the CPU for
ray traversal and empty space skipping, and use the GPU for local
illumination and ray integration. We also exploit the parallelism
between the CPU and the GPU to obtain further acceleration.

(a) Depth Image

(b) Intermediate Image

(c) Final Image

Figure 1: Overview of the hybrid volumetric ray-casting algorithm.
Our hybrid volumetric ray-casting algorithm consists of four steps:
step 1 and 3 are implemented on the CPU, while step 2 and 4 are
implemented on the GPU.

as possible, the image plane is divided into small tiles. When the
rays of a tile determined, the corresponding sub-textures are loaded
into the GPU memory, the GPU start to do the ray integration for
these rays immediately.
The trade-off between the CPU and the GPU is also crucial to our
algorithm. We can adjust the workload of the CPU and the GPU by
controlling how many steps are processed in the slab rendering and
how many steps are processed in the fragment programs.
We implemented our algorithm on a 2.4GHz Intel Pentium IV PC
with 1G RAM and a NVIDIA Geforce FX5950 graphics card. Figures 2(a) and (b) show two different images inside a human colon in
the virtual colonoscopy system. The size of the CT dataset is 5123 ,
and the image resolutions are both 256 × 256. For the human colon
dataset, we use the GPU to estimate the gradient on the fly, because
its pre-computed gradients are too large to be loaded into GPU
memory. Figures 2(c) and (d) show two different images of the
engine dataset. The size of the engine dataset is 152 × 256 × 220,
and the image resolutions are both 512 × 512. The opaque engine
is rendered much faster than the semi-transparent engine, because
the early ray termination is not effective when the semi-transparent
transfer function is applied.
In conclusion, the hybrid volumetric ray-casting method can provide high quality and good performance for versatile direct volume
rendering applications.

1. Ray Determination: At this step, the entry point and the normalized direction are computed for each ray. The entry point
is defined as the first intersection point of the ray with the object. The entry points and normalized directions are stored in
two 2D floating point textures (see Figure 1(a)).
2. Slab Rendering: We render a viewport size rectangle N times
to make each ray travel N steps forward. We use a fragment
program to implement the ray integration (see Figure 1(b)).
3. Hole Predicting: Since we only composit N sampling points
along each ray during the slab rendering, there are some rays
that have not saturated the opacity. Pixels corresponding to
these rays are called hole pixel. We use the CPU to predict
these hole pixels when the GPU is performing the slab rendering task. For each ray, we first check if the ray has already
saturated in its first N sampling points, in which case the compositing result is already the final color. Otherwise, the corresponding pixel is a hole pixel on the intermediate image.

(a) 27.3FPS

(b) 20.9FPS

(c) 23.3FPS

(d) 9.1FPS

4. Hole Filling: During the prediction of the hole pixels, we
generated a vertex array which stores the 2D image space
coordinate and skip distance for each sampling point. We
use OpenGL GL POINTS command to do hole filling using
the same fragment program as the slab rendering (see Figure
1(c)).
The key of our hybrid volumetric ray-casting algorithm is to exploit
the parallelism of the CPU and the GPU. The GPU can only begin to
work after the ray entry points and ray directions textures are loaded
into video memory. In order to make the GPU start to work as early

Figure 2: Average rendering frame rates per second for human
colon and engine datasets.
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Implementation of Cellular Automata
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Motivation
Cellular Automata are used in Natural Science as well as in
Social Sciences to simulate various processes. Since simulation of
cellular automata is a calculation-intensive task, parallelization is
desired and promises to be highly scalable this way due to the
high locality of CAs.
By comparing the performance of various kinds of cellular
automata, some of them more of theoretical, some of them more
of practical interest, the class of CA that is adequate for
calculation on a GPU is explored.

Results
As a result, automata that only have a small number of states like
the Game of Life or WireWorld (which proves the Turing
completeness of this approach) do not perform well. The
simulation on a CPU benefits even more from massive
parallelization through bit vectors and logical operations, which
are not available on the GPU.
However, some cellular automata break the paradigm of having
a small number of states. In fact, their state is represented by a
tuple of floating-point numbers. The implementation of
probabilisitc CA simulating a reaction diffusion process after FitzHugh and Nagumo uses two 32-bit floating point numbers for the
state representation and achieves a speedup of 10 in comparison
to the CPU version.

E. g., CAs that require a global status to detect stability cannot be
efficiently implemented this way. A negative example is brought
up with the Sandbox CA.
Serving as eye candy, implementations of the mandelbrot fractal
and the propagation of waves are shown.

Poster

Platform

This poster gives an overview of the implementation of several
cellular automata using a modern Graphics Processing Unit. It
primarily presents screenshots of some of the implementations as
well as sample code for the Game of Life and the Fitz-HughNagumo implementation.
Also, a couple of subproblems are adressed, e. g. effective
provision of pseudo-random numbers for probabilistic CAs as
well as encoding states and state change tables in pixmaps.
Another interesting feature is the use of certain texture-filtering
modes for summing up or averaging values. Also, the drawbacks
of simulating CAs on a GPU are discussed. There is no possibility
of further interaction between cells or any global knowledge.

Game of Life

Fitz-Hugh-Nagumo CA

The used platform consists of a Pentium-4-PC running Windows
XP. A graphics card based on the ATI 9700 chipset equipped with
128 MB graphics memory serves as GPU. The program utilizes
DirectX 9 and restricts itself to the operations of the Pixel Shader
2.0 specification.

Useful Future Enhancements
If current GPUs supported binary logic operations, one pixel
could contain the state of a large number of cells. But this
interferes with the GPU's floating-point preference. Also, global
variables that at least can be accumulated would help to establish
some kind of global knowledge and statistics.

Wire World

Wave Propagation
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Merrimac – Supercomputing with Stream
Extended Abstract for GP2 Poster Session
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William J. Dally Pat Hanrahan Mendel Rosenblum
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We are designing the Merrimac supercomputer, which
uses stream processors and a high-radix network to achieve
high performance at low cost and low power. The stream architecture matches the capabilities of modern semiconductor
technology with compute-intensive parallel applications. We
expect Merrimac to oﬀer an order of magnitude or more improvement in performance per unit cost compared to clusterbased scientiﬁc computers built from the same underlying
semiconductor and packaging technology.
Modern semiconductor technology allows us to place hundreds of functional units on a single chip but provides limited
global on-chip and oﬀ-chip bandwidths. General purpose
processor architectures have not adapted to this change in
the capabilities and constraints of the underlying technology,
still relying on global on-chip structures for operating a small
number of functional units. Graphics processors utilize the
inherent parallelism of their target application to achieve
much higher performance. However, graphics processors
have limited on-chip persistent state and rely more on fairly
high oﬀ-chip bandwidth than on data reuse to achieve high
performance. Stream processors, on the other hand, are
fully programmable, have a large number of functional units,
and utilize a deep register hierarchy with high local bandwidth to match the bandwidth demands of the functional
units with the limited available oﬀ-chip bandwidth.
A stream program exposes the large amounts of data
parallelism available in some application domains, as well
as multiple levels of locality. The Merrimac stream processor then exploits the parallelism to operate a large number
of functional units and to hide the long latencies of memory operations. The stream architecture also lowers the required memory and global bandwidth by capturing short
term producer-consumer locality, such as the locality present
within a function call, in local register files (LRF) and long
term producer-consumer locality in a large stream register
file (SRF), potentially raising the application’s arithmetic
intensity (the ratio of arithmetic to global bandwidth).
A single Merrimac chip is organized as an array of 16
data-parallel compute clusters, a streaming memory system,
an integrated network interface, and a scalar processor for
running control code. Each compute cluster consists of a set
of 4 fully pipelined 64-bit multiply-add (MADD) FPUs, a
set of LRFs totaling 768 words per cluster, and a bank of the
SRF of 8KWords, or 1MB of SRF for the entire chip. The
LRFs are connected to individual arithmetic units over short
wires providing very high bandwidth, and the SRF is aligned
with clusters of functional units so that it only requires local
communication as well. We estimate the Merrimac processor
chip to be under 130mm2 in a 90nm CMOS process, and

achieve a peak performance of 128GFLOPs at the planned
1GHz operating frequency. A Merrimac system is scalable
up to a 2PFLOPs 16, 384 processor supercomputer.
Another important piece enabling Merrimac’s high performance and eﬃciency is the streaming memory system. A
single stream memory operation transfers an entire stream,
which is typically many thousands of words long, between
memory and the SRF. Merrimac supports both strided access patterns and gathers/scatters through the use of the
stream address generators. The memory system provides
high-bandwidth access to a single global address space for
up to 16, 384 nodes including all scalar and stream execution
units. Each Merrimac chip has a 128KWords cache with
a bandwidth of 8 words per cycle (64GB/s), and directly
interfaces with the node’s external DRAM and network.
The 2GB of external DRAM is composed of 16 Rambus
DRDRAM chips providing a peak bandwidth of 38.4GB/s
and roughly 16GB/s, or 2 words per cycle, of random access bandwidth. Remote addresses are translated in hardware to network requests, and single word accesses are made
via the interconnection network. The ﬂexibility of the addressing modes, and the single-word remote memory access
capability simpliﬁes the software and eliminates the costly
pack/unpack routines common to many parallel architectures. The Merrimac memory system also supports ﬂoatingpoint and integer streaming add-and-store operations across
multiple nodes at full cache bandwidth.
Merrimac is fully programmable and uses a hierarchical stream compiler, which is being co-developed at Reservoir Labs and Stanford University. The high-level compiler
(HLC) parses the stream program (expressed in a stream
programming language such as Brook) and performs global
optimizations designed to maximize arithmetic intensity and
parallelism. The HLC maps the program to the hardware,
allocating streams in the SRF and orchestrating memory operations and kernel execution. The low-level compiler performs optimized kernel scheduling to the VLIW clusters and
machine code generation. While the compiler is still under
development, we have run a number of scientiﬁc codes on a
cycle-accurate Merrimac node simulator. These applications
include a force calculation kernel of the GROMACS molecular dynamics package, a ﬁnite element solver, and a multigrid ﬂuid dynamics code. Initial results are very promising
and several applications achieved over 30GFLOPs of sustained performance. Moreover, in all the applications, over
95% of the data was supplied out of the LRF and at most
1.5% was serviced by oﬀ-chip memory, validating the ability
of the register hierarchy to utilize locality at multiple levels.
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takes 2N iterations for a value at the upper-left pixel to propagate
through all the shifts between it and the lower-right pixel. This high
number of iterations is the dominate component of the algorithm.

3

Figure 1: Phase-Unwrapping: on the left is a SAR dataset from
Sandia National Labs, on the right is a visualization of the reconstructed surface, obtained by phase-unwrapping.

Abstract
Belief propagation (BP) is becoming a popular method in statistical inference. It uses a graphical model to represent probabilistic
relationships between random variables.
We use BP to address the Phase-Unwrapping problem. PhaseWrapped images are common from SAR and MRI sensors. PhaseUnwrapping occurrs in two stages, estimating inter-pixel shifts and
reconstructing the original surface.
We use BP to address both stages of the Phase-Unwrapping problem. Further, we introduce a multi-level BP solution that improves
convergence rates. Finally, we implement the entire system on the
GPU.

1

Multi-Level BP

To speedup the second stage of the algorithm, we developed a
multi-level improvement to BP. It is inspired by work in the multigrid community. We begin by reducing the inter-pixel shifts and
confidence values to successively lower resolutions, down to 4x4.
We run BP at this level for a few iterations, then push the results
back to the next higher resolution grid. Repeating the “run BP a
few iterations, then push” iterations until the original resolution is
achieved gives the same result at the original resolution. We report
convergence at each level in only 4 iterations. Thus, our new algorithm converges in 4logN iterations instead of 2N. Further, all
but the last 4 iterations are over dramatically fewer nodes, as the
resolution is smaller.

4

GPU implementation

We implemented both stages entirely on the GPU (GeForce 5900).
Our gpu implementation of the entire system is 38x as fast as the
same algorithm on a 3.2ghz p4 with hyper-threading enabled. we
did not use the simd instructions of this processor. we used full 32bit precision throughout the gpu implementation and got bit-for-bit
identical solutions on the gpu and cpu.

Stage 1: Inter-Pixel Shifts

We use BP to estimate whether or not a phase-wrap occurred between two pixels. It is straight-forward to produce an initial probability distribution over discrete wraps in {−1, 0, 1}. The issue that
has recieved much research work in the literature is insuring that the
curl between any two pixels is 0. BP allows us to do this simply.
We do it in a manner similar to the work of Koetter (Very Loopy Belief Propagation for Unwrapping Phase Images, NIPS, 2001). We
report convergence on our test images in less than 10 iterations.

2

Phase 2: Reconstruction

Having inter-pixel shifts as a result of Stage 1, we next need to reconstruct the original surface. We use BP for this step also, estimating continuous depth values. The difficulty with this stage is that it

Figure 2: gpu speedup over cpu as the number of iterations increases
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Towards realtime space carving with graphics hardware
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(a) fixed cameras setup
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(b) result 1
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(c) hand-held setup
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(d) result 2

Figure 1: Adaptive space carving systems with some results
The problem of 3D object reconstruction is one of the most investigated topics in computer graphics and vision. Because of its
relevance, several different approaches have been proposed, ranging from laser scanning techniques, to image-based methods. The
latter, in particular, commence to be considered one of the most
promising, as high quality digital cameras are becoming a commodity hardware.
Among the image-based methods for object reconstruction, those
based on volumetric carving are very popular. Basically, these
methods can be grouped in two distinct classes: the silhouettebased methods, also known as visual-hull oriented methods, and the
photo-consistency based methods, usually known as space carving
or voxel coloring. Visual-hull oriented methods have been successfully used in the implementation of realtime systems, as for example, the MIT system of Matusic. On the other hand, the development of such systems based on photo-consistency is still a challenge
that must be overcome.
The main problem of using space carving methods in realtime reconstruction is that such methods are based on the classification of
thousands of discrete elements (voxels) in scene space according to
photo-consistency within scene images. Such classification process
involves two main subprocess: the determination of image pixels
corresponding to the re-projection of the voxels and their classification based on statistic measures computed on the set of corresponding pixels. As many elements must be evaluated, efficient strategies
have to be used for realtime processing.
The determination of the pixels corresponding to a given voxel by
re-projection is not a satisfactory solution. It yields several aliasing
problems and is also computationally intensive. A better solution
is to register all images in planes embedded in scene space so that
all voxels in the corresponding layer can be evaluated in the same
iteration. This can be done efficiently by appropriately projecting
the input images onto such planes as texture maps, an operation that
is hardware accelerated in all modern graphics boards.
After the registration process is concluded, the registered information is taken to main memory so that the statistic measures, necessary for photo-consistency evaluation, can be finally computed. Unfortunately this process introduces significant overhead to the overall process, as the communication between the graphics card and
main memory is still very slow in the current hardware. Because
∗ e-mail:
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† e-mail:lvelho@impa.br
‡ e-mail:pcezar@impa.br
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such overheads make realtime processing unfeasible, we must avoid
these memory movements at any cost. Fragment programming is
the ideal solution. Statistic measures associated to a voxel can be
computed cumulatively as the corresponding pixels in the registered
images are rendered in the registration plane.
As the number of elements to be processed can be excessively high,
all these hardware based optimizations may not be sufficient for realtime processing. In order to deal with the computational complexity of space carving, we propose an adaptive approach.
We start with a coarse representation of the reconstruction space
which is defined by a bounding box of the scene associated to the
cell at the root of the octree. Then, we try to classify this initial cell
according to some photo-consistent test based on the registered information with compatible resolution. If we succeed to classify the
cell, either as photo-consistent or as non-photo-consistent, then we
can finish processing that cell and attribute an adequate color to it.
If we cannot decide precisely whether the cell is photo-consistent
or not, then we subdivide it into eight new cells and repeat the same
classification procedure for each of the new cells created using registered images in higher resolution. This process is repeated successively until all regions are classified or a maximum resolution is
obtained.
Based on the aforementioned ideas, we implemented two 3D reconstruction systems: the first one consists of a fixed multi-camera
setup based on low cost webcams and the other one requires
only one hand-held camera. Both systems use GPU basic operations for image registration by projective texture mapping. Photoconsistency statistics computation in GPU was not implemented yet
and is being investigated at this moment. The fixed-camera setup is
a prototype for a closed environment in which the cameras can be
previously calibrated and the background estimated (Figure 1(a)).
The hand-held space carving uses a calibration process that relies
on the placement of a special pattern into scene space (Figure 1(c)).
Such method is not affected by partial occlusions of the pattern and
can be done in realtime. Moreover, we also estimate the background
for each input image from a set of images of the scene without the
object to be reconstructed. Such model is obtained from a set of
background images warped to the desired input image viewpoint.
The implementation of the systems described above yielded
promising results (Figure 1 (b,d)). This has led us to believe
that space-carving in realtime is feasible in the near future by
combining adaptive space carving, using multiresolution photometric and silhouette information, with GPU hardware processing. A video demonstrating the system is at the following URL:
<http://www.visgraf.impa.br/Projects/voxcol/>.
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1

Introduction and Motivation

Many researchers have successfully leveraged graphics processors to accelerate the performance of streaming algorithms typified by highly parallel computation coupled with
little reuse of input data. However many common numerical algorithms frequently revisit elements of their data set
during a computation. We perform a performance analysis
of dense matrix-matrix multiplication, a computation that
reuses each element of its input operands O(n) times, on
GPUs. It’s regular, cache coherent data access, along with
abundant parallel computation make dense matrix multiplication a compelling candidate for GPU acceleration, yet
we discover that near-optimal GPU implementations are far
less efficient that current cache-aware CPU approaches. The
reason for this inefficiency is that modern GPUs can perform arithmetic at roughly five times the rate of CPUs,
but retrieve data from texturing units at rates that are far
lower than those attainable between CPUs and their nearest
caches. In this poster, we present the results of our study,
which concludes that the inability of GPUs to provide high
bandwidth access to cached data creates a performance bottleneck for algorithms requiring significant reuse of inputs.
The results provided in this poster are based on our publication: “Understanding the Efficiency of GPU Algorithms for
Matrix-Matrix Multiplication” appearing in the proceedings
of Graphics Hardware 2004 [Fatahalian et al. 2004].

hardware’s peak performance, yet read data at large fraction of the maximum cache bandwidth of the boards. The
GPU algorithms are extremely cache friendly, yet remain
bandwidth limited. We identify that on modern graphics
hardware, 8-12 math operations can be performed in the
amount of time it takes to retrieve a floating point value
from the closest cache. This is more than twice the ratio of
compute to cache bandwidth featured by modern CPUs.

4

Recommended Hardware Improvements

We recognize that GPU architectures are highly tuned for
graphics workloads. Nonetheless, using the results of our
study, we suggest architectural improvements that would allow GPUs to be more efficient at performing the large class
of numerical and scientific algorithms, such as matrix-matrix
multiplication, that feature significant data reuse. Most importantly, we suggest widening the data path between a
GPU’s closest texture cache and its shader arithmetic units.
Additionally, we advocate significantly increasing the number of outputs a shader program is permitted to produce.
Such a change would reduce bandwidth requirements by allowing larger working sets to be loaded and processed within
a single shader, where repeated data access could be performed at register speeds.
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Performance Analysis

We benchmarked various implementations of matrix multiplication on the latest GPUs from ATI and NVIDIA and
present detailed results in our poster. Surprisingly, despite
GPUs featuring nearly five times both the computational
horsepower and memory bandwidth of a modern Pentium
4 processor, our GPU implementations often fail to outperform a highly tuned CPU implementation of matrix-matrix
multiplication. We show that despite an O(N ) ratio of math
operations to data fetches inherent in the computation, our
implementations achieve only a very small fraction of the
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