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CS 665 – Images, Graphics, & Vision – Homework 2: Fun with Sines 

 

Imagine if you had all the data necessary to describe a sine wave, but then were only 

allowed to pick out (sample) the data defining that sine wave at a certain interval.   

 

Trying to reconstruct the original sine wave with your sampled data can have drastically 

different results depending on the sample rate. 

 

To illustrate this, I wrote a simple MatLab function: 

 

function graph_sines= graph_sines(f) 

 

X= 1:20; 

I = 128 * sin(2*pi*f*(X-250)) + 128; 

figure(1); 

plot(X,I); 

im = repmat(I, 500, 1); 

figure(2); 

image(im); 

colormap(gray); 

 

 

The most telling results are when f= .2, .4, .45, .49 as shown in the following figures. 

F =.2 

 

 

F = .4 

 

 

F =.45 F = .49 
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When our sampling rate f is small (such as .2) we manage to capture values that still 

show the basic properties of our original sine wave.  When our sampling rate approaches 

.5 (as when f is .4, .45, or .49) we are capturing values of the sinusoid such that it starts 

showing properties very different than our original sine wave.   

 

Since the values of sinusoids at 0*pi and 2*pi are zero, if we only manage to obtain 

samples every half-period, we will only achieve a flat, constant signal.  (Shown below)   

(This is also why when f = .49 it starts out with a small amplitude and gradually 

increases.  The first sample is almost at the half-period mark, but over time its .01 

discrepancy from the half-period allows it to sample values other than near-zero.)   

 

 
F= .5 

 

An analogy between sampling a sinusoid can be made with taking pictures/video of a 

spinning wheel. If we take pictures/video at every 1/2 turn, the wheel will appear to be 
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not moving at all!  If we take pictures /video every quarter turn (f = .25) it will appear to 

be turning around faster than it actually is, but we still obtain its turning behavior.    

 

For values of f greater than .5 we are sampling the sinusoid "backward".  Similar to our 

wheel analogy, imagine a circular clock without number markings.   Let f = approx. 0.6 

so that the first sample is at the 35 minute mark (where the "7" would appear).  Our next 

sample would be at the 10 minute mark (where the "2" would normally appear). The next 

sample would be at the "9", and so on.  It would then appear that the clock was moving 

backward in time in 25 minute intervals, instead of forward in 35 minute intervals.   

 

Let f = approx. 0.4 so we are sampling every 25 minutes.  The result is a mirror image of 

sampling every 35 minutes. This is why when f= 0.4 it appears to be a mirror image of 

when f = 0.6.  For every value of f greater than 0.5, there is a complementary "mirror 

image" of a f value less than 0.5 

 

If we shift our sinusoid by pi/2 we are essentially using a cosine. Sampling a cosine every 

pi radians (f = 0.5 or 1) will result in values of +1, then -1, then +1, then -1, etc. 

----------------------------------------------- 

PART 2 

 

To generate M, the Vandermonde Matrix: 

 

function M = myFFT(N) 

[X Y] = meshgrid(0:N-1, 0:N-1); 

M = exp(-2*pi*i*X.*Y./N); 

M = (1/sqrt(N)) .*M; 

 

---------- 

This could also have been generated by: 

 

M = zeros(N,N); 

omega = exp(-(2*pi*i)/N); 

 

for row = 0:(N-1) 

    for col = 0:(N-1) 

        pow = row * col; 

        M(row+1, col+1) = omega ^ pow; 

    end 

end 

 

M = (1/sqrt(N)) .*M; 

 

------------- 

 

(Thanks to http://en.wikipedia.org/wiki/Discrete_Fourier_transform for supplemental 

examples and information) 
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To make M orthonormal, I simply multiply it by 1/ sqrt(N) where N is the dimension of 

the vector x' 

 

For N = 2, M is this 2x2 matrix: 

 

[ 1/sqrt(2)  1/sqrt(2)] 

[1/sqrt(2)  -1/sqrt(2)] 

 

So that vector u = [ 1/sqrt(2)  1/sqrt(2)] 

and vector v =  [1/sqrt(2)  -1/sqrt(2)] 

 

Since the dot product of u*v = 0  

and the dot product of v*v = dot product of u*u = 1 

M is orthonormal. 

 

-------- 

 

The purpose of the FFT is to decompose a signal into sinusoids (so that any signal can be 

described in terms of sines and cosines).   

 

This is done by taking the original signal and computing the inner product with a sinusoid 

with one frequency. This process is repeated for increasing frequencies.  A simple way to 

computer this is to create a Vandermonde matrix and multiply it with the signal.  

 

For a Vandermonde matrix M of size 100×100, the image (with the imagesc command) 

of its real part and imaginary part are displayed below.  

The "real" part of the Vandermonde matrix represents cosine waves and the "imaginary" 

part represents the sines. 

 

Interestingly, the images appear to be inverses of each other (black pixels become white, 

and vice-versa). 

 

The horizonal imagery in the "real" image is because it consists of cosine values. The 

"imaginary" image is of sine values, and are an inverse image of the "real" part because a 

sine wave can be described as a pi/2 shift of a cosine (when sin(x) =0, cos(x) =1, and 

vice-versa). 

 

 

The images appear to be vertically symmetric as well.  This seems odd, as the frequencies 

are simply increasing as we progress down the Vandermonde matrix, as opposed to 

following the periodic values of a sinusoid. This effect is due to some aliasing. As we go 

down the rows of our matrix the frequencies increase to the point that they appear to "go 

backward" across the matrix, similar to our previous clock example. Once we get to the 

bottom of the matrix, each sample is almost one period of the sinusoid (e.g. a 55 minute 

sample rate). 
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---------------------------------------------------------------------- 

PART 3 

 

Normally, the DFT takes O(N
2
) arithmetical operations. Thankfully, any FFT algorithm 

computes the same result in only O(N log N) operations.   

 

The Cooley-Tukey FFT algorithm (which is in fact a re-invented algorithm known to 

Carl Friedrich Gauss from 1805!) is a "divide and conquer" algorithm that recursively 

breaks down a DFT of size N into many smaller DFTs of sizes N1 and N2.  For example, 

N = N1*N2.  N1 = N3*N4, N3 = ... and so on.  (Any factorization can be used in general, 

not just powers of two.) 

 

For example: The DFT for the even and odd elements of the vector can be computed 

independently, and then combined in constant time to produce the final DFT. A tree of 

height log(N) with N leaves is produced recursively by subdividing the evens and odds.  

The result is a O(N*log(N)) algorithm. 

 

 

Breakdown of the algorithm: 

1. Split the DFT of X into two separate summations 

 * even indices of the vector 

 * odd indices of the vector  

 

2. Factor the odd summation, so that there are two summations with a complex 

exponential.  

3. Calculate entire DFT by computing the complex exponential and summing them 

together.  

4. Recursively split the evens and odds until you reach the base case of constants (such 

that M=0, which cancels out the complex exponential) 

5. Sum everything back together as you move back up the tree 

 

Given a vector of length n, we say n = n1 * n2, where n1< n2 and is called the "radix".  

n1 determines how many "bins" into which we divide the original vector. As we increase 

n1, there are fewer iterations of recursion (recursion depth decreases).  

 

In the case of 2 dimensions, the FFT is performed on each row (or column) vector and 

then perform the FFT on each resulting column (or row) vector. Because the matrix is 

symmetrical, the order in which we perform the operation doesn't matter. This can be 

performed on dimensions higher than 2, in much the same way. 

 

(Again, thanks to http://en.wikipedia.org/wiki/FFT for additional outside of class 

information) 


