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Chapter 6

Rules of Coding III: Recursion

We routinely call built-in methods (such as max and abs) from methods, so it's no surprise that a method can call other methods. But that observation doesn't suggest that methods might call themselves, or that doing so will result in elegant solutions for a host of problems – solutions that are very different from iterative solutions. This chapter describes the use recursion in writing methods. Recursion is equivalent in power to loops – thus, a programming language doesn’t need both, but recursion makes many tasks much easier to program, and languages that rely primarily on loops always provide recursion as well. The power that comes from the ability to solve problems recursively should change the way you approach many programming problems.

Recursion is the technique for describing and solving problems in terms of similar smaller problems. Recursive methods are those that can call themselves, either directly or indirectly. Recursion is an alternative to iteration; a programming language with loops is not made more powerful by adding recursive methods, nor will adding loops to a language with recursion make it more powerful. But recursive problem-solving techniques are usually quite different from iterative techniques and are often far more simple and clear, and therefore easier to program.

1 How recursive methods work

To understand why recursive functions work it is necessary to understand recursive definitions, and we'll start with recursive definitions of mathematical functions. The function factorial, often denoted by the exclamation mark "!", can be defined informally as follows:

0! == 1

n! == n*(n-1)*(n-2)*...*3*2*1 for integer n > 0.

Factorial is defined only for integers greater than or equal to zero and produces integers greater than zero.

Thus,

0! == 1

1! == 1

2! == 2*1 == 2

3! == 3*2*1 == 6

4! == 4*3*2*1 == 24

5! == 5*4*3*2*1 == 120

...

10! == 10*9*8*7*6*5*4*3*2*1 == 3,628,800

The above definition is iterative, and we can use a loop to write a method to compute the value of n!.

// Factorial: iterative

public static int fact(int n)

{


// Precondition


Assert.pre(n >= 0,"argument must be >= 0");


// Postcondition: returned value == n!


int factValue = 1;


for (int i = 1; i <= n; i++)



factValue = factValue * i;


return fact;

}

But note that the mathematical definition of the factorial function given above is, somewhat vague; it relies on our understanding of what is meant by the ellipses (the "...") in the second line of the definition. The ellipses reflect the fact that this definition must describe an infinite set of function values with a finite description, and although some function descriptions are easily done (e.g., f(x) = 2*x + 3), others are not. But the factorial function can be defined easily and rigorously with a recursive definition:

0! == 1

n! == n*(n-1)! for integer n > 0.

This definition consists of two clauses, or equations. The first clause, called the basis clause, gives a result directly, in this case, for the argument 0. The second equation, called the inductive or recursive clause, marks the definition as a recursive definition because the object being defined, (the factorial function "!"), appears on the right side of the equation as well as the left
. This appears circular at first blush, but it is not; this definition can be applied to produce an answer for every argument for which the function is defined. The recursive function method to compute factorial looks like the following:

// Factorial: recursive

public static int fact(int n)

{


// Precondition


Assert.pre(n >= 0,"argument must be >= 0");


// Postcondition: returned value == n!


if (n == 0)



return 1;


else



return n * fact(n-1);

}

This method definition is recognizable as recursive because the definition of the function contains a call to the function being defined, and therein lies the power and the subtlety. The method definition itself shows very little complexity or computation; the most complicated thing that happens is that the parameter n is multiplied times a value returned by a method. Why does it work? The pre and postcondition say it all! If this method is passed the value 0, it returns 1. If it is passed a larger value, say 5, then it multiplies 5 times the value returned by fact(4). The result is therefore correct if fact(4) indeed returns 4!. If we wish, we can carry out a tedious proof and show that what fact(5) returns is, indeed, 5*4*3*2*1. But a much more graceful and powerful technique is available, and we'll discuss it shortly. 

Recursive methods generally exhibit two properties. First, for some set of arguments, the method computes the answer directly, without recursive calls. These cases correspond to the basis clauses of the definition. Most commonly, some set of 'small' problems is solved directly by the basis clauses; in the case of factorial, the value of the function for the smallest possible argument, 0, is specified explicitly in the function. The second property of recursive methods is that if an argument is not handled by the basis clause, then the method calculates the result using recursive calls whose arguments are "closer to the basis clauses" (usually, smaller) than the argument for the original call. In the case of factorial, if the argument n is not equal to 0, then a recursive call is made to factorial, but the argument passed is n-1. 

The number of small problems solved directly by a recursive function definition may be more than one, and the number of recursive calls made within a function method definition may be more than one as well. Another classic recursive mathematical function is the Fibonacci function; as with factorial, it is defined only for non-negative integers.


F(0) = 0 


F(1) = 1 


F(n) = F(n-1) + F(n-2) for n>=2

The Fibonacci sequence is the sequence of integers generated by this function:


0, 1, 1, 2, 3, 5, 8, 13, 21...

The first two values are specified explicitly; each other element is the sum of its two predecessors.  The easy implementation as a recursive method is the following; it is constructed directly from the mathematical definition:

// Fibonacci

public static int fibonacci(int n)

{


// Precondition


Assert.pre(n >= 0,"argument must be >= 0");


// Postcondition: returned value is F(n)


if (n == 0 || n == 1) 



return n;


else



return fibonacci(n-1)+fibonacci(n-2);

}

This definition solves two cases directly, for the arguments 0 and 1, and there are two recursive calls to compute F(n), both passing arguments smaller than n.

Using recursion doesn't guarantee success, of course. A recursive definition may be incorrect in various ways, and recursive functions can be called incorrectly. Some of these errors will cause a method call not to terminate. Non-terminating recursive calls are analogous to nonterminating loops. The following function, which is perfectly fine Java code, will in theory never terminate because every call to the function results in another call — there is no basis case to halt the computation.  Actually, it will terminate when the space required for the run-time method stack exceeds the computer's capacity or when n-1 gets too small.

public static int byebye(int n)

{


return byebye(n-1) + 1;

}

The following function has a basis case, but will halt only for positive even arguments – an argument that is an odd or negative integer will result in a nonterminating sequence of function calls.

public static int evenOnly(int n) 

{


if (n == 0) 



return 0; 


else 



return evenOnly(n-2) + 2;


}

Having a restricted set of values for which a function is defined is neither novel nor bad, of course; the factorial and Fibonacci functions are both defined only for positive integers, as stated in their preconditions, and calling either of them with a negative argument will result in a nonterminating computation unless a checkable precondition terminates the function call. 

2 Why recursive methods work

In previous chapters we have seen how to reason about the correctness of code that contains assignment, selection, and iteration. But how do we convince ourselves that a recursive method works? The answer turns out to be quite easy, but relies on the principle of mathematical induction, or the more general principle, recursion. In this section, we briefly introduce mathematical induction and then show its application to recursive methods.

Many mathematical proofs require that we show some property P is true for every member of an infinite set. For example, suppose we want to show that for any non-negative integer n (0, 1, 2, ...) the expression (n5-n) is an integer multiple of 5. There are several possible strategies for the proof. For example, we can give a direct proof by showing (by examining ten different cases) that for every natural number n, n5 and n have the same units digit. Hence subtracting n from n5 always leaves a zero in the units position, and therefore is divisible by ten.

An alternative strategy uses proof by induction. Here we begin with an inductive definition of the set and then use this definition as the basis for the proof. The set of non-negative integers N can be described recursively as follows:

1. 
0 is a member of N.

2. 
If n is a member of N, then so is n+1.

3. 
The only members of N are those that must be so from rules 1 and 2.

The first rule establishes that the set N is not empty; it may list more than one element. It is the basis rule of the definition. The second rule is the inductive rule; it is always of the form "If these elements are in the set, then this different element is also in the set." The final rule is often left unstated, but it plays the role of excluding any elements from the set except those that are implicitly included as a consequence of the basis and induction rules. 

Because we have given an inductive description of the set N, we can often use an inductive proof to prove a theorem of the form: For all n in N, P(n); that is, every element of n has a specified property P. To show by induction that property P(n) holds for all non-negative integers, that is, for all members of N, we must show two things.

1.
P(0) is true. That is, P holds for the basis case. 

2. 
For every n in N, P(n) => P(n+1) That is, if any integer n has the property P, then n+1 also has the property P.

The first step is called the basis step of the proof.  The basis step establishes that the property holds for all elements given in the basis step of the definition of the set N. The second step is the inductive step; it shows that anything that can be built using the inductive step of the definition of N has the property P if the elements used to build it have the property P. And that’s it! Note that once we've shown the basis and inductive steps, we have a recipe for showing that P(n) holds for any specific n. Since P(0) holds, then (according to the implication), so must P(1); since P(1) holds, then so must P(2); since P(2) holds, then so must P(3), and so on. Thus we could use this recipe to show directly but tediously P(3625). But if we can show that the implication holds, the mathematical rule of inference known as The Principle of Mathematical Induction allows us to conclude 


For all n in N, P(n). 

To use induction for the (n5-n) problem, we observe the following. The basis step is true by virtue of the equality


05-0 == 0

and 0 is divisible by 5. 

The induction step is not so easy. The most common way to show an assertion of the form


For all n, P(n) => Q(n)

is to allow n to represent any integer and show that


P(n) => Q(n)

Note that this implication is true if P(n) is false, so the implication is true if we simply show that whenever P(n) is true, Q(n) is true. In this case, we want to show that if n5 - n is divisible by 5, then (n+1)5 - (n+1) is also divisible by 5. To show this implication, we first evaluate (n+1)5 - (n+1) and obtain 


(n5 + 5n4 + 10n3 + 10n2 + 5n +1) - (n + 1) 

Rearranging, we get


(n5 -n ) + 5(n4 + 2n3 + 2n2 + n) 

This expression is the sum of two expressions, the second of which is clearly divisible by 5. Moreover, if the left side of our implication is true, then the first expression is divisible by 5 as well. This shows the implication — that if n5 - n is divisible by 5, then (n+1)5 - (n+1) is also divisible by 5. This shows that P(n) => P(n+1), which is exactly what we wished to show for the induction step, and therefore we can conclude that P(n) is true for all n in N. That is, n5 - n is divisible by 5 for all non-negative integers.

If we have a recursive mathematical definition of a function in hand, using induction to show that a recursive function method works correctly is often straightforward. To show that a function method f works properly for all natural numbers n, we show first that f works for each of the basis (non-recursive) cases. This is often trivial. Then we show the implication: that if f works properly (that is, if it satisfies the specifications given in the pre and postcondition) for all values less than n, then the method also works for n.
 Thus, to show that f(n) always computes the right value, we must show that it does so for the basis cases, and then we must show that the value returned by the call f(n) is correct if all the values returned by calls to f(k) are correct, where k < n. 

For example, to convince ourselves that the factorial function method computes the factorial function, we first show that the result returned by computing fact(0) is correct, that is, 0!. 

// Factorial: recursive

public static int fact(int n)

{


// Precondition


Assert.pre(n >= 0,"argument must be >=0");


// Postcondition: returned value == n!


if (n == 0)



return 1;


else



return n * fact(n-1);

}

From the code, we easily see that if n == 0 then the function returns 1, the correct value for 0!. To show the implication, we need only show that if factorial works correctly for values up through n, then it also works correctly for n+1. Again, following the code, we see that if fact(n+1) is to call fact(n) then n+1 must be greater than 0. Hence for the recursive call to fact(n), the function precondition holds. The function then returns the product of n+1 and the result of evaluating fact(n). If fact(n) returns n!, then fact(n+1) returns (n+1)!, which is correct according to the inductive definition of the factorial function. 

This may all seem rather arcane, but a moment's reflection will convince you that, since recursion is equivalent in power to iteration, the role played by loop invariants for iteration must be played by the pre and postconditions of recursive functions. We will be as careful in stating pre and postconditions for recursive functions as we are in stating invariants for loops.

3 Tracing recursive methods

The overlapping page tracing technique works well for tracing recursive methods. The only trick is to think of each recursive call as being to a separate method, so you will need many copies of the recursive method. For example, let’s say that the main program calls fact(4). The accompanying sequence of figures shows the trace. In this case we need five copies of the factorial function. The actual parameters have been substituted for the formal parameters in the function
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4 Examples of recursive functions 

Data structures are often defined recursively; for example, a classic definition of a list is recursive.

1.
The empty list is a list.

2.
If a is a value, and x is a list, then a:x is a list. (The colon represents the 'appending' operation.)

3. 
There are no other lists.

Finite sets can be defined in an analogous way:

1. The empty set is a finite set.

2. If S is a finite set, and x is an element, the S  {x} is a finite set.

3. There are no other finite sets.

We usually won't give explicit recursive definitions of the sets and functions underlying our recursive methods, but they are always there, and difficulty in formulating the pre and postconditions of recursive functions often reflects a lack of understanding of the underlying definitions. In this section we'll give several definitions of simple recursive functions defined on subarrays. In some cases, the basis step of the definition is defined for empty subarrays, and in others, it is defined on subarrays with a single element. Recursion is not really appropriate for most of the examples we give in this section because the problems are easily solved iteratively, but the use of recursion makes both the programs and the underlying algorithms easy to understand.

4.1 Finding the largest entry of an integer subarray

The function maxEntry that returns the largest element of a non-empty subarray b[lo...hi] can be defined recursively. The basis case is the set of subarrays with one entry; the inductive case is the set of subarrays with two or more entries.

// Find the largest entry of an integer subarray.

public static int maxEntry(int[] b, int lo, int hi)

{


// Precondition


Assert.pre(0<=lo && lo<=hi && hi<b.length,"lo or hi is wrong");


// Postcondition: returned value is the largest value in b[lo...hi]


if (lo == hi) 



return b[lo];
// single element subarray.


else



return Integer.max(b[lo],maxEntry(b, lo+1, hi));

}

4.2 Recognizing an Unsigned integer

The function isValid determines whether a specified string is a valid unsigned integer, that is, whether it contains only digits and nothing else. The empty string serves as a basis case, and consequently satisfies the test implemented by isValid.

//  Determine whether a String contains only digits.

public static boolean isValid(String s)

{


// Precondition


Assert.pre(true,"");


// Postcondition: returned value ==


//            (Ai: 0 <= i < s.length(); s.charAt(i) is a digit)


if (s.length() == 0)



return true;
// Empty string is valid.


else



if ('0' <= s.charAt(0) && s.charAt(0)<='9') // First character 


                                               // is a digit.




return isValid(s.substring(1));



else




return false;

}

Short circuit evaluation can be exploited to write this in a somewhat more compact form as follows.  Notice however, that while short circuit evaluation makes the method more efficient, it is not essential for correctness.

//  Determine whether a String contains only digits.

public static boolean isValid(String s)

{


// Precondition


Assert.pre(true,"");


// Postcondition: returned value ==


//            (Ai: 0 <= i < s.length(); s.charAt(i) is a digit)


if (s.length() == 0)



return true;
// Empty string is valid.


else



return ('0' <= s.charAt(0) && 

              s.charAt(0)<='9'   &&

              isValid(s.substring(1)) 

}

4.3 Greatest common divisor

The greatest common divisor (gcd) function is defined for any two integer arguments not both of which are zero. The greatest common divisor of two integers x and y is defined to be the largest integer z such that x % z == 0    and y % z == 0. Euclid found an efficient algorithm for finding the gcd of two integers by noting that any integer that divides x and y must also divide x % y (and y % x). A recursive version of Euclid's algorithm can be given as follows:

// Find greatest common divisor of two integers.

public static int gcd(int x, int y)

{


// Precondition 


Assert.pre(x != 0 || y != 0,"at least one argument must be nonzero");


// Postcondition: returned value is gcd(x,y).


if (y == 0)



return Math.abs(x);


else



return gcd(Math.abs(y), Math.abs(x) % Math.abs(y));

}

This program has a subtlety that has nothing to do with recursion. Note first that although the method will accept negative parameters, the parameters of all calls after the first will be non-negative. The program clearly works if y == 0. If in any call the magnitude of y is no greater than that of x, this relationship is maintained in each successive recursive call - in fact, in all successive calls, the magnitude of y is less than that of x. The subtlety occurs if the magnitude of y is initially greater than that of x; in this case, the effect of the call is to replace x with the magnitude of y and y with the magnitude of x – the values are made non-negative, and the larger value is put in x. Thereafter, the magnitude of y is always less than that of x.

5 Examples of recursive procedures

A procedure performs an action. If the action is to alter the entries of an array, for example, the task can often be programmed recursively. As with recursive functions, recursive procedures also must solve two classes of problems: problems that can be solved directly, and problems that are solved by recursive calls. As with recursive functions, the recursive calls must be crafted so that eventually problems will be encountered that can be solved directly.

5.1 Processing the entries of a subarray

The following procedure changes the value of b[i] to b[i]%i for each array entry with an index from lo through hi. The implementation handles empty subarrays, but the procedure has no effect on them; a call to the method with lo > hi returns to the calling program without executing any code..

// Change the value of b[i] to b[i] mod i for all 

// entries in b[lo...hi]

public static void modi(int[] b, int lo, int hi)

{


// Precondition


Assert.pre(0<=lo && hi<b.length,"lo or hi is wrong");


// Postcondition: (Ai : lo <= i <= hi : b[i] = old_b[i] % i)


if (lo <= hi)


{



b[lo] = b[lo] % i;



modi(b, lo+1, hi);


}

}

To change all the entries of an array c, we would execute the instruction

modi(c,0,c.length-1)

While this is probably not the best way to implement this algorithm, it is instructive to see how concise the recursive algorithm is.

5.2 Towers of Hanoi

The Towers of Hanoi is a classic puzzle whose solution is a nice example of the power and conciseness of recursive procedures. The legend is that in the Temple of Benares in Hanoi there are 64 golden disks on three diamond pegs. Each disk is of a different size so that when piled up on the first peg, they form a pyramid. The monks of the temple are moving the disks from the first to the third peg; when they finish, the world will end. Fortunately for the rest of us, the monks are being slowed down by two rules. First, only one disk at a time can be moved. And second, a bigger disk cannot be placed on top of a smaller disk. 

In this case, truth is duller than fiction. The problem was invented by Edouard Lucas and sold as a toy in France beginning in 1893. The legend was created to help sales.

The solution to the towers of Hanoi problem is the series of moves necessary to move n disks from the first peg to the third obeying the two rules. We can get a flavor of the solution by trying it for small values of n. We’ll label the pegs A, B, and C. For n==1, the solution is

move 1 disk from peg A to C
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For n==2, it’s a little more complex

move 1 disk from A to B

move 1 disk from A to C

move 1 disk form B to C
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Notice that it is not necessary to specify which disk is to be moved. Since we can move only the top disk in a stack, specifying source and destination pegs is sufficient.

For n==3 the moves are

move 1 disk from A to C.

move 1 disk from A to B.

move 1 disk from C to B.    Now disks 1 and 2 are on B

move 1 disk from A to C.

move 1 disk from B to A.

move 1 disk from B to C.

move 1 disk from A to C.

These seven moves are illustrated as follows:
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We notice two things in these examples. First, the solution is growing faster than the problem. In fact, as we’ll see in a later chapter, it takes 2n-1 steps to move n disks. And second, we begin to see a pattern emerging. To move 3 disks from A to C, we first move 2 disks from A to B (the first 3 steps), then move one disk (the nth) from A to C (step 4), and then move the 2 disks from B to C (steps 5-7). In general, to move n disks from A to C, we first move n-1 disks from A to B (the 'workspace'), then move one disk from A to C, and finally move n-1 disks from B to C. This can be specified by the following recursive procedure. We will use the characters 'A', 'B', and 'C' to designate the three pegs. The following solution uses the basis case of moving zero disks, in which the method need do nothing.

// Display the steps to move n disks from source to destination using 

// the workspace peg as temporary storage.

public static void hanoi(int n, char source, char workspace, char dest)

{


// Precondition:  the n smallest disks are on the source peg.


// Postcondition: the n top disks from the source have

   //                been moved to the destination peg while

   //                obeying the rules:


//





  Only one disk at a time is moved.


//                  A big disk is never placed on a small disk.


//                  Only the top n disks from the source have


//                  been moved.


if (n > 0)  // Do nothing to move 0 disks.


{



hanoi(n-1, source, dest, workspace);



// Top n-1 disks are now on the workspace.



// Disk n is on source.



System.out.println("Move 1 disk from "+source+" to "+dest+".");



// Top n-1 disks are now on the workspace.



// Disk n is on destination.



hanoi(n-1, workspace, source, dest);



// Top n disks are now on the destination.


}

}

To display the 63 steps to move 6 rings from 'A' to 'C', we would execute


hanoi(6,'A','B','C');

This is an amazingly clear solution to what seemed at first a complex problem. Solving this problem iteratively requires an algorithm that is substantially longer and more difficult to understand.

While it is often feasible to conceive of a recursive solution by generalizing from an iterative solution, it is often possible to devise the recursive solution directly. In this sense, one could say that recursion can enable you to solve a problem without really understanding how you did it! In the case of the Towers of Hanoi, the constraints of the puzzle make it clear that any solution that moves the bottom disc directly from peg A to peg C must go through the intermediate state in which there are n-1 discs on peg B. In the case of three discs, this state is the following:
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If one then sees that moving n-1 disks to peg B is the same kind of problem as moving n discs to peg C, the general case of the recursive solution is obvious:

Move n-1 disks to from A to B.

Move the bottom disk to from A to C.

Move n-1 disks from B to C.

There may be problems in formulating recursive solutions, of course, but treating the basis cases and formulating the pre and postconditions will resolve whether the recursive solution works.  

5.3 The Chinese rings puzzle

The Chinese rings puzzle, illustrated below, apparently really did originate in China, and is indeed an old puzzle. Supposedly, in ancient times, it was given by Chinese soldiers to their wives to occupy their time while the men were off at war. Whether or not this is true, the puzzle is certainly very old; it was used in medieval Europe as a lock.







The Chinese Rings Puzzle

The object of the puzzle is to remove all the rings from the bar. We’ll number the rings from 1 to n with the lower numbers farther from the handle (shown here with an A on the left) and the larger numbers nearer the handle. In manipulating the puzzle, the three constraints of the puzzle become evident. 

•
1. Ring 1 is always mobile, that is, if ring 1 is on the bar, it can be removed, and if it is off the bar, it can be put on regardless of the disposition of the other rings. 

•
2. If rings 1...i -1 are off and ring i is on, then ring i+1 is mobile; it can be put on or taken off. 

•
3. No other rings are mobile.

This looks like a problem that might succumb to a recursive algorithm, and indeed it is. Somehow, we want to turn the problem of removing n rings into one or more problems of removing n-1 rings. However, the most obvious assault on the problem doesn’t work. If we remove ring 1, then we do indeed have a problem of removing n-1 rings. But with rings 2 through n on, the only moves that can be made are to replace ring 1 or to remove (and then replace) ring 3. No other moves are possible, and we are stuck. The problem of size n-1 that we get after removing ring 1 is not like the original problem – its constraints are different, because the new "ring 1" cannot be put on and taken off at will.

So how can we change a problem of size n into a similar problem of size n-1? By removing the nth ring first! We clearly can't do that directly, but if we somehow manage to remove the nth ring 'first', then we will be faced with a problem of removing n-1 rings with exactly the same constraints as before. It will go something like the following.

To remove the nth ring (and no others):

Remove rings 1 through n-2. (Recursively. This leaves only 


rings n and n-1.)

Remove the nth ring  (It is removable since it is second.)

Put on rings 1 through n-2. (Somehow...)

This gives us a plan for a recursive solution:

To remove n rings (when all n are initially on):

Remove rings 1 through n-2.
(Recursively. This makes the nth 










 ring mobile.)

Remove the nth ring.

Put on rings 1 through n-2.
(This leaves rings 1 though n-1 on.)

Remove rings 1 through n-1.
(Recursively.)

This recursive algorithm has two interesting properties. First, it makes two recursive calls to itself: once to remove rings 1..n-2, and a second to remove 1..n-1. And second, it makes a call to another (not yet written) algorithm that puts on rings. This looks promising – so long as we can write a method that puts on the rings. That turns out not to be terribly difficult, so long as we realize that, as with the algorithm for removal, the 'first' ring to be put on must be the nth ring rather than the first:

To put on n rings (when all n are initially off):

Put on rings 1 through n-1.

Remove rings 1 through n-2.  (This makes the nth ring mobile.)

Put on the nth ring.  

  (This leaves only rings n-1 and n on.)

Put on rings 1 through n-2.

This is a form of recursion we haven't seen before, because the algorithms to remove and put on the rings call each other as well as themselves. Two methods A and B are mutually recursive if method A can call (or call methods that call) method B, and method B, similarly, can call (or call methods that call) method A. The Chinese Rings puzzle can be solved elegantly with two mutually recursive methods – one to put n rings on (when all are initially off) and one to take n rings off (when all are initially on). 

We haven't yet considered basis cases. In fact, we need two basis cases, since the methods to put on and remove n rings both call themselves with arguments n-1 and n-2. It is not difficult to write the algorithms for putting on and taking off one and two rings to make      n == 1 and n== 2 the basis cases, but we can look for a more elegant solution by trying basis cases of zero rings (that require no action) and one ring (which requires a simple action of removing or replacing ring 1). We can go still further and ask "What if we choose the basis cases to be those of   -1 rings and zero rings?" If we take both these cases to require no action
, the algorithms are easy to write as a pair of mutually recursive procedures that we've named remove and replace:

// Remove rings 1..n

public static void remove(int n)

{


// Precondition:  rings 1...n are on.


// Postcondition: rings 1...n are off.


if (n > 0)  // Do nothing for 0 or fewer rings.


{



remove(n-2);



System.out.println("Take off ring "+n+".");



replace(n-2);



remove(n-1);


}

}

// Replace rings 1..n

public static void replace(int n)

{


// Precondition:  rings 1...n are off.


// Postcondition: rings 1...n are on.


if (n > 0) // Do nothing for 0 or fewer rings.


{



replace(n-1);



remove(n-2);



System.out.println("Put on ring "+n+".");



replace(n-2);


}

}

To display the moves necessary to remove n rings, we would execute the statement


remove(n);

This solution may look as though its doing an awful lot of work, and we'll see later that this is indeed the case. But none of the work is superfluous – this solution is minimal in the number of times a ring is put on or removed.

Solving the physical version of the Chinese Rings is challenging, partly because the number of moves goes up rapidly as n increases, but largely because it is easy to forget where you are in the process – the bookkeeping can overwhelm you. Because the recursive solution hides the bookkeeping, it is far easier to understand and explain.

5.4 Selection sort

The preceding chapter gave an iterative version of selection sort. Our next example of a recursive procedure is a recursive version of the same sorting algorithm. A recursive selection sort of the entries of a subarray can be informally described as follows: If the subarray is empty or has only one element, do nothing, since such a list is sorted. If the subarray has two or more elements, first swap the smallest entry of the array into place, and then sort (recursively) the remainder of the subarray. (We assume the existence of a swap procedure and a function indexOfMin that returns the index of the minimum entry of a subarray defined by lo and hi.) Note that the recursive call — "sort the remainder of the subarray" — is for a smaller problem, because the remainder of the array has one entry fewer than the original subarray. No matter what size the original subarray, eventually the algorithm will encounter the base case of a list of size one, and that case will not induce a recursive call.

// Selection sort of a subarray.

public static void recSelectionSort(int[] b, int lo, int hi)

{


// Precondition


Assert.pre(0 <= lo && lo <= hi+1 && hi < b.length, "lo/hi error");


// Postcondition: the subarray b[lo...hi] is a sorted permutation


//                of the original array.


if (lo < hi)  // At least two elements to be sorted.


{



swap(b, lo, indexOfMin(b,lo,hi));



recSelectionSort(b, lo+1, hi);


}

}

To sort an entire array C we would execute

recSelectionSort(c, 0, c.length-1);

We need only one base case for selection sort, since sorting a list of size n requires only a recursive call to sort size n-1. If we used a single base case, it would naturally be the empty subarray, where lo == hi + 1; this subarray is already sorted. But the subarray with a single entry is also already sorted, so we can streamline our algorithm slightly (at no cost) by using two base cases, lo == hi and lo == hi + 1). 

The function indexOfMin can also be written as a recursive function; we leave that as an exercise for the reader.

6 Divide and Conquer

The recursive programs we've seen so far have expressed the solution of a problem of size n in terms of solutions to problems of size n -1, or sometimes problems of size n-1 and n -2. But recursion need not 'peel off' a single element to reduce the size of the next recursive call. Divide and conquer algorithms construct the solution to a problem of size n from the solutions of problems of size n /k, where k is some integer greater than 1. Some of the best known and most useful recursive algorithms are divide and conquer algorithms.

Divide and conquer algorithms generally fit the following scheme:


If the problem P is sufficiently small, solve it directly.


If P is not small, then

1. Break up P into two or more problems P1, P2, ...,Pn, where the size of each problem Pi is some fraction of the size 


of P.

2. Solve the problems P1 through Pn.

3. Combine the solutions to the problems P1 through Pn to obtain the solution to P.

Typically, the problems P1, P2, ...,Pn are similar to the original problem P, and often they are “subproblems” of P. When this is the case, divide and conquer algorithms are most naturally programmed recursively.

6.1 Finding the largest entry of an integer subarray

Earlier we gave a recursive function method maxEntry that returns the largest element of a non-empty array b from b[lo] through b[hi]. We repeat that function here for ease of comparison.

// Find the largest entry of an integer subarray.

public static int maxEntry(int[] b, int lo, int hi)

{


// Precondition


Assert.pre(0<=lo && lo<=hi && hi<b.length, "lo or hi is wrong");


// Postcondition: returned value == (Max i: lo<=i<=hi: b[i])


if (lo == hi) 



return b[lo];
// single element subarray.


else



return Integer.max(b[lo],maxEntry(b, lo+1, hi));

}

That same problem can be solved by divide and conquer. The base case is the same, when lo == hi. But if lo < hi, the divide and conquer algorithm divides the array into two equal (or nearly so) subarrays, finds the largest element in each subarray, and then returns the larger of these two values
. 

// Find the largest entry of an integer subarray.

public static int maxEntryDC(int[] b, int lo, int hi)

{


// Precondition


Assert.pre(0<=lo && lo<=hi && hi<b.length,"hi or lo is wrong");


// Postcondition: returned value == (Max i: lo<=i<=hi: b[i])


if (lo == hi) 



return b[lo];


else


{



int mid = (lo+hi)/2;



Assert.assert(lo <= mid && mid < hi,"mid calculated incorrectly");



return Integer.max(maxEntry(b,lo,mid),maxEntry(b,mid+1,hi));


}

}

6.2 Binary search

In chapter 4 we gave an iterative version of an efficient algorithm called binary search for searching for a value in a sorted array. Binary search compares the "middle" value of the sorted list with the value sought. If the key is less than or equal to the middle element, then the key is in the first half if it is in the list at all. Conversely, if the key is greater than the middle element, then if the key is in the list, it must be in the second half. Thus a single comparison of the key against a list element (in this case, the middle element) cuts the problem in half. Here we give the iterative code of chapter 4 generalized to search the subarray b[lo...hi], and packaged as a method.  Notice that the formal parameters are changed by the method.  But because Java passes parameters by value, the changes do not affect the actual parameters.  Rather the changes are carried out on copies of the actual parameters that disappear when the method ends.

// Binary search of a nonempty array sorted by <=.

public static int binSearch(int[] b, int lo, int hi, int key)

{


// Precondition


Assert.pre(0<=lo && lo<=hi+1 && hi < b.length,"lo or hi is wrong");


Assert.pre(isSorted(b,lo,hi),"specified subarray is not sorted");  


// Postcondition


//      Either the returned value is –1 and key is not in b[lo...hi] or


//      returned value is the index of key in b[lo...hi].


int mid;


while(true)


{



mid = (lo+hi)/2;



Assert.assert(0<=lo && lo <= hi+1 && hi < b.length,





"lo or hi our of range");



Assert.assert(lo <= mid && mid <= hi,"mid calculated incorrectly"); 



if (lo == hi+1 || b[mid]==key) break;  // SC eval



if (key < b[mid]) 




hi=mid-1; // key is in b[lo...mid-1] if it is in b[lo...hi].



else




lo=mid+1; // key is in b[mid+1...hi] if it is in b[lo...hi].


}


if (lo == hi+1)



return –1;  // key not found;


else



return mid; // found at b[mid]

}

Below we give a recursive version of the same algorithm. 

// Binary search of a nonempty array sorted by ≤.

public static int binSearch(int[] b, int lo, int hi, int key)

{


// Precondition


Assert.pre(0<=lo && lo<=hi+1 && hi < b.length,"lo or hi is wrong");


Assert.pre(isSorted(b,lo,hi),"specified subarray is not sorted");  


// Postcondition


//      Either the returned value is –1 and key is not in b[lo...hi] or


//      returned value is the index of key in b[lo...hi].


int mid = (lo+hi)/2;


if (lo == hi+1)  // Empty subarray



return –1;


else



if (b[mid]==key)




return mid;  // key found in b[mid].



else 




if (key < b[mid])





return binSearch(b, lo, mid-1, key);  






// key is in b[lo...mid-1] if it is in b[lo...hi].




else





return binSearch(b, mid+1, hi, key);






// key is in b[mid+1...hi] if it is in b[lo...hi].

     }

The recursive version of the algorithm is both shorter and simpler than the iterative version. More importantly, it is also much easier to get right.

6.3 Mergesort

Sorting is a sufficiently important and costly operation that many different sorting algorithms are in common use. We've seen both iterative and recursive forms of selection sort; it is often a good choice for sorting short lists or for other special circumstances (some of which we'll discuss later). In the remainder of this section, we'll look at two divide and conquer sorting algorithms.

Mergesort is the perhaps the simplest divide and conquer sort. It can be described as follows:

To mergesort a list


if the list is of length 0 or 1, do nothing; the list is sorted.


if the list is of length greater than 1 then


1.
divide the list into two lists of approximately equal length; 


call them L1 and L2.


2a
mergesort L1; call the result L1'.


2b
mergesort L2; call the result L2'.


3.
merge L1' and L2'.

The algorithm is recursive because, to mergesort a list of length n, we must sort two lists of length n/2; sorting each of those requires sorting two lists of length n/4, and so on. Without going into detail, it is easy to see that merging two sorted lists into a single list is a simple task; one needs only repeatedly compare the first elements of each list, remove the smaller of the two, and move it to the output list. Thus the “work” of mergesort – the comparison of values – is performed in the combining step of merging two sorted lists. 
 

6.4 Quicksort

The general all-around champion of the internal sorts is known as quicksort, which is quite easily understood in its recursive form. Quicksort is the natural outcome of using divide and conquer to sort a list, with the constraint that all the work will be done in the divide step. If we require that the combining step will be simply concatenation of two lists, then the result of solving two subproblems must be two sorted lists, one containing the 'low' values and the other containing the 'high' values of the original list.

Partitioning an array around one of its values x places the value x in its correct position in a sorted list, and re-arranges the other array elements so that all elements to left of x are less than or equal to x, and all elements to the right of x are at least as great as x. The partitioning method shown below accomplishes this, and additionally returns the final position of the value x. With that description of partitioning, the quicksort algorithm can be stated marvelously simply:

To quicksort the array b[lo...hi]:

1. If lo == hi or lo == hi-1, then do nothing; the list is sorted.

2. If lo < hi then

a) partition b[lo...hi] about b[lo] and return k, the final position of the value initially in b[lo]

b) quicksort (b[lo...k-1])

c) quicksort (b[k+1...hi])

Ideally, the value of b[lo] would be the median of the values in b[lo...hi], but the algorithm clearly works even if the value of b[lo] is the maximum or minimum value of the subarray. Note that we need not simply use the value originally in b[lo]; we can swap into b[lo] a more attractive possibility if one can be identified, but in practice the original contents of b[lo] is often used without additional fuss. We'll discuss other options in a later chapter on sorting but using this approach gives the following sorting algorithm. Below we give two partitioning methods. Note that both use our simple integer class, MyInt, for the outbound parameter that returns the position where b[lo] ended up.  Why didn’t we implement the partition algorithm as a function that returned the position?  It is because functions are not supposed to have side effects and partitioning an array is clearly a side effect.  The first of the partition methods goes through the array left to right moving the "small" elements to the left.  The second is a variant of the Dutch flag problem in which we fill in the small values on the left and the large values on the right.  The quicksort method follows the partitions.  There's almost nothing to it; all the work is done in the partition.  Note in the quicksort method that any explicit reference to solving the small problem ("if the list is of size 1, do nothing) disappears from the code implementation, and is replaced by "if the list is not of size 1, then do the following...".

// Partition method 1

// Partition a subarray around its first entry. Set the outbound

// parameter to indicate the final position of the pivot element.

public static void partition(int[] b, int lo, int hi, MyInt mid)

{


// Precondition


Assert.pre(0 <= lo && lo <= hi && hi < b.length,"lo/hi error");


// Postcondition


//     isPerm(b, old_b) && old_b[0] == b[mid.getInt()] &&


//     (Ar: 0<=r<mid.getInt(): b[r]< b[mid.getInt()]) &&


//     (Ar: mid.getInt()<=r<=hi: b[mid.getInt()]<=b[r])


//      The method permutes b by partitioning it about the 


//

  value in b[0].  It sets mid to the new location of b[0] 


//      value.

   //           b[0...mid-1] < b[mid] and

   //           b[mid...b.length-1] >= b[mid] and


//           b[mid] == old_b[0].


int findmid = lo; // Start findmid at lo.


for (int i=lo+1; i<= hi; i++)


{



if (b[i] < b[lo])



{




findmid++; // Move findmid to the right.




swap(b, findmid,i);



}



//  inv 
(Ar:lo < r <= mid.getInt() : b[r] < b[lo]) && 



//
      (Ar : mid.getInt() < r <= i : b[lo] <= b[r]) &&   



//        isPerm(b, old_b)



//  inv
 The elements b[lo+1...findmid]are all < b[lo]



//

    and



//
       the elements b[findmid+1...i] are all >= b[lo]



//


 and



//
       b is a permutation of old_b.


}


swap(b, lo , findmid);


mid.setInt(findmid);

}

// Partition method 2

// Partition a nonempty subarray around its first entry. 

// Set the outbound parameter to indicate the final position 

// of the pivot element.

public static void partition(int[] b, int lo, int hi, MyInt mid)

{


// Precondition


Assert.pre(0<=lo && lo<=hi && hi<b.length,"lo or hi is wrong");


// Postcondition


//     isPerm(b, old_b) && old_b[0] == b[mid.getInt()] &&


//     (Ar: 0<=r<mid.getInt(): b[r]< b[mid.getInt()]) &&


//     (Ar: mid.getInt()<=r<=hi: b[mid.getInt()]<=b[r])


//      The method permutes b by partitioning it about the 


//

  value in b[0].  It sets mid to the new location of the b[0] 


//      value.

   //           b[0...mid-1] < b[mid] and

   //           b[mid...b.length-1] >= b[mid] and


//           b[mid] == old_b[0].


int x=lo;


int y=hi;


while (true)


{



// Inv: b[lo...x-1] are all < b[x]  &&



//      b[y+1...hi] are all >= b[x] &&



//      b[x+1..y] are not yet placed &&



//      isPerm(b, old_b)



if (x == y)




break;
// Unknown part is empty.



else



{




if (b[x+1]<b[x])   // First unknown value is small.




{





swap(b, x, x+1);





x++;




}




else  // first unknown value is large.




{





swap(b,x+1,y);





y--;




}



}


}


mid.setInt(x);

}

// Quicksort a subarray into non-decreasing order.

public static void quicksort(int[] b, int lo, int hi)

{


// Precondition


Assert.pre(0<=lo && lo<=hi+1 && hi<b.length,



"lo or hi is wrong");


// and old_b==b;


// Postcondition


// isPerm(b, old_b) && isSorted(b,"<=");


if (lo < hi)


{



MyInt mid = new MyInt();



partition(b, lo, hi, mid);



quicksort(b, lo, mid.getInt()-1);



quicksort(b, mid.getInt()+1, hi);


}

}

Whereas both the recursive and non recursive versions of selection sort (as well as some other sorts we'll see later) require time proportional to n2, the square of the size of the array being sorted, mergesort and quicksort require time proportional to (n log n)
. For large n, the difference is astronomical. For example, in sorting 1,000,000 items, quicksort is approximately 36,000 times faster! In practical terms, this means the difference between a sort program that runs in a few seconds and one that requires many days.

7 Avoiding inefficient recursion

The use of recursion introduces overhead in the form of time and space required by the method calls. This cost is often modest or negligible, but it can be substantial. Thus, while recursion provides a very concise and clear way to describe many algorithms, careless recursive implementation of algorithms can result in very slow programs. Consider the problem of implementing a function method to compute the nth Fibonacci number. Recall that the common definition of this function is the following: 

Fib(0) = 0

Fib(1) = 1

Fib(n) = Fib(n-1) + Fib(n-2) for n > 1

We gave the obvious recursive implementation of this function earlier, and we repeat it here:

// Fibonacci

public static void int fibonacci(int n)

{


// Precondition


Assert.pre(n >= 0,"argument must be >= 0");


// Postcondition: returned value is F(n).


if (n == 0 || n == 1) 



return n;


else



return fibonacci(n-1)+fibonacci(n-2);

}

This turns out to be remarkably inefficient because each computation spawns two other computations, and many method invocations are given the same argument. The problem becomes clear if one considers the number of duplicate calls in something as small as fibonacci(5) as illustrated in the following figure.
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When the argument of the Fibonacci calculation is increased by one, the number of nodes in the tree (that is, the number of method calls required by the computation) nearly doubles.

Consider, in contrast, how one would write an iterative method to compute fibonacci(n). The following is one reasonable implementation; it has variables with the values of the two largest values of fibonacci(i) calculated at any point so that it can compute the next value easily as their sum..

// Iterative Fibonacci

public static int fibonacci(int n)

{


// Precondition


Assert.pre(n >= 0,"argument must be >= 0");


// Postcondition: returned value is Fib(n).


if (n <= 1)



return n;


else


{



int fibMinus1 = 0;



int fibMinus2;



int fib = 1;



for (int i=2; i<=n; i++)



{




// Invariant: fib == Fibonacci(i-1) and




//            fibMinus1 == Fibonacci(i-2) and




//            i>=2 => fibMinus2 == Fibonacci(i-3)




fibMinus2 = fibMinus1;




fibMinus1 = fib;




fib = fibMinus1 + fibMinus2;



}



return fib;


}

}

The iterative solution carries along two values in its computation of fibonacci(n). The same idea can be used to vastly improve the recursive computation. Rather than have the function fibonacci compute a single value, we have it compute a pair of 'adjacent' fibonacci numbers. Thus, the method that finds fibonacci(n) will also find fibonacci(n-1). That means that the method call to find fibonacci(n) (and fibonacci(n-1)) will have to make only a single recursive call to a copy that will find both  fibonacci(n-1) and fibonacci(n-2).  Note that we have used a simple PairInt class which holds two integers and has the expected reader and writer methods:

getFirst()

getSecond()

setFirst(int i)

setSecond(int i)

The default constructor initializes both elements of the pair to 0.

// Calculate Fib(n) and Fib(n-1).

public static PairInt fibonacciPair(int n)

{


// Precondition


Assert.pre(n >= 0,"argument must be >= 0");


// Postcondition:


//



first element of the returned value == Fib(n-1).


//          second element of the returned value == Fib(n).


PairInt res = new PairInt();


if (n == 0)



return res;


else



if (n == 1)



{




res.setSecond(1);




return res;



}



else // n > 1



{




res = fibonacciPair(n-1);




int temp = res.getFirst();




res.setFirst(res.getSecond());




res.setSecond(res.getFirst() + temp);




return res;



}

}

Finally, to spare the user the necessity of dealing with a pair of returned values, we provide a convenient function with the original pre and postconditions:

// Calculate Fib(n)

public static int fibonacci(int n)

{


// Precondition


Assert.pre(n >= 0,"argument must be >= 0");


// Postcondition: returned value is Fib(n).


return fibonacciPair(n).getSecond();

}

This function is very nearly as efficient as the iterative version and much more efficient than the original recursive version. The lesson is that straightforward implementation of a recursive method can conceal duplication of computations, and duplications can be very expensive, whether done recursively or iteratively.

8 When should you use recursion?

Recursive methods inherently involve costs attributable to the overhead of method calls. The calling program must be suspended and its state saved. Then control must be transferred to the called routine. And when the method terminates, the calling program’s state must be retrieved and the code resumed. All this takes time and space in computer memory. We saw in the previous section an example of how these costs can be prohibitive (in the case of the simple fibonacci function method) and how they (sometimes) can be considerably reduced. But regardless of how well programmed, a recursive method still has costs not found in an iterative routine. This has led some folks to avoid recursion simply to keep execution costs down. We think that is a foolish position.

A comparison of a recursive binary search with an iterative version illustrates the principal advantage recursion can have over iteration: it is simply much easier to write a correct recursive binary search than it is to write a correct iterative version. A simple iterative solution to the Towers of Hanoi is, in fact, possible, but it's very difficult to understand why it works, whereas the correctness of the recursive version is, to someone familiar with recursive methods, immediate and obvious. Such examples abound: problems for which iterative solutions are simply more difficult to program or understand than the recursive solutions. But that is not always the case; the iterative version of factorial is just as clear as the recursive version, and the iterative versions of selection and insertion sorts are arguably as clear in their recursive counterparts. 

So when should one use iteration, and when recursion? The first answer is, avoid using recursion if it doesn't make the code significantly easier to write and understand. In that light, many of our examples, including factorial, selection sort, and finding the largest entry in an array, must be considered convenient pedagogical exercises rather than good code. We classify the code for binary search and quicksort as examples where the gain in clarity and ease of programming justify the small degradation in execution speed much of the time. And although we know it can be done, we simply haven't figured out how to solve the Chinese Rings iteratively.

We believe it is usually unwise to avoid the use of recursion because of execution cost. First, in many cases, the overhead from methods is a small part of the execution cost. But perhaps an even more important factor is the increase in programming cost often required to write and debug an iterative program. We will soon see examples where recursive solutions can be easily understood and quickly written, while the iterative equivalent, although admittedly faster, will be far more difficult to write, understand and read.

In practice, good programmers advocate programming so that you can get a program correct and running as quickly and easily as possible. That often means a liberal use of recursive methods. Once a program is running, software tools known as profilers can analyze executions and enable a programmer to understand the principal consumers of execution time. The expensive parts of a program are inevitably loops or recursive methods. That information is exactly what is needed for the programmer to know what parts of the code should be 'tuned' to run faster. If 80% of execution time is spent in a loop that is improved only 5%, the result is an overall 4% improvement in performance. In contrast, if you halve the time required to execute code that only accounts for 2% of execution time, there will only be a 1% improvement in performance.

To summarize, we advocate programming to get it right, and that often means recursively. If, in the field, practical constraints dictate that execution speeds are important, code tuning should be done on the parts of the program that are costly in execution time. Sometimes that tuning will consist of converting recursive solutions to iterative ones.

An excellent book that discusses the topic of writing fast code is Jon Bentley’s Writing Efficient Programs.

word count 9654

9 Exercises

1. One approach to the Towers of Hanoi would be:


Move the top disc from peg A to peg B.


Move n-1 discs from peg A to peg C


Move the disc from peg B to peg C.

This is recursive, but something is wrong. What about the recursive method rules out this solution?

2. Rewrite the isValid function  (page 10 and 11) so that the empty string is not considered a valid string of digits.
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9.1.1  Insertion sort

Selection sort first puts one element into place and then sorts the remainder of the list. Insertion sort turns this around — it first sorts 'the rest of the list' and then puts the last element into place by insertion.

The following version of recursive insertion sort uses two recursive procedures. The sort procedure sorts n items by first sorting (recursively) the first n-1 items, and then inserting the nth into that sorted list by a call to the procedure insert. 

The insert procedure follows. It inserts the value stored in B(hi) into the list stored in B(LB..hi-1), resulting in a sorted list in B(LB..hi). The basis case is hi = LB; this requires no action, since B(LB..LB) is a sorted list.

% Insert B(n) into the sorted list B(1..n-1).

procedure rec_insert(var B: array LB..* of entryType, hi: int)

pre LB <= hi and hi <= upper(B) and IsSorted B(LB..hi-1,<=)

init oldB := B

% post IsSorted (B(LB..hi,<=)) and IsPerm(B(LB..hi), oldB(LB..hi))


if hi > LB and B(hi) < B(hi-1) then % Insert into a nonempty list.


swap (B(hi-1), B(hi))



insert(B,hi-1)


end if

end rec_insert

procedure rec_insertion_sort(var B:array LB..* of entryType, hi: int)

pre LB <= hi and hi <= upper(B)

init oldB := B

% post IsSorted (B(1..hi),<=) and IsPerm(B(1..hi), oldB(1..hi))


if hi > LB then


rec_insertion_sort(B, hi-1)



rec_insert(B,hi)


end if

end rec_insertion_sort
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public int fact(int 4)


{


   if (4==0) return 1;


   else return 4*fact(3);


}
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public int fact(int 3)
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{
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public int fact(int 1)


{


   if (1==0) return 1;


   else return 1*1;


}
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public int fact(int 3)


{


   if (3==0) return 1;


   else return 3*2;


}





Returns 3*2==6
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{


   if (4==0) return 1;


   else return 4*6;


}





Returns 4*6==24
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x = 24;





x is assigned 24








� That is, the definiendum appears in the definiens.


� We've actually simplified things a bit so that our illustrative proof is short. In fact, n5 - n is divisible by 30 for every integer n >= 0.


� This actually uses an induction rule of inference we've not introduced, called strong induction.  


� Note that other definitions are possible; for example, it would be quite reasonable to say that “Removing -n rings is the same as putting n rings on.” But the definition of “No action” is convenient for our purposes because it enables us to write the code without treating the basis cases explicitly. 


� The principal virtue of divide and conquer is that it can result in a very efficient computation.  Later, when we study this topic, we'll show that the use of divide and conquer for maxEntryDC doesn't reduce costs, and consequently maxEntryDC is less attractive code than maxEntry, partly because it is somewhat delicate.  Because of the properties of the integer divide operator /, if the second result statement is changed to


 	return Integer.max(maxEntryDC(b,lo,mid-1),maxEntryDC(b,mid,hi));


the method will fail.


� Mergesort is not a popular algorithm for internal sorting, that is, sorting data that are stored in internal memory.  The straightforward implementations of mergesort require additional space of size n (or at least n/2) to sort a list of n elements. Note, however, that mergesort is by no means unused; it is the basis of most external sorts – those used to sort lists stored on tape or disk.


� As we will see in a later chapter, quicksort's performance can sometimes be worse than n log n, for example, when the array is already sorted.  However, in most circumstances, quicksort's performance is         n log n. 
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