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Chapter 8

Building new classes from old

Object oriented programming has two salient characteristics. The first, data abstraction, was presented in the previous chapter. The second, inheritance, provides a way to construct a hierarchy of classes that reflects the similarities and relationships among classes. In this chapter we examine building classes for related data types.  The tools enable us to use classes that were previously defined to define new classes, thus saving programming effort and supporting consistency among similar classes. Most of these techniques call for no new tools, only using those we've learned in new ways.

The first part of this chapter introduces the use of inheritance to construct new classes. The second part of the chapter shows how one class can be used as a tool to implement another without relying on inheritance.

If we wanted to design a car for the new model year, it is unlikely that we would start with a pile of iron ore for the steel, some sand for the glass, and a rubber tree. More likely, we would start with existing components: engine, transmission, tires, etc., modify them as needed, and put them together to make the new model.  The same is true of programming.  Programs nowadays may contain millions of lines of code.  The only way to produce such  programs in a reasonable amount of time is to reuse and adapt code that already exists.  This has always been possible, but there were subtle dangers.  Do we understand completely what the reused code does?  Does the reused code have some side effect that will affect our program?  And what if the reused code has a bug?  Object oriented programming provides tools for systematically representing the relationship among classes and for safely implementing one class based on another.  

In the previous chapter we have seen how classes can implement and support data abstraction.  But support for good implementations of ADTs is just one of the virtues of object oriented programming
.  Many data structures are related to one another; for example the data structures (unsorted) list and bounded (unsorted) list are very similar, but a bounded list ADT requires that the number of list entries not exceed some specified bound. Because lists and bounded lists are both lists, defining these two ADTs can be simplified if we can build on the definition of one structure to define the other. Object oriented programming provides tools for exploiting the relationships between definitions of abstract data types and to define new classes based on a previously defined class by using the concept of inheritance. 

The classes of most object oriented languages can be displayed as a tree that represents the language’s class hierarchy.  At the root of the tree is the definition of (the ADT) Object. Within the tree, the branches of the tree represent relationships between classes. If two classes are connected by an edge of the tree, the class nearest the root is said to be the parent of the child class. The root node has no parent. The parent-child relationship is generalized to the transitive and reflexive relations of ancestor and descendant. Thus,

· Every class is an ancestor of itself, and its children, and of all the descendants of its children.

· Every class is a descendant of itself, and its parent, and of all the ancestors of its parent.

A child class can inherit properties (and operations) from its parent class. Inheritance supports defining related classes efficiently and economically. Moreover, object oriented languages usually are accompanied by class libraries that provide a collection of classes that, while not a part of the language proper, provide a standardized set of data structures. The design of a class hierarchy involves many considerations that are beyond our scope, but this chapter will give some insight into both the tools and the design issues for such a hierarchy.

Some languages, most notably C++ support multiple inheritance whereby a child class can be derived from more than one parent class.  This was deliberately not included in Java to avoid the complexity inherent in multiple inheritance.  Java does, however, support implementing of multiple interfaces as will be shown later in this chapter.

1 Inheriting a class

Creating a new class from an existing class is very easy.  Recall the Rational class from the previous chapter.  The code below creates the class NewRational by inheriting Rational.  The Java reserved word for inherit is extends.  As shown below, NewRational is an exact copy of Rational; it implements precisely the same ADT as Rational.  So why bother?

class NewRational extends Rational

{

}

The NewRational class provides all the same methods as Rational, its parent. class.  We can create NewRational objects, set the value of the rational, retrieve its value, and get a string version of the value.  While there is probably no good reason for creating an exact duplicate of Rational without some sort of modification, the point here is to show how easy it is to create a new class from an existing class.  The two classes are placed in a hierarchical relationship (Rational is the parent; NewRational is the child) and any changes in Rational get automatically reflected in NewRational each time NewRational is compiled.

1.1 Inheriting with expansion

Let's say that we wanted a class that incorporated all the features and capabilities of the Rational class, but with two additional methods: one that retrieved the double value of the reciprocal of a nonzero rational, and one that incremented the value of the rational by one.  Rather than starting from scratch, we inherit Rational and add the new methods.

class NewRational extends Rational

{


// Return the value of the reciprocal.


public double getReciprocal()


{



Assert.pre(getNum()!=0,"reciprocal of 0 is undefined.");



//Post: returned value is reciprocal of rational value.



return (double)getDen()/getNum();


}


// Add one to the rational.


public void addOne()


{



Assert.pre(true,"");



int oldNum=getNum();



setRational(getNum()+getDen(),getDen());



Assert.post(getNum()-oldNum==getDen(),"add one error.");


}

}

Simple!  All the methods from Rational carry over and are available to users of NewRational and are also available inside NewRational for writing the new methods.  Again, inheritance makes it very easy to build one class from another.

Below is another class, CountedRational, derived from Rational. This one contains a new static variable that keeps track of the number of rational objects created, and a new method for retrieving that count.  The constructor in CountedRational increments the count each time a new CountedRational object is created.  Rational now has two children: NewRational and CountedRational.

class CountedRational extends Rational

(


private static rationalCount = 0;


public CountedRational()


{



rationalCount++;


}


public int howManyRationals()


{



return rationalCount;


}

}

1.2 Constructors

The child class does not inherit its parent's constructors; it can have its own set of constructors.  However, when a child object is created, the parent's zero parameter constructor is automatically called first, then the child constructor appropriate to the parameters in the new statement.  If the parent is itself a child of yet another class (the grandparent of the child), then the grandparent's zero parameter constructor is called first, followed by the parent's zero parameter constructor and finally the appropriate child constructor.  You can call a different parent constructor by explicitly putting super with the desired parameter list as the first statement in the child constructor.  This will call the parent constructor with the signature that matches the parameters that follow super.  This is all illustrated by the examples below.

// Class C1 is parent of C2 and grandparent of C3.

public class C1

{


// Zero parameter constructor


public  C1()


{



System.out.println("Zero parameter C1 const called.");


}


// One parameter constructor


public C1(int i)


{



System.out.println("One parameter C1 const called.");


}


}

// Class C2 is child of C1 and parent of C3.

public class C2 extends C1

{


// Zero parameter constructor


public  C2()


{



System.out.println("Zero parameter C2 const called.");


}


// One parameter constructor


public  C2(int i)


{



System.out.println("One parameter C2 const called.");


}

}

// C3 is child of C2 and grandchild of C2.

public class C3 extends C2

{


// Zero parameter constructor


public C3()


{



System.out.println("Zero parameter C3 const called.");


}


// One parameter constructor


public C3(int i)


{



System.out.println("One parameter C3 const called.");


}


// Two parameter constructor


public C3(int i,int j)


{



// Call one parameter version of parent constructor.



super(i);



System.out.println("Two parameter C3 const called.");


}

}

public class Class1

{


public static void main (String[] args)


{



System.out.println("Creating C1 object.");



C1 x1 = new C1();



System.out.println("\nCreating C2 object.");



C2 x2 = new C2();



System.out.println("\nCreating C3 object.");



C3 x3 = new C3();



System.out.println("\nCreating C3(10) object.");



C3 x4 = new C3(10);



System.out.println("\nCreating C3(20,30) object.");



C3 x5 = new C3(20,30);


}

}
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1.3 Inheritance with overriding

So far, we have seen inheritance with expansion, inheriting a class and adding features to the child class not present in the parent. But the methods inherited from the parent are unaffected.  We can also alter the inherited methods in the child class by simply defining a new method in the child class with the same name as the inherited method.  The child's method then takes precedence or overrides the inherited method.  When we override methods, we can either preserve semantics or change semantics.  

1.3.1 Preserving semantics

If semantics are preserved, then the child's method implements exactly the same abstract operation as the parent, although possibly in a different way. If semantics are not preserved, then the parent and child methods perform different abstract operations.  

For example, let's say that division of double numbers were a very expensive operation and we wanted to avoid the operation wherever possible
.  We might define a new version of Rational that sometimes avoided the division operation.  Specifically, whenever the denominator is one, we can bypass the division operator and simply return the double version of the numerator.

class FastRational extends Rational

{


public double getValue()


{



if (getDen()==1) return (double)getNum();



else return super.getValue();


}

}

In the FastRational class, the child's getValue method overrides the parent's method of the same name.  The child's version of the method produces exactly the same result as the parent (that is, semantics are preserved), but takes a shortcut if the rational number is an integer.  If the rational is not an integer, the child's method calls its parent's version of the method (using super) to get the value by division.

There are many such applications where operations from the parent can be implemented more efficiently in the child class.  For example, the parent might be a list class that allows insertion, deletion, and searching of the list.  The child class could add to these operations, a sort method that puts the elements of the list into order.  But if a list is sorted, then searching can be accomplished more efficiently than if the list were unsorted.  So the child's search method could check to see if the list were sorted.  If so, it could use a binary search; if not, it could call the parent's search method.

In each of these cases, the semantics, that is, the abstract operation that the method performs, is the same in the parent and the child.

1.3.2 Not preserving semantics

We can, in the child method, override a parent's method with new code performing a completely different operation from the parent.  Hence the semantics of the operation are not preserved from parent to child.  For example, if we needed a class just like Rational, but didn't want to include the getValue method, we could override getValue to either do nothing or to throw an exception.   This form of overriding is frowned on by some purists who believe that the child should do everything it parent can do and maybe more, but never less.  However, there are situations where we find an existing class that does everything we need and a little more.  And we can get what we want by just disabling a couple of methods.

Abstract classes

In Chapter 1, we saw interface classes.  These are classes containing only constants and method headers.  We cannot create objects from interface classes because they are missing variable and method definitions.  However, interfaces are useful in setting standards for classes that implement the interfaces and (as we will see below) for implementing polymorphism.  In this section, we look at abstract classes, another form of noninstantable class.

Abstract classes are indicated by the keyword abstract in their header.  Abstract classes can contain constant and variable definitions, fully coded method definitions, and abstract method definitions.  Abstract methods consist of just the method header with the keyword abstract.  Any class that contains an abstract method must be explicitly defined as abstract.

We will use a simple and somewhat contrived example to illustrate abstract classes.  Let's say we wanted to represent three types of shapes: ovals, rectangles, and isosceles triangles (triangles with two equal sides).  All three shapes can be specified by a bounding box.  To further simplify the example, we assume that the bounding box is aligned with the horizontal and vertical axes and that the lengths of the base and altitude of the bounding boxes are both integers.  Below are examples of the three shapes all specified with the same bounding box.  The rectangle is just the bounding box itself.
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For each shape, we will want to be able to create an object, specify the altitude and base of its bounding box, retrieve these values, and retrieve the area of the object.  We begin with the abstract class Shape.

public abstract class Shape

{


private int alt,base;


public Shape(int a, int b)


{



alt=a;



base=b;


}


public int getAlt()


{return alt;}


public int getBase()


{return base;}


public abstract String getName();


public abstract double getArea();

}

The class contains integer variables for altitude and base, a constructor that sets these values, and reader methods that retrieve these values.  It also contains two abstract methods, one to retrieve the name of the shape and one to retrieve its area.  As with interfaces, abstract methods are specified by just a method header.  

To implement an abstract class, we inherit the abstract class and provide code for the abstract methods.  A class that inherits an abstract class may itself be abstract, but eventually, a descendant class must actually implement the abstract methods.  Below we create the three individual shape classes.  Each inherits Shape, uses the parent's constructor, and provides code for the two abstract methods of the parent.

// Isosceles triangle.

public class IsoscelesTriangle extends Shape

{


public IsoscelesTriangle(int a,int b)


{super(a,b);}


public String getName()


{return "isosceles triangle";}


// Area is one half altitude * base.


public double getArea()


{return (double)getAlt()*getBase()/2.0;}

}

// Oval

public class Oval extends Shape

{


private final double  PI=3.14159;


public Oval(int a,int b)


{super(a,b);}


public String getName()


{return "oval";}


// Area is PI * altitude/2 * base/2.


public double getArea()


{return PI*getAlt()*getBase()/4.0;}

}

// Rectangle

public class Rectangle extends Shape

{


public Rectangle(int a,int b)


{super(a,b);}


public String getName()


{return "rectangle";}


// Area is altitude * base.


public double getArea()


{return (double)getAlt()*getBase();}

}

Why bother?  There are at least three good reasons for using abstract classes: standardization, ADT development, and polymorphism.  These will be treated in turn in the next three sections.

1.4 Standardization

As with interfaces, abstract classes provide a way to set standards.  All the instantiable classes that inherit the Shape class must implement all of Shape's abstract methods with the required signatures.  The abstract class is hence a template on which all its descendants are based. Further, where possible, the abstract class can actually implement methods that are common to all classes that inherit the abstract class.  So, for example, the constructor that sets the altitude and base, and the reader methods that retrieve the altitude and base are common to all shapes and can be implemented in the abstract class.  This saves implementing these methods in each class and ensures standardization.

1.5 ADT development

Just as methods support top-down development of program code, abstract classes support top-down development of abstract data types.  For example, we might know that we wanted some shapes long before we had determined exactly what specific shapes were needed.  We could then write the abstract Shape class postponing the specific shape definitions until they had been decided.

As another example, we might know that we're going to need a list class.  We can create an abstract list class long before all the issues needed to finalize the list's attributes are settled.  In the abstract List class below we have specified that there will be a size method that returns the current list size, an insert method that inserts an object (of the as yet unspecified type ListElement) onto the list, a method that deletes the element at the specified position, and a search method that returns the position of the located element.

public abstract class List

{


public abstract int size();


public abstract void insert(ListElement e);


public abstract delete(int pos);


public abstract int search(ListElement e);

}

Classes that inherit List will deal with exactly how the list is implemented, how the size is calculated and maintained, the particular insert, delete, and search algorithms to be used, and the definition of ListElement.

1.6 Polymorphism

While it is not possible to create objects of an abstract class (nor of an interface), it is possible to create references to an abstract class or interface.  But why bother, if we cannot have objects of that type?  The answer lies in the fact that a reference to a class C may refer to objects of that class as well as to objects that implement or inherit C.  Hence, for example we can create a reference to Shape


Shape shape;

Then shape can refer to Rectangle, Oval, or IsoscelesTriangle objects.  The code below is legal, although not particularly useful.

Shape sh1= new Rectangle(10,10);  // sh1 now references a Rectangle  

                                  // object

sh1 = new Oval(20,10);  // sh1 now references an Oval object.

Shape sh2 = sh1;        // sh1 and sh2 now reference the same Oval

                        //  object.

sh2 = new IsoscelesTriangle(5,20);  // sh2 now references an 

                                    // isosceles triangle.

The real beauty of allowing a reference variable to refer to any of its descendant objects is that it allow polymorphism.  Polymorphism literally means "many forms."  In this context, polymorphism means that the same operation may take different forms, depending on the operands.  It is really a familiar concept.  For example, the addition operator "+" is very different when the operands are integers from when the operands are reals.  Although the underlying mathematics is the same, integer arithmetic and floating point arithmetic are done by completely different instructions in a computer.  Polymorphism allows us to automatically select the appropriate operation from among a set of identically named operations based on operands.  Consider, for example the code below which creates an array of Shape references and sets the array elements to reference various shape objects.

// Create array of Shape references.

Shape[] s=new Shape[6];

// Create 6 shape objects and set array elements.

s[0]=new Oval(10,10);

s[1]=new Rectangle(10,10);

s[2]=new IsoscelesTriangle(10,10);

s[3]=new Oval(20,10);

s[4]=new Rectangle(20,10);

s[5]=new IsoscelesTriangle(20,10);

We can then march through the array, calling the common named methods.  The particular method that gets called depends on what type of object is being referenced.  Hence, s[i].getArea() calls the Rectangle version of getArea method when s[i] refers to a Rectangle; it calls the Oval version of getArea when s[i] refers to an Oval, and it calls the IsoscelesTriangle version of getArea when s[i] refers to an IsoscelesTriangle.

for (int i=0;i<s.length;i++)


System.out.println("The "+



         s[i].getName()+" with altitude of "+





   s[i].getAlt()+" and base of "+





   s[i].getBase()+"\n    has area of "+





   s[i].getArea()+".");



1.7 Comparison of interfaces to abstract classes

There is much similarity between interfaces and abstract classes.  In this section, we review the similarities and the differences.

1.7.1 Contents

Interfaces can contain only constants and method headers.  Abstract classes can contain constants, variables, fully coded methods and abstract methods.  

1.7.2 Implementing

Interfaces are implemented by classes using the implements keyword.  The implementing class must provide code for all the methods specified in the interface.  A class may implement more than one interface, in which case it must provide code for all the methods in all the interfaces implemented.

Abstract classes are implemented by inheritance using the keyword extends.  A class can extend only one other class.  The inheriting class can be another abstract class. 

A class can inherit one class and implement one (or more) interface.

1.7.3 Polymorphism

It is legal to define references to both interfaces and to abstract classes, although you cannot create objects of either.  Both interfaces and abstract classes can be used to implement polymorphism.  A reference to an interface can refer to any object that implements that interface.  Similarly, a reference to an abstract class can refer to any object of a class descendant from that abstract class.  

1.7.4 Which should you use?

In most cases, there is no choice.  If you need to implement more than one class, then interface is the only choice.  If you need more than a two level hierarchy, or if the parent is to contain anything other than constants and headers, then abstract classes is the only choice.  

1.8 A final word on inheritance

In some texts, you will find that child classes have access to everything in the parent class including private methods and data structures (actually called protected) that are unavailable to the outside world.  We have not done this.  Our child classes use only the parent's public data and methods.  For example, the various shape classes access the altitude and base through the methods provided by the parent, and do not access the altitude and base variables directly.  We feel that inheritance should be based on a class's behavior, not on its implementation.  Limiting the child to only the parent's public behavior obviates the need for the child's programmer to understand anything about how the parent is implemented (one of the basic tenants of object oriented programming), and isolates the child from harm that might be caused if the parent's implementation (but not its behavior, of course) were changed.  Remember, that while a child knows its parent (it has explicitly named it parent either with extends or implements), the parent does not know its children.  Hence, the author of the parent class would have no way of knowing who has inheriting that class, and hence who would be affected if children were implementation sensitive.  As long as the parent's abstraction remains fixed, we should be free to alter the parent's implementation without fear of affecting the children.

2 Using a class to define another class

We have seen one way of building a new class from old: inheritance, in which the child contains everything that is in the parent and maybe more.  In this section we look at a second strategy: using a class to implement a new class.

Let's say we had an integer list class that contained the following methods


size()






return the current list size


insert(int val, int pos)
insert val in position pos.


delete(int pos)



delete the element in position pos


elem(int pos)




return the value of the integer 












in position pos.

Also assume that the list class constructor initialized the list to empty.  Now, we want to implement a stack
 class with the following operations.


isEmpty()





return boolean indicating 












whether the stack is empty


push(int val)




push val onto the stack.


pop()







remove the top stack element.


top()







return the value currently on 












top of the stack.

We could implement the stack class by inheriting the List class, disabling insert, delete, size, and elem, and writing push, pop, top, and isEmpty in terms of the parent's methods.  But that goes against the notion that a child should be everything that the parent is (and maybe more).  Instead, we can use the List to implement the stack class, as shown below.


public class Stack


{



private List s = new List();



// Is the stack empty?



public boolean int isEmpty()



{




return s.size() == 0;



}



// Push val onto the stack.



public void push(int val)



{




// Pre: true




// Post: val has been added at the top of the stack.




s.insert(val,0);



}



// Pop the top element from the stack.



public void pop()



{




// Pre: stack is not empty.




// Post: Top element has been removed.




s.delete(0);



}



// Return the top element of the stack.



public int top()



{




// Pre: Stack is not empty.




// Post: Top element is returned; stack is unchanged.




return s.elem(0);



}


}

The Stack class contains a List object and uses the List methods to implement the stack operations.  The implementation of the stack class is simple; all the methods are one-liners, and nothing needs to be disabled.   Assuming that List is correct, it is also easy to show that Stack is correct.  Finally, as with inheritance, improvements to the List class are automatically incorporated into the Stack class whenever Stack is recompiled.  Hence List is being used, not as an ancestor, but as a tool to implement Stack.  

3 To use or to inherit?

In the previous sections, we used the List class to implement the Stack and we inherited the Rational class to implement the NewRational class.  But we could have done them the other way: Stack with inheritance and NewRational with use. To implement the stack with inheritance, the Stack class would inherit the List class, add the isEmpty, push, pop, and top methods, and disable the size, insert, delete, and elem methods by overriding each with crash code.  

The purists would forbid this. They argue that an inheriting class can expand functionality and override subroutines only when semantics is preserved; consequently, methods should never be simply disabled. A pragmatist would argue that if we can implement a class we need by inheriting another class and doing a little disabling, then that’s fine.  We advocate a middle ground.  We generally favor the “expand only” rule, but if a new class can be created from an existing class by disabling only a very small number of the parent’s operations, then practicality may prevail.

We can represent various scenarios graphically.  Let’s say the parent class C1 contains methods S1 through S5, as indicated by the x’s.  We now look at several possible new classes based on C1.  Class C2 supports all the operations of C1 plus a couple more.  C2 is a clear case for inheritance; C2 should inherit C1 and add S6 and S7.  C3, on the other hand, supports none of the operations of C1.  Implementing C3 by inheriting C1 would require disabling S1 through S5.  This is a good case for using a C1 object to implement the C3 class just as we used the list to implement the stack.  C4 is less clear cut.  It supports most of the operations of C1, but not all of them, and it adds a few new operations.  We could implement C4 by inheriting C1, adding S6 and S7, and disabling S5.  Or we could use a C1 object, implementing S1 through S4 as one-line methods that simply call the C1 counterpart, and implementing S6 and S7 appropriately.  As a practical guideline, if the overlap of methods of the old and new classes is large, we suggest inheritance; if the overlap is small, we recommend use.
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4 A driving problem: Listing prime numbers.

We will review the material of this chapter in the context of a driving problem: that of finding all the prime numbers that don’t exceed some specified bound. Recall that a prime number is an integer greater than 1 that is evenly divisible only by itself and 1. Thus, 17 is a prime number, because no integer between 1 and 17 evenly divides it; 18 is not a prime number, because 3 is a ‘proper’ divisor (as are 2, 6 and 9). The Greek mathematician Eratosthenes devised the following non-terminating algorithm for finding all prime numbers:

List all the integers greater than 1 in order in an infinite list:


 2, 3, 4, 5, 6, 7, 8, 9, 10, 11, 12, 13, 14, 1,5, 16, ...

This list contains all the prime numbers, and a great many others. Eratosthenes’ algorithms modifies the list so that we can pick out the prime numbers from it.

The first entry of the list is a prime because there is no smaller integer of the list that divides it  – that is, it satisfies the definition of a prime number. Therefore, we can list 2 as a prime and remove it from the list. But none of the multiples of 2 are prime, so we modify the list by removing all multiples of the prime number we just found, leaving the (still infinite) list


3, 5, 7, 9, 11, 13, 15, 17, 19, 21, 23, 25,...

The first number of the remaining list is a prime, because no smaller integer divides it property.  Therefore, we list 3 as a prime, and remove it from the list as well as all of its remaining multiples, because they are not prime.  This leaves


5, 7, 11, 13, 17, 19, 23, 25, ...

The algorithm continues in this manner, at each stage listing the smallest integer on the list as another prime number, and modifying the list by removing all the multiples of that number from the remaining list. 

4.1 A pseudocode program for listing prime numbers

This algorithm, known as the Sieve of Eratosthenes, is an infinite process. The tools we have at present make it appropriate to focus on a more modest problem, that of listing all the prime numbers that don’t exceed some specified bound. With this restriction in mind, we can use pseudocode to describe our finite version of the Sieve of Eratosthenes as follows.

// Find all the prime numbers that don’t exceed BOUND.

Create the list bigList and make it empty.

Append to bigList the integers from 2 to BOUND, in ascending order.

Create the list primes and make it empty.

while (bigList is not empty)

{


let newPrime be the value of the first entry of bigList.


append the value of newPrime to the end of primes.


remove from bigList every entry that is a multiple of newPrime



(including newPrime).

}

The list primes contains all the prime numbers not greater than 


BOUND.

A pseudocode program to find all prime numbers that don’t exceed a specified bound.

This assumes an integer list class with operations for inserting, deleting, and accessing elements of the list, and retrieving the current size of the list. We can immediately build the abstract class for List.


public abstract class List


{



// Return current list size.



public abstract int size();



// Insert val in position pos.



// Pre:  pos <= size.



// Post: val has been inserted on position pos.



public abstract void insert(int val, int pos);



// Delete element in position pos.



// Pre:  pos < size 



// Post: element at position pas has been deleted.



public abstract void delete(int pos);



// Return the element in position pos.



// Pre:  pos < size 



// Post: returned value is element on position pos.



public abstract int elem(int pos);


}

We can now implement the bounded list class as a child of List.  Since the maximum size of the bounded list is specified when the object is created, we can use an array to contain the list.


public class BList extends List


{



private int sz=0;   // Current list size.



private int[] list; // Holds the list



private int BOUND;  // Bound on list size.



public BList(int b) // Constructor.



{




BOUND = b;




list = new int[BOUND];



}



// How many elements in the list?



public int size()



{




// Pre:  true




// Post: returned value is current size.




return sz;



}



// Is the list full?



public boolean isFull()



{




// Pre:  true.




// Post: return true iff bounded list is full.




return sz == BOUND;



}



// Insert new element at specified position.



public void insert(int val, int pos)



{




// Pre:  pos is 0...size && !isFull()




// Post: val has been inserted at position pos.




// Move downstream elements down by one position.




for (int i=sz-1;i>=pos;i--)





list[i+1]=list[i];




list[pos]=val;




sz++;



}



// Delete element in specified position.



public void delete(int pos)



{




// Pre:  pos is 0...size-1.




// Post: list element at position pos has been deleted.




sz--;




// Move downstream elements up by one position.




for (int i=pos;i<sz;i++)





list[i]=list[i+1];



}



// What is value in specified position?



public int elem(int pos)



{




// Pre: pos is 0...size-1.




// Post: element is position pos has been returned.




return list[pos];



}

We could implement the primes algorithm using a BList object to hold the bigList and the list of primes, but instead, we will go one step further and add a cursor to the list.  A cursor “points” to an element of a list and can be moved back and forth along the list or one position off the right end of the list. We can retrieve or delete the element currently being pointed to by the cursor without having to worry about exactly where that element is.  Starting with the BList, we can now implement BListCursor.  Notice how few lines of code are required.  

public class BListCursor extends BList

{


// Current cursor position.


private int cursor;


// Create list of specified max size.


public BListCursor(int b)


{



// Pre:  true



// Post: List created with specified max size.



super(b);


}


// Set cursor to left end.


public void resetCursor()


{



// Pre:  true



// Post: Cursor is reset to the leftmost position.



cursor = 0;


}


// Move cursor one to the right.


public void advanceCursor()


{



// Pre:  !offRightEnd(); cursor is not off the right end.



// Post: cursor has been moved one position to the right.



cursor++;


}


// Return element currently under the cursor.


public int currentElem()


{



// Pre:  !offRightEnd(); cursor is not off the right end.



// Post: element under the cursor is returned.



return elem(cursor)


}


// Insert element at cursor position.


public void insertCursor(int val)


{



// Pre:  !isFull(); list is not full.



// Post: val has been inserted at the cursor position.



insert(val,cursor);


}


// Delete element at cursor position.



public void deleteCurrentElem()


{



// Pre:  !offRightEnd(); cursor is not off the right end.



// Post: element under cursor deleted; cursor unchanged.



delete(cursor);


}


// Is the cursor off the right end?


public boolean offRightEnd()


{



// Pre:  true



// Post: Returned value is true iff cursor is off right end.



return cursor == size();


}

}

The program for finding primes follows.  The bound is communicated to the program as a parameter on the command line.


// A program using the data type BListCursor that produces 

// all the prime numbers that don’t exceed a specified value. 

public static void findPrimes (int bound, BListCursor primes) 

{


// Pre:  1 <= bound && bound <= maximum array size, &&


//       primes is large enough to hold all the primes in


//       2...bound.


// Post: primes contains all prime numbers no greater than bound.


BlistCursor bigList = new BlistCursor(bound);


bigList.resetCursor();


// Insert values 2...bound onto bigList;


for (int i=2;i<=bound;i++)


{



bigList.insertCursor(i);



bigList.advanceCursor();


}


// Assert: BigList contains the integers from 2...bound in order.


primes.resetCursor();


while (bigList.size() > 0)


{



// Inv: primes contains all primes in 2...bound that are



//      less than elements on bigList.



bigList.resetCursor();



int newPrime = bigList.currentElem();



// Assert: newPrime is a prime.



// Add newPrime to primes list.



primes.insertCursor(newPrime);



primes.advanceCursor();



// Remove all multiples of newPrime from bigList.



while (!bigList.offRightEnd())



{




// Inv: all multiples of newPrime to the left of the 




//      cursor have been deleted.




if (bigList.currentElem()% newPrime == 0)





bigList.deleteCurrentElem();




else





bigList.advanceCursor();



}


}

}

 

public static void main(String[] args)

{


// Pick up BOUND from command line paameter.


public final int BOUND = Integer.parseint(args[0]);


System.out.println("List all primes that do not"



+" exceed " + BOUND + ".";


// Create list to hold primes.


BListCursor primes = new BlistCursor(BOUND);


// Find the primes;


findPrimes(BOUND, primes)


// Report primes


System.out.println("There are "+primes.size()+" primes in the "



+"range 2..."+BOUND);


System.out.println("They are: ");


primes.resertCursor();


int c=0; // counter for print formatting.


while (!primes.offRightEnd())


{



System.out.print(primes.currentElem()+" ");



primes.advanceCursor();



if (c%15==0) System.out.print("\n          ");



c++;


}

}


5 Summary

In this chapter, we have seen three ways in which object oriented features allow us to build new programs from old: building a new class by implementing an interface, by inheriting another class (abstract or not), and by using another class.  Modern programs are so large and complex that it would be impossible to write them from scratch in a reasonable amount of time, even given a large programming team
.  Further, no program is so unique that it cannot benefit from other programs already written. Hence it is a fact of life in programming that we must reuse existing code at least as part of writing any new program.  Object orientated programming doesn't make reuse possible. Reuse has always been possible.  But OOP does make reuse and expansion of existing programs easy, safe, and reliable.  And it provides a very simple means by which enhancements or corrections to the old programs can be automatically incorporated into the new programs.         
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� Some authors use the term object based programming to refer to the use of objects for implementing ADTs, and reserve the term object oriented programming for programming with inheritance, which we introduce in this chapter.


� This example seems ridiculous today, but some very early computers did not have hardware divide operations.  Division was accomplished by software and was very slow. 


� A stack is a data structure that can contain an arbitrary number of elements, but where access is limited.  We can add a new element to the top (called push), remove the top element (called pop), and look at the top element.  We can also test to see if the stack is empty.  But we cannot look at elements below the top except by removing the elements above.  A stack is often referred to as a LIFO (last in, first out).  


� See Frederick P. Brooks Jr.'s wonderful book The Mythical Man-Month (1995, Addison-Wesley Pub Co; ISBN: 0201835959) on the trials and tribulations of programming with a large team.  Of particular note is Brooks' Law which states that "adding more people to a late software project make it later."





(2001 Donald F. Stanat & Stephen F. Weiss
12/5/01
12/5/01

10:42 AM

