401-30.6

COMP 401, Spring 2008
Program 4: 
Searching, sorting, linked lists, composition, and algorithm analysis (oh my)
Due:

April 17, 2008, 4:30 pm edt.


Objectives:
● Implement several data storage and search techniques.
● Make a new class from an existing class by composition.
● Build a linked list (actually, build a bunch of linked lists).
● Keep track of running time both by operation counting and by timing.

In this program, you will read and store a dictionary file in several forms.  Then you will perform a set of searching experiments, keeping track of the number of comparisons required and the actual clock times required.
I. The dictionary file

The dictionary file (dict.txt) is on the web site.  Copy  it into the same directory as your program.  It contains just over 25,000 lines.   When you read the file, you should exclude any lines that are empty or that are more than 25 characters long or that contain characters other than letters.  You should also convert all letters to lower case (see String method toLowerCase).  There are approximately 25,020 valid lines.  
You should store the dictionary in the following forms.
a. An array of Strings in the same order as the input file.

b. A linked list of WordNode objects (see below).

c. A LinkedList of WordNode objects.

d. A sorted array of Strings.  Use a quicksort to sort the array.

e. An array of 26 linked lists where the ith list contains only those words of length i.  

The 0th list will be empty.

f. A 26x26 array of linked lists where the [i][j]th list contains words that are length i and have j as their first letter, where ‘a’ is 0; ‘b’ is 1; ‘c’ is 2; …;’z’ is 25.  So, for example, the element [5][3] will be a linked list of 5-letter words that start with ‘d’.  Hint: you can cast a character to an integer.  For example, (int)’a’ has the value 97.
Read the dictionary file only once and set up lists a, b, c, e, and f on that one pass.  Then make a copy of the unsorted array (a) and sort it to get d using quicksort.

Helpful hints for creating the 1-dimensional and 2-dimensional arrays.  When you define an array of objects (as opposed to an array of primitive types), you don’t actually create any objects.  You merely create an array of references.  You must explicitly create the objects.  So, for example, to create the array of 26 WordLL objects, the code is:


WordLL[] wLList = new WordLL[26]; // Create the array of references.


for (int i=0; i<wLList.length; i++)


wLList[i] = new WordLL();
 // Create WordList objects.
For the 2-dimensional array, things can be trickier.  If the array is rectangular (that is, the length of each row is the same), then you can create both dimensions at once.  For example,

String[][] s = new String [10][20];

creates a rectangular array of String references with 10 rows and 20 columns.  To retrieve the number of rows, use


 s.length

To get the number of columns, use


s[0].length

In essence a 2-dimensional array is an array of arrays.  You can also create a ragged array where the rows may have different lengths.  You first create the array of rows, then create each row array separately.  For example, the following code creates a String array with 10 rows.  The length of each row is r + 1 where r is the row number.


String [][] s = new String [10][];
// Create 10x? array of references.


for (int row = 0; row < s.length; row++)



s[row] = new String[row+1];
// Each row is a String array of








// length row+1

// Put a string into each element.


for (int row=0; row<s.length; row++)



for (int col = 0; col < s[row].length; col++)




s[row][col] = "(" + row + ", " + col + ")";

II. The WordNode class

Start with the Word and GoodWord classes from the previous assignment.  If you didn’t do the assignment or if you were not happy with your classes, you can use the ones on the web (no penalty).   Create a WordNode class that contains a reference to a Word descendant object.
WordNode class 

Data

private Word w

Reference to a GoodWord object that holds the word.


private WordNode next
Reference to a WordNode.  This will be a reference to the 







next WordNode object in a linked list.

Constructors


WordNode(String s)
Create a new node with String s and null next






reference.


WordNode(String s, WordNode w)
Create a new node with String s and
 







w as next reference.

Methods

toString()



Return the word (String).


getNext()



Return the WordNode that is next in the 







linked list. (WordNode).

setWord(String s)

Set the word to s (void).


setNext(WordNode w)
Set next reference to w (void).
III. The WordLL class

The WordLL class maintains a linked list of WordNode objects.  It should include the following public methods.



Constructor

WordLL()
Create an empty WordLL object.

Methods


addWord(String s)
Create a WordNode object with content s and add it to the
 


list (void).  Adding the new node to the beginning of the

 


linked list is easiest. (5)


size()
Return the current size of the WordList (int). This must 




be Θ(c).  (4)

search(String key)Search the linked list and return the number of comparisons 




required either to locate the word in the list or to verify that

 


the word is not in the list (int).  Use a simple sequential search



of the linked list.
  (14)


IV. The program

1. Phase 1: Reading the dictionary

The dictionary file is available on the web.  Copy it and paste it into your project folder.  An example of reading a text file can be found in handout 401-26.  The program should ask for the name of the dictionary file.  Read the dictionary once and store it in the six forms specified above.  Use a quicksort to sort the array.  After the dictionary has been read in, display the following statistics.


The number of lines read from the dictionary file.

The number of valid words inserted into the dictionary.


The number of words of each length (1…25).  Hint: this is just the lengths of the 25 



linked lists that hold words of a particular length.

The top 10 length/first letter combinations and the number of words in each category.  


For example, my program indicates that the most common length/first letter 


combination is six-letter words starting with ‘s’ of which there are 474.

The amount of time required to do the sort.  See handout 401-31.

2. Phase 2: The experiments
Next, you will perform the following set of experiments.  For each, you will do about 50,000 searches of the dictionary, about half successful (the word will be found) and about half unsuccessful (the word will not be found).  To create unsuccessful search keys, write a method that takes a String as its parameter and returns a String that is the same as the parameter, except that that last letter of the string has been changed to a ‘q’.  It should not simply add ‘q’ to the end of the word; that would change the word length and mess up the results.  So, for example, the 

q-modify method should take the parameter “hello” and return the string “hellq”.  In most (but not quite all) cases, the q-modified word will not be in the dictionary.  A few words, such as “iran” will generate a valid q-modified word; don’t worry about it.  

Use the unsorted array of words (form a) as your set of search keys for all the experiments.  If you find that your searches are intolerably slow, you can use an increment other than one.  For example:


for (int i=0; i<dictArray.length; i=i+INC)



{




// search for dictArray[i]




// search for q-modified dictArray[i]



}
If you set the constant INC to 1, you’ll do 50,000 searches.  If you set INC to 2, you do only 

about 25,000 searches.  Set INC to 3 and you’ll do only 16,666 searches, etc.
For each experiment, report the following statistics.

The number and name of the experiment.

The number of searches.
The average search length (how many dictionary words, on average, were looked at).

Total clock time required.

The experiments differ in the dictionary used and the search strategy.  All use the same set of search keys.

Experiment 1. Unsorted array of Strings, sequential search.  

Experiment 2. Unsorted linked list of WordNodes, sequential search.

Experiment 3. Unsorted LinkedList of WordNodes, sequential search.

Experiment 4. Sorted array of String, binary search.

Experiment 5. Sorted array of Strings, sequential search with early stop on unsuccessful search.

Experiment 6. Linked lists of WordNodes by length, sequential search of the appropriate list.  



In other words, a search for “aardvark” would look only at words of length 8.
Experiment 7. Linked lists of WordNodes by length and first letter, sequential search of
          
the appropriate list.  In other words, a search for “aardvark” would look only at


words of length 8 that begin with ‘a’.
V. Conclusions

Turn in your program electronically through Blackboard.  Submit all files including all your classes and the JUnit test class.  Turn in a paper copy of your code and of the Javadoc documentation.  Also turn in on paper the answers to the following questions.  

Are the results what you expected?  If not, why not?

How much overhead is introduced by the linked list over the array?  

(Experiment 1 vs. Experiment 2.)
How much better or worse is Java's linked list than yours? 


(Experiment 2 vs. Experiment 3.)

If you were doing only one search, would sorting the array be justified?

How many searches are required to justify sorting?

How can sequential searching be made more efficient other than sorting?

For example, let’s say your program were part of an automated spell checker.  Certain 
words would be more likely to be searched (e.g. "the",  "thing") than other 
words (e.g. "aardvark").  How could this different probability of search be used to 
make sequential searching more efficient?   How could the search improve its

performance with use?  If you didn't know the probabilities in advance, how could 

your program learn from experience and improve performance over time?
VI. Extra challenge; a little extra credit

You will get extra credit for this part only if you have done a good job on the required part of the program.  

If you complete all seven experiments early, here are some more you can try.  
1. Use the sorted dictionary (d) and a thumb index search.  A thumb index in this case is a 26 element array of int where thumb[(int)ch-(int)’a’] is the starting index in the array for words that begin with the letter ch.  An unsuccessful thumb index search ends when the next first letter is found.  Note that within any particular first letter, the words don’t have to be sorted.  So, for example,  as long as all the words that begin with ‘d’ are together and follow all the words that start with ‘c’ and precede all the words that start with ‘e’, then the ‘d’ words can be unsorted and the thumb index still works.
2. Perform sorts on dictionaries of differing sizes from 1,000 to the full 25,000 and graph the times.  Does this match up with the expected Θ(n log n) behavior?

3. Perform searches with varying number of search queries from 1,000 to the full 50,000 and graph the results for sequential and binary searches.  Do the results match up with the expected behavior?
4. Find some text material on the web and repeat the experiments using words from this text as the search keys.

5. Implement a "machine learning" program that improves its sequential searching performance with use.  This is actually very simple.  Every time you find a word in the dictionary, swap it with its predecessor.  Frequently used words (e.g. "the" and "and") will tend to migrate to the top of the list; seldom used words will drift to the bottom.  And this will make sequential searching more efficient.  Try this with real text.  Does the average search length get better with time?

� The numbers in parentheses are the number of lines of code in my version of the program.  This includes method headers and lines containing only an opening or closing bracket, but excludes comments and assertions.  This is meant only as a guideline; you don’t have to match my numbers.


� Notice that this is not a very useful search method because it doesn't tell you if it found what it was looking for.  But it is useful in comparing search strategies.


� Successful sequential searches require on average n/2 comparisons; unsuccessful searches require n comparisons.  But if the list is sorted, you can end a sequential search early if you pass the place where the word should have been.  For example, if you are searching a sorted list for “hellq” and find the word “hells”, then you know that “hellq” is not in the dictionary and you can quit.





