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Abstract istence of a suitable compiler. Modern compilers are

This paper presents techniques to tightly integrate worst- equipped with a vast variety of optimizations. However,
case execution time (WCET) information into a compiler these optimizations aim at minimizing e.g. average-case
framework. Currently, a tight integration of WCET infor-  execution timgACET)[14] or energy dissipation [15]. The
mation into the compilation process is strongly desired, but jnfluence of compiler optimizations on WCET is unknown
only some ad-hoc approaches have been reported currentlyin aimost all cases. Currently, the binary executable gener-
Previous publications mainly used self-written WCET esti- ated by the Comp”er is manua”y fed into aWCET ana|yzer
mators with very limited fUnCtionality and preCiseneSS dur- Computing the required information. Using this WCET
ing compilation. A very tight integration of a high quality data, it can be determined whether real-time constraints are
industry-relevant WCET analyzer into a compiler was not met. If this is not the case, the program source code has to
yetachieved up to now. This work is the first to present tech-pe tuned, compiled and optimized again in another cycle of
niques capable of achieving such a tight coupling betweenthe design flow.

a Compiler and the WCET analyzer aiT. This is done by As can be seen, it is highiy desirable to have a com-
automatica”y tranSlating the assembly'like contents of the piier that is aware of WCET properties_ In an integrated
compiler’s low-level intermediate representation (LLIR) to \WCET-aware compilation environment, it will be possible
aiT's exchange format CRL2. Additionally, the results pro- to integrate and to apply optimizations with the objective of
duced by the WCET analyzer are automatically collected WCET minimization. WCET information available within
and re-imported into the Compiler infrastructure. The work the Comp”er can be used to determine those parts of the
described in this paper is smoothly integrated into a C com- code that lie on the worst-case path. Specialized complex
piler environment for the Infineon TriCore processor. It Optimizations could be appiied in the future oniy to these
opens up new possibilities for the design of WCET-aware code portions in order to minimize WCET aggressively. If
optimizations in the future. the compiler is able to support multiple optimization ob-

The concepts for extending the compiler infrastructure jectives at the same time (e.g. energy consumption and
are kept very general so that they are not limited to WCET WCET), automated trade-offs can be applied by the com-
information. Rather, it is possible to use our structures also piler such that the most energy efficient code is generated
for multi-objective optimization of e. g. best-case execution that still meets real-time constraints.
time (BCET) or energy dissipation. This paper is the first one to present a tight integration
1. Introduction of an exi;ting WCET gnalyzer in'go a com_pilgr infra;truc—

In contrast to general-purpose systems, embedded Syst_ure. Using the techniques of this work, it is possible to

tems often have to meet some real-time constraints mak-feed the assembly-like contents of the compiler’s low-level

ing them real-time systems. The correctness of a real_timemtermeo_liate representatigiil IR) into the WCET analyzer
system depends not only on the logical result of the Com_automatmally. The results produced by the WCET analyzer

putation, but also on the time at which the results are pro- are automatically re-imported into the compiler infrastruc-

duced [5]. Besides the necessity of safeness of real-timeture and are avallab!e for future optimizations as de§cr|bed
bove. Currently, this includes the WCET of an entire ap-

systems, the market demands high performance, energy efdD0VE . ) ;
ficient and low cost products. Without knowledge about the plication, of functions and basic blocks as well as calling
worst-case timing of a real-time application, the designer contexts, execution counts and feasibility information. The

tends to use oversized hardware in order to guarantee théechmques presented in t.h|s work are paft of a C. compiler
safeness of the real-time system. The knowledge of the€nvironment and were validated for the Infineon TriCore [9]

worst-case execution tim@VCET)gives the designer the processor.

opportunity to use or to design a hardware platform which In a?d(;uon, k?l'verty pct)ilve:m atmd |ﬂe\;(\/l?:IETme(|:riaglzmt 'St
is tailored towards the software resource requirements likePresented enanling to attach not only -related data to

memory or clock rate. Thus, the production costs can bethe LLIR, but also to store arbitrary information used by op-

reduced significantly, while still guaranteeing the safeness!mizations t-argetlng d|f_ferent objectives than WCET. This
of the real-time system. approach will be useful in order to perform automated trade-

Today, software development for embedded systems isOffs betweeri different _opt|m|za_t|on goals. ]
done using high-level languages like C, requiring the ex- The remainder of this paper is structured as follows: Sec-
' tion 2 gives a survey of related work. Section 3 presents the

*This work is partially funded by the European IST FP6 Network of entire structure of our WCET-aware C compiler. It is fol-
Excellence ARTIST2.




!owed k_)y a dis_cussion on_the proposed_ comp_iler structure| ansi-c Eonversion
in Section 4. Finally, Section 5 summarizes this paper and| Source LLIR2CRL
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ing since manual annotations are tedious and error-prone. Assembly CRL2LLIR

While mapping high-level code to object code, compil-
ers perform various optimizations so that the correlation be-
tween high-level flow facts and the optimized object code Figure 1. WCET-aware C Compiler (WCC)
becomes very vague. In order to keep track of the influ- _ ) o )
ence of compiler optimization on high-level flow facts, [7] WCET-guided compiler optimization, but it does not homo-
proposes co-transformation of flow facts. However, the co- geneo_usl_y integrate WCET ana_lly3|s into the compiler itself.
transformer has never reached a fully working state, andCOmpilationand WCET analysis are completely decoupled,
several standard compiler optimizations can not be modeledVCET data is not fed back to the compilation stages.
at all due to insufficient data structures. An optimization allocating both functions and data ele-

[12] presents techniques for transforming program path Ments of an application to a scratchpad memory is presented
information during compiler optimization. The authors are in [16]. The authors report a significant WCET reduction,
able to keep high-level flow facts consistent while perform- Since scratchpads are much faster than other types of mem-
ing GCC’s standard optimizations. Their approach was ©', and their use is fully guided by the compiler so that
thoroughly tested and led to precise WCET estimates. How-Very precise flow facts can be passed to the WCET analyzer.
ever, compilation and WCET analysis are done in a decou_However, this approac_h also does not establish a tight inte-
pled way. The assembly file generated by the compiler is 9ration of WCET data into the compiler. The memory allo-
passed to the WCET analyzer together with the transformedCation optimization is not based on WCET data. Instead,
flow facts. Additionally, the proposed compiler is only able the optimization minimizes energy dissipation when us-
to process a subset of the C programming language, and théd scratchpad memories. WCET timing is measured after
modeled target processor lacks pipelines and caches. compilation by analyzing the resulting binary executable.

In [17, 18], the integration of a proprietarily developed . .
WCET analyzer into a compiler is presented. The com- 3. Design of the WCET-Aware C Compiler
piler operates on a low-level intermediate representation Based on the results of the previous publications pre-
(IR). Control flow information is passed to the timing an- sented in Section 2, we propose the structure depicted in
alyzer which computes the WCET of loops and functions Figure 1 for WCET-aware compilation. As can be seen,
and passes this data back to the compiler. However, thisthe compiler we calWCCrelies on two IRs, namely ICD-
approach has several limitations. First, the WCET analyzerC [10] being close to ANSI-C, and LLIR [11] modeling
works with very coarse granularity since it only computes code at the assembly level. The code selector is respon-
WCETSs of loops and functions. WCETSs for basic blocks or sible for the translation of ICD-C to LLIR. Analyses and
single instructions are unavailable. Second, WCET-relevantoptimizations take place both at the high and the low level.
data which is not the WCET itself is unavailable, too. This Currently, all optimizations done by the compiler are not
includes e.g. execution contexts, execution frequencies ofyet WCET-aware. The focus of this paper clearly lies on
basic blocks, value ranges of registers, predicted cache bethe integration of WCET analysis into the compiler, and not
havior etc. Third, the lack of a high-level IR within the on WCET optimizations which are part of our future work.
compiler requires to costly re-generate valuable high-level Today, there are only few vendors providing commer-
flow facts that are only available at the source code level. cial WCET analyzers. One of the leading analyzers is the
Finally, the considered processor is quite simple as it has aaiT [1] WCET analyzer developed by Absint. aiT is avail-
simple pipeline and no caches. able for various processors, including ARM7, Power-PC,

A compiler guided trade-off between WCET and code TI TMS320C33 and the Infineon TriCore v1.3. In this pa-
size is presented in [13]. The authors observe that applicaper, the Infineon TriCore processor is considered as target
tions using the 16-bit THUMB instruction set of an ARM7 architecture for compilation and WCET analysis.
processor typically are smaller but run slower than when  WCET analysis can only take place at the assembly / bi-
using the 32-bit ARM instruction set. [13] compiles a pro- nary level since processor-specific information and machine
gram using both instruction sets at the same time with thecode is unavailable at higher levels of abstractions. Thus,
goal to reduce WCET at the expense of code size and vicehe WCET analyzer aiT is coupled to our compiler at the
versa. To obtain WCET information, a simple timing ana- LLIR level. Our compiler is able to translate its LLIR rep-
lyzer was implemented from scratch assuming the absenceesentation to the CRL2 format [2] which is the IR of aiT.
of caches and a simple pipeline structure. [13] presents aThis way, both aiT and WCC use the same format to ex-



Value Using the data provided by the previous analysis steps,
Analysis J | Analysis path analysisomputes a program’s global WCET. A path

’ A within the control flow graph is a sequence of successive
1 Jv A Analysis basic blocks starting at the entry point of a program and
- ending at its end point. For each block on a path, its maxi-

o | AT «| Pipeline
Absint . . .
Ef:é’zd;[ = TRz | mum execution tim@ can be expressed based on the previ-

ous analyses. Using the loop bound information, a block’s

CRL2 with maximum number of executiorf$ can be determined. The
Arf’j;';is nd EV:{CEtT WCET of a path can be expressed as the sum of the products
Stimates

T x C over all edges of a path. A program’s global WCET
is determined by finding the maximum path WCET for all
feasible paths. This maximization problem is expressed and
change information. Hence, aiT can be provided with CRL2 solved using integer linear programming.
accurately modeling the application under analysis, and all  All analyses of aiT takexecution contexigto account.
results computed by aiT are also available in the CRL2 for- A context indicates a particu|ar way of Ca||ing a program’s
mat after WCET analysis is done. Using a conversion from function R. If R is called several times, contexts are used
CRL2 to LLIR, we are able to import all data computed by to distinguish between the different program states repre-
aiT into our compiler. senting the different flows of control through the program
3.1. The WCET Analyzer aiT to func_tionR. Contexts improvg th_e.precision of analysis if
analysis results are computed individually for each program
In contrast to numerous other WCET analyzers, aiT per- state represented by a context.
forms a highly accurate analysis of the processor pipeline  since aiT is directly invoked with a CRL2 IR generated
and available caches. When being used outside our WCGyy our compiler, the decoder exec2crl shown in Figure 2 is
compiler framework, aiT needs to be provided with a binary skipped in our WCC setup. In the following subsections,
executable of the program to be analyzed as well as with athe conversions between LLIR and CRL2 and vice versa
Specification file. To estimate the WCET of the binary exe- are described as well as a generic mechanism for Storing

cutable, several analysis steps are taken (cf. Figure 2). Theyrbitrary data beyond WCET information within LLIR.
decoder exec2crl reads the executable and reconstructs its

control flow graph. This control flow graph is translated 3.2. Conversion LLIR « CRL2

into aiT's intermediatg format CRITZ [_2]' CRL2is used_as Since both LLIR and CRL2 are low-level IRs represent-
exchange forr_nat storing the appllcatlon_un_dt_er analysis a%ng a program as control flow gragiEFG), it is easy to
weII_ as analysis results geqerated by the |nd|V|du_aI SL_JbStepsl‘ransIate these IRs into each other. At the top level, the
ofaiT. Inthe WCC setup, aiT's decoder exec2crlis skipped. ¢ figy graph of both IRs consists of functions. Each

Value analysisletermines potential values in the proces- function contains a list of basic blocks connected via edges.

sor ][eglstersl for ar;y F_’%S_S'b!?r pcrog:]am pollnt: Thes_e ValuesBasic blocks in turn consist of a sequence of instructions.
are frequently used within aiT. Cache analysis requires pre- IRs, an instruction can consist of several operations

dicted values to _|dent|fy poss!ble addresses of memory ac+, o ger 1o express the implicit parallelism presentine.g. a

CESSES. In :_addmon, the pre_d|cted values are useq to detery) |\ machine. In addition to basic blocks, information on

mine infeasible pgths resulting from cond|t|ons_be|ng true oxecution contexts is attached to functions within CRL2. In

or false at any point of_the analyzed program. Finally, tight LLIR, this kind of information does not exist.

val;e ranges are requwed:jo determlfng loop bou_nds._ , Due to the analogy of both IRs, the translation steps ba-
Ince a program spends most of Its execution time in sically need to traverse the CFG of one IR recursively and

loops, the iteration counts play an important role for WCET need to generate equivalent CFG components of the other

estimation. aiT relies on precise bounds to be able to peryp "o ever, there are two issues making the translation
form a WCET analysis at all. The detection of loop bounds from LLIR to CRL2 and back much more complex than
duringloop bound analysisucceeds only for simple loops i< simple recursive traversal

and demands their external annotation outside aiT.
The_ cache analysif aiT statically analyzes the cache Determination of op.ids
behavior of a program using a formal cache model. Ac-
cesses to main memory are examined by an algorithm disFirst, we need to solve the problem that LLIR is an
tinguishing between sure cache hits and unclassified ac-assembly-level IR, whereas CRL2 is a binary-level IR. As
cesses. A proper cache analysis relies on the value rangea consequence, any information additionally created during
of processor registers obtained from the value analysis.  assembly and linking is unavailable within LLIR, but avail-
Pipeline analysisnodels the processor’s pipeline behav- able to CRL2. This difference between both IRs mainly
ior and is based on the current state of the pipeline, the re-comes into play when converting LLIR operations into
sources in use, the contents of prefetch queues and the recRL2 operations. An LLIR operation is represented by
sults obtained during cache analysis. It aims at finding aits assembly mnemonic and belonging operands, whereas
WCET estimate for each basic block of a program. Each CRL2 requires a unique identifieoff_id) representing the
basic block is analyzed by taking possible pipeline statesbinary machine code of the operation together with its
from preceding basic blocks into account. After processing operands. Unfortunately, there is no direct translation be-
each instruction of the currently analyzed block, the longesttween an LLIR opcode and a correspondarpgid.
time this block takes to execute is computed. For example, the TriCore ISA contains four different ma-

Figure 2. Workflow of aiT
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chine operations with the mnemoRAND[9]: Routine F
ANDDc, Da, Db ANDDc, Da, const9
ANDDa, Db ANDD15, const8 l

All these ANDoperations differ by the number and types of

parameters, namely data registers denotedbygiD15, or r 1

constants. As can be seen, the mere use of the mnemoni

does not yield an unambiguous CRL2 operation. As a con-
sequence, more key characteristics of an LLIR operation
need to be taken into account.

In addition to its mnemonic, the operatiowpcode for- END
matis considered next. Depending on the amount and type
of parameters, the binary machine code of an operation has  Figyre 3. Loop Transformation Stage of aiT
various formats. For example, the firstiDoperation listed
above has the 32-bit wide formBR The second operation
with a constant parameter is of fornRE The last two op-
erations with only two parameters have the 16-bit opcode
formatsSRRandSC respectively.

Using the alignment and the type of parameters of an
LLIR operation, its opcode format is determined. In almost ) ) ) : X
all cases, these first two steps of mnemonic and opcode for.of our compiler's LLIR into aiT's IR is achieved. _
mat matching are sufficient to obtain an unambigLmii. Attent_lon needs to be p_ald that the _deC|S|on tak_en during
However, the addressing mode has to be considered as third€ Previous phase described above is also considered dur-
criterion in a few cases. The addressing mode specifies thdnd the subsequent compilation steps. When writing out the
calculation of an effective memory address of a certain op- contents of the LLIR into an assembly file, a line just like
eration parameter, using values held in registers and con- MOV D9, D8

stants. Mainly load and store operations make extensiveVill be dumped. Eventually, the assembler processing the

use of the various addressing modes. The TriCore architec@SSembly file next treats this line as a 16-bit operation.

ture provides eight different modes suchRrs- and Post- Hence, the binary code produced by the assembler and the

incremenior ShortandLong Base plus Offsetddressing. CRL2 file analyzed by aiT would differ, leading to incor-
As example, the.D.W operation loading a word from rect WCET estimates. In order to prevent this situation, the

memory is considered. The TriCore instruction set includes d€cision taken on the bit-width of an operation is passed to
only one operation with the opcod®.w: the assembler using particular assembler directives [6]:

LD.W Da, <mode> .code32
Its first parameter designates the register to be loaded, the MOV D9, D8
second one specifies the addressing mode. Depending ohoop Transformation

this mode, various CRL®p.ids can be used for thieD.w .
operation. It is easy to see that mnemonic and opcode fc)r_Second, the conversions from LLIR to CRL2 and back need

mat are insufficient in this case to obtain a unigped. to be aware of a control flow transformation inherently per-

But even after considering addressing modes, there areformed by aiT_. As glready mgqtioned previously, execution
still some operations which can not be unambiguously iden- CoNtexts provide higher precision of WCET estimates. Due

tified so far. In particular, halfword arithmetical operations tc;tgli;“:guéﬁ&f Eilc_tzi(,):gnﬁéwg\f/zrrm:ct)lﬁtz;ta:elz ngt:s
have equivalent mnemonics and opcode formats, but do noﬁ)rmat'on is not onlv rele a'm for f nc’t'on but also for
rely on addressing modes at all. The only difference be- ion 1 y refev unctions, but ais

tween these halfword operations is a specifier like &Jig. Ioo_ps yvithip fun_ction;. For example, it. Is useful to O”S“r?'
denoting that an upper halfword of a register is combined guish individual iterations of a loop during WCET analysis

with a lower halfword of another register. However, these and to compute different WCET information for loop iter-

few cases of halfword arithmetic can be handled easily by ations, depending on e.g. cache states. This can only be

performing particular checks for these halfword operations. achleve_d _'f cgntexts are also applicable tp Iopps. This is
But even after this fourth stage of halfword operation done within aiT by moving loops out of their original func-

matching, there still exist LLIR operations which are not tion into a new dedicated CRL2 function which calls itself

unambiguously mapped to CRIgh ids. The TriCore in- rgcgrsively during each iteration (cf: Figure_3). This way,
struction set still contains few operations which can not be aiT is able to attach context-related information to loops by

classified unambiguously at all using the information avail- S'm|_|:) ly annot?rt]l_nglthe rlewlyfcreattta_d Iootp fun(r:]tlont;?]. froct
able within LLIR. For instance, there are two versions of Owever, this loop transtormation stageé has the eriec

the MOVoperation: ths(t:thrII(; EI;CGs structure? Qf LLIR a;nd (t‘TRthgnTer..t Sllrljﬁg
MOVDc, Db MOVDa, Db a may contain more functions than its

The parameters of these two operations are arbitrary datagounterpart, there is no direct correspondence at the func-

registers in both cases. However, the first operation is 32t|ontle|\|/ ?/l\'/ c\:/g']reg ttraversmgtth det? RL$ .CtFGﬂ']n ?/(/d&r:to im-
bits wide, whereas the second operation is a 16-bit operapor a ata computed by all into the com-

tion. Since the LLIR does not distinguish the bit-width of Pl CRL2 functions may be reached for which no LLIR

operations, it is impossible to classify these two opcode for-  1we could also assume a 16-bit operation — the actual width does not
matter. However, it is important to feed the decision to the assembler.

mats correctly. As a consequence, a decision on the under-
lying opcode format has to be taken during translation from
LLIR to CRL2. In such a situation, our compiler framework
decides to assume the 32-bit version of an operatiafter

this decision is finally taken, all LLIR operations are as-
signed a unique CRL@p.id. Hence, a complete translation




function exists. Hence, the question arises where to store all LLIR Component

the WCET data attached at CRL2 functions within LLIR. (CFG, Function, :-)'B'j':cﬁve
Basic blocks have a unique identifier in both IRs, namely Eﬁ:ﬁc?.lgﬁk)

the label denoting its starting address. WCET informa- / (WCET)

tion stored at the level of CRL2 functions is attached to I LR |

the very first basic block of this function within LLIR. For LLIR Objective Handler Objective

CRL2 functionsF' also existing within LLIR, this has the [list<LLIRObjective> objectives; (Energy)

effect that all WCET data of’ will also be available for addObjective( LLIRObjective );

F within LLIR by just checkingFs first basic block. For IBLIFligbj%cgiyetgetogjgcti\t{e( ?bject_iveType ); :—)'B'j':cﬁve

CRL2 functionsF’ generated during loop transformation, B ctlve( ObjectiveTyEeHy

the WCET data attached ¢ will be stored at that position COR.

within LLIR where the loop represented B begins. This . o .

way, all WCET information is stored exactly at those code Figure 4. LLIR Objective Handling

positions within LLIR to which the WCET data belongs. methods in order to set and get objectives of a certain objec-
S tive type. The structure of the LLIR objective and handler

3.3. LLIR Objectives and Handlers

mechanism is illustrated in Figure 4.

In a simple approach, all WCET data extracted from . .
CRL2 would directly be attached to the corresponding 4- Discussion of the Structure of WCC
LLIR components as described in the previous section, e.g. The proposed architecture of our WCET-aware C com-
the class of LLIR basic blocks would be extended by new at- piler WCC has several advantages compared to previously
tributes storing the execution count and the block's WCET. published approaches (cf. Table 1).
However, this approach is too inflexible for our purposes. First, the use of both a high- and a low-level IR is ex-

As already shown in Section 2, WCET-related com- tremely beneficial for WCET analysis and optimization.
piler optimizations will have to deal with trade-offs between WCET analysis inherently requires high-level flow facts
WCET and other optimization criteria, e. g. code size [13]. to be present. Previously published approaches recompute
In the future, we intend to extend the WCC infrastructure these flow facts from a low-level IR. This approach is cum-
presented in this paper towards a full multi-objective op- bersome and inelegant. The availability of a high-level IR
timization engine. Besides the WCET data, the compiler within our WCC compiler results in an overall simplifica-
will thus have to deal with other types of information rep- tion of flow fact computation since flow facts are computed
resenting other optimization objectives. Hence, the simple directly at the corresponding level of abstraction. In addi-
approach to just store this additional data within the LLIR tion, there are several high-level control flow optimizations
core classes like e. g. basic blocks in the future will require potentially having a positive effect on WCET. For example,
the entire LLIR core to be extended and rebuilt. But since a procedure cloning making use of calling contexts is easier
compiler’s IR is a complex piece of software, modifications to realize using a high-level IR than using LLIR.
of its core should be reduced to an absolute minimum. Second, our WCC compiler does not rely on a propri-

In order to be able to attach arbitrary data to the LLIR etarily developed WCET analyzer. Instead, we were able
core components without having to modify the core in the to tightly integrate aiT into our compiler. By coupling
future, we have extended the LLIR by a modular and flexi- WCC with Absint’s aiT, we do not use simplified models
ble objective and handler mechanism. of the target processor architecture at all. In contrast to

An LLIR objectiverepresents a container storing all data various other publications, no simplifying assumptions on
relevant for the compiler in order to perform optimizations e.g. pipeline behavior and cache structure are made during
for a particular objective. Besides its pure data elements,WCET analysis. This is ensured by the high quality of aiT
methods in order to set and get the data stored within anwhere the entire processor architecture is modeled with a
LLIR objective are provided. Additionally, each LLIR ob- very high degree of accuracy. As a consequence, the WCET
jective carries specific type information such that a WCET data our compiler uses is highly accurate and precise.
LLIR objective can be distinguished from e.g. a code size  Due to the accuracy and precision of the processor mod-
objective by simply comparing their type attributes. els used by aiT, a vast amount of WCET-related informa-

Using inheritance from an abstract objective class, othertion is computed. Since both the compiler and aiT use
kinds of LLIR objectives besides WCET can be created eas-CRL2 as common exchange format, all this data is available
ily. Arbitrary types of LLIR objectives can now be attached within WCC without limitations. Currently, we are able
to the entire LLIR control flow graph, to LLIR functions, to import the following data from aiT into our compiler:
basic blocks and instructions. All of these LLIR compo- global WCET of an entire CFG, calling contexts, context-
nents contain a so-calledjective handlewhich is respon-  dependent WCETs and execution counts of basic blocks and
sible for managing multiple LLIR objectives of different functions, feasibility of CFG edges, overall WCETSs of basic
type attached to the same LLIR component. In this way, ar- blocks. Using the infrastructure presented in this paper, it is
bitrary data useful for compiler optimizations pursuing dif- easy to import all other WCET data from aiT to WCC like
ferent optimization goals can be freely attached to the LLIR. e. g. value ranges of registers or pipeline and cache states.
The objective handler takes care that only one instance of The concept of objectives and handlers presented in this
an LLIR objective with a given type can be attached to an paper allows to model arbitrary trade-offs within our com-
LLIR component, so that all data relevant e. g. for the ob- piler. Previous publications have already shown that it is
ject's WCET is not scattered among various instances ofrelevant to combine WCET optimization with other crite-
the WCET LLIR objective. The objective handler provides ria like e.g. code size. Using objectives and handlers, our



High/Low-| Tight WCET | Automated | Compiler Opti-| Complex | Avail. WC- | Multi- Tested
Level IR | Integration Flow Facts | mization Support| Processor| ET Data Objective
WCC + + + + + + + +
[4] - * - - - - - -
[7] + - - + — —
[12] - - + + - — — +
[17,18] - + + + - — — +
[13] - - - — + +
[16] - - + + + — - n

Table 1. Comparison of WCC with Related Work

compiler is already well designed for this purpose, even if C level and at the LLIR level. This requires some kind of
this is part of our future work. back annotation of the WCET data stored in the LLIR up to
our high-level IR. Using our compiler structure with WCET
5. Summary and Future Work data eglailable atall Iev?als, severzl issues noted in the WCET
This paper is the first one describing a tight integration of compiler wish list [3] can be tackled in the future.
an existing WCET analyzer into a compiler infrastructure. Besides pure WCET-aware optimizations, we will con-
Using our techniques, it is possible to feed the assembly-sider multi-objective optimizations within our compiler in
like contents of our compiler’s low-level IR LLIR into Ab-  order to achieve trade-offs between real-time constraints
sint’s aiT automatically. This is achieved by translating and other optimization criteria.
LLIR into aiT's intermediate format CRL2. Since LLIR
is an assembly-level representation, some information onIy'A‘CknOWlecjgmemS
visible at the linker level (e. g. exact opcode formats of op-  1he authors would like to thank Jens Wagneorgl”
erations having the same mnemonic) is unavailable. HenceEckart and Luis Gomez who have designed the LLIR.
care has been taken during the translation from LLIR to References
CRL2 that the generated CRL2 representation of a given
program is fully equivalent to its LLIR representation, and
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framework relies on the presence of high-level flow facts.
To make them available within LLIR, we need to compute
these flow facts within our high-level IR ICD-C, keep them
up to date during optimization and pass them through the
code selector down to the LLIR. Thus, the integration of
flow fact computation [8] and transformation [12] into our
WCC is part of the future work. Hence, the corresponding
entries for WCC in Table 1 are marked just with
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